Local Structure Tensor for Multidimensional Signal Processing

Local Structure Tensor for Multidimensional Signal Processing.
Applications to Medical Image Analysis.

Local Structure Tensor for Multidimensional Signal Processing

Local Structure Tensor for Multidimensional Signal Processing

Local Structure Tensor for
Multidimensional Signal Processing
Applications to Medical Image Analysis
Raúl San José Estépar

Local Structure Tensor for Multidimensional Signal Processing

© Presses universitaires de Louvain, 2007
Registration of copyright: D/2007/9964/47
ISBN: 978-2-87463-101-6
Cover: Raúl San José Estépar and Colin MICHEL
Printed in Belgium
All rights reserved. No part of this publication may be reproduced,
adapted or translated, in any form or by any means, in any country,
without the prior permission of Presses universitaires de Louvain.
Distribution : www.i6doc.com, on-line university publishers.
This book and all other from the SIMILAR collection are available on
order from bookshops at:
CIACO University Distributors
Grand-Place, 7
1348 Louvain-la-Neuve, Belgium
Tel. +32 10 47 33 78
Fax +32 10 45 73 50
duc@ciaco.com

Foreword

The work presented in this text was submitted on November 7, 2004 to the Departamento de Teoría de la Señal y Comunicaciones e Ingeniería Telemática at
the University of Valladolid in partial fulfillment of the requirements for the degree
of Doctor of Philosophy in Telecommunication Engineering. The text is actually
the transcription of the thesis with some additions. The PhD dissertation is the
result of five years of research spent mainly within the Laboratorio de Procesado
de Imagen in the Escuela Técnica Superior de Ingenieros de Telecomunicación
and the Laboratory of Mathematics in Imaging at Brigham and Women’s Hospital supervised by Prof. Carlos Alberola López and Dr. Carl-Fredrik Westin. The
thesis was publicly defended on February 11, 2005. The members of the thesis
committee were:
• Prof. Narciso García Santos, Universidad Politécnica de Madrid, Spain.
• Prof. Hans Knutsson, University of Linköping, Sweden.
• Prof. Yannis Dimitriadis, Universidad de Valladolid, Spain.
• Prof. Dr. Jean-Philippe Thiran, Ecole Polytechnique Fédérale de Lausanne, Switzerland.
• Prof. Marcos Martín Fernández, Universidad de Valladolid, Spain.

v

Abstract

Feature extraction and, particularly, orientation estimation of multidimensional images is of paramount importance for the Image Processing and Computer Vision
communities. This dissertation focuses on this topic; specifically, we deal with
the problem of local structure tensor (LST) estimation, as a mean of characterizing the local behavior of a multidimensional signal. The LST can be seen as a
measure of the uncertainty of a multidimensional signal with respect to a given
orientation.
LST estimation can be achieved by estimating the local energy of a signal in
different orientations. Then, the LST is computed as a linear combination of the
local energy for each orientation with a tensor basis whose elements are calculated for each orientation. This kind of methods for the estimation of the LST are
based on quadrature filters to obtain the local energy of the signal. While the LST
based on quadrature filters is well defined for signals that vary locally only in one
orientation (simple signals), the estimation method fails with complex signals, i.e.
signals that consist of several differently-oriented simple signals. In this dissertation, an analytical study of the distortions of the tensor eigenvalues due to such
complex neighborhoods is carried out. From this analytical study, two constructive methods are proposed for the estimation of the LST. The first method is based
on a maximum likelihood estimation of the quadrature filter outputs. The second
method uses a measure of phase consistency based on generalized quadrature
filters which are formally derived from an extension of the analytic signal to multidimensional signals known as the monogenic signal.
The interpretation of a multidimensional image as a function graph, i.e. a Riemannian manifold, instead of just intensity variations on the Euclidean space, has
important implications that are exploited in this dissertation. Image processing
tasks can then be performed by solving partial differential equations on the Riemannian manifold. In this dissertation, Riemannian geometry is used to study the
evolution of fronts under mean curvature flow on a Riemannian manifold using
a level set framework. For our purposes, the Riemannian manifold is defined by
the induced metric of the image that is related to the LST. The Riemannian mean
curvature flow is the theoretical basis for the definition of a level set segmentation
method.
The methods proposed in this dissertation are applied to two medical image

vii

applications. The first consists in a freehand 3D ultrasound reconstruction technique that uses the LST to perform an adaptive interpolation based on normalized
convolution. Our results show that our method outperforms traditional technique
for this interpolation problem. The second application uses the level set method
based on Riemannian mean curvature flow to segment anatomical structures in
dataset from magnetic resonance imaging (MRI), computed tomography (CT) and
ultrasound (US). This novel method reveals as a feasible approach to medical image segmentation.

Resumen

La extracción de características y, en particular, la estimación de la orientación
en imágenes multidimensionales tiene gran relevancia en los campos de procesado de imágenes y visión por ordenador. Dentro de este ámbito, esta tesis se
centra en el problema de la estimación del tensor de estructura local (LST, Local
Structure Tensor ) como una forma para caracterizar el comportamiento local de
una señal multidimensional. El LST puede verse como una medida de la incertidumbre de la señal con respecto a una orientación dada.
La estimación del LST puede conseguirse mediante la estimación de la energía local de la señal para diferentes orientaciones. En concreto, el LST se
calcula como la combinación lineal de la energía local para cada orientación
con una base de tensores cuyos elementos se determinan a partir de las diferentes orientaciones. Este tipo de procesamiento para la estimación del LST está
basado en filtros en cuadratura que calculan la energía local de la señal. Mientras que el LST basado en filtros de cuadratura está formalmente definido para
señales que localmente varían en una sola orientación (señales simples), este
método de estimación no es adecuado para señales complejas, es decir señales
que localmente pueden aproximarse como la combinación de señales simples
en diferentes orientaciones. En esta tesis llevamos acabo un estudio analítico de
las distorsiones de los autovalores del tensor debido a vecindarios complejos. A
partir de este estudio se proponen dos métodos constructivos para la estimación
del LST. El primero de ellos se basa en una estimación de máxima verosimilitud
de las salidas de los filtros de cuadratura. El segundo usa una medida de la consistencia en fase basada en filtros de cuadratura generalizados para llevar a cabo
la estimación. Estos filtros en cuadratura generalizados se obtienen formalmente
a partir de una extensión de la señal analítica para señales multidimensionales
conocida como la señal monogénica.
Una imagen multidimensional puede interpretarse como el grafo de una función, es decir como una superficie (manifold) de Riemann, en lugar de simplemente como variaciones de intensidad en el espacio Euclídeo donde la imagen
está definida. En esta tesis se aplica esta interpretación para la segmentación
de imágenes usando ecuaciones en diferencias parciales en la superficie de Riemann. Concretamente, se usa la geometría de Riemann para estudiar la evolución de frentes, en un marco de level sets, mediante el uso de flujo por curvatura
media en una superficie de Riemann. Esta superficie se define a partir de la

ix

métrica inducida por la imagen que a su vez está directamente relacionada con
el LST. El flujo por curvatura media de Riemann constituye la base teórica para
la definición de un método de segmentación basado en level sets.
Los métodos desarrollados en esta tesis se han usado en dos aplicaciones
concretas de procesado de imagen médica. La primera de estas aplicaciones
consiste en la reconstrucción de ultrasonidos 3D. Para tal fin, se emplea el LST
para realizar una interpolación adaptativa basada en convolución normalizada.
Los resultados obtenidos muestran que nuestro método supera a las técnicas
tradicionales que se han aplicado a este problema. La segunda de las aplicaciones hace uso del método de level sets basado en flujo por curvatura media de
Riemann para la segmentación de estructuras anatómicas en imágenes de resonancia magnética (MRI), tomografía computerizada (CT) y ultrasonidos (US).
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1
Introduction

1.1

Motivation

Computer vision algorithms extract knowledge from a wide range of image sources, including still images, image sequences, and images of
three and higher dimensions. The complex process of knowledge extraction is based on a structured synthesis of lower-level operations. To
a large extent, the biological visual system (BVS) is a valuable model
for how algorithmic components can be combined to solve a given task,
in particular the hierarchical connection between local feature detection
and analysis steps. The challenge of successful knowledge extraction
from image data involves carefully defining which features to extract, and
designing the algorithms for extraction, representation, and analysis. This
thesis approaches knowledge extraction with a mathematical point of
view, while guided by an overall model of the BVS. From this model, certain visual tasks will be tackled, like segmentation, by providing a method
that rests on the mathematical interpretation of the features. The broader
question of how the (mammalian) BVS allows animals to see their world
is beyond the scope of this thesis, but some mathematical perspective on
this is proposed at the end of the dissertation.
Physiological experiments suggest that lines and edges are the two
main features in a low level BVS, being rich source of information to upper layers. This statement has been corroborated by the works of Hubel
and Wiesel [58, 59] on the visual cortex. The visual cortex, located in
the occipital lobe of mammalians brain, plays the main role in processing
the signals coming from the retina through the optic nerves. Hubel and
Wiesel’s work suggests that there exist two classes of cells in the visual
system: linear cells, such as X-retinal and simple cortical cells, and nonlinear cells, such as Y-retinal and complex cortical cells. The linear cells
are filters specially tuned to detect lines and edges. The nonlinear cells
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provide a second layer for compacting the information. Because both simple and complex cells can be differentiated according to their sensitivity
to feature angle, orientation can be considered as the third feature of a
BVS.
A basic property of low level vision models is that of locality. This
states that extracting salient image features can be based on the structure of a limited image neighborhood, rather than the form of the whole
image [53]. This does not mean that analysis need not eventually encompass extended regions. Rather, greater image complexity demands
increased gathering of local features extracted across extended regions,
with higher-level vision tasks for representing relationships between features.
Based on the physiological evidence, the computer vision community
has tried to provide models inspired on the BVS to solve visual problems
[17, 57, 90, 106]. Any attempt to mimic, to a certain extent, the visual
cortex architecture to create a computer vision system has to deal with
the following question: how to represent features that are displayed as
local intensity variations. This means that an entity that represents lines,
edges and the orientation of them has to be found. This question has
been answered by three feature representations:
• Local phase: the local phase is the phase of the different exponential components of the local Fourier transform. The local phase carries information about the type of feature, allowing a decomposition
of the signal into lines or edges.
• Local energy : the local energy is the energy of the local Fourier
transform. Points of maximal local energy corresponds with locations that the local Fourier components come into phase. Morrone
and Burr [106] have shown that the perception of visual features are
associated to locations where the arrival phases of the Fourier components are similar, i.e. the local phase shows congruency. Therefore there is a strong connection between the local energy and the
presence of relevant features.
• Local orientation: the encoding of the orientation of the signal in the
image.
These three concepts lead us to the main topic of this thesis: the local
structure. An image, in general a nD signal, is said to pose some structure if relevant features, given by the local phase or the local energy, in
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the image has some given orientation. For example, a well defined edge
in a image with a given orientation is conceptually associated with a well
structured part of the signal. On the other hand, a noisy part of a signal
is related to an unstructured part. The local structure brings into a common ground the models for visual perception based on local phase, local
energy and local orientation.
Although trying to replicate a BVS to perform a visual task is out of any
realms, having a mathematical model to represent the local structure can
be a basic element to develop imaging algorithms. The representation
of a feature like local structure is not a trivial task. The representation
that is obvious in many cases, for example scalars to represent the intensity of an image or a vector p for a position in space, may be in some
cases a poor way to represent other kind of information. This has been
the case of local orientation. Let us consider an orientation in R2 which
can be represented by an angle relative to a fixed axis. While this may
appear a natural way of representing orientation, it is in fact a poor approach since it has a discontinuity at π which means that an orientation
average cannot be consistently defined. Knutsson [73] made an essential
contribution in the field of computer vision when he proposed the tensor
representation as a convenient and complete way to represent the local
structure and local orientation. Based on three axiomatic requirements,
the local structure is represented as a second-order tensor, i.e. a matrix. Tensor algebra is a generalization of the vector algebra motivated
by the fact that many physical quantities of complicated nature, like the
local structure and other important physical magnitudes (stress, inertia,
conductivity, diffusion and so on), cannot naturally be described or represented by scalars or vectors.
The local structure tensor can be used to explain another important
feature of the BVS: the motion detection capabilities. Motion detection
is a primary clue for object recognition and surveillance. Consequently,
the vision community has been using motion estimation as one of the
primary tools to assimilate artificial vision systems. Techniques based
on optical flow analysis play a central role in many applications ranging
from object tracking [1, 9] and video compression [31, 152] to medical
data segmentation [105], registration [3] and visualization [128, 132, 163].
Velocity estimation can be achieved from the local structure by looking for
structure in a dimensional space where time is one of the dimensions.
This thesis will address the problem of structure estimation using the
tensorial representation. It is our belief that this representation bears im-
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portant signal information that can be used to perform high level visual
tasks. One of the application domains will be the medical dataset segmentation with special emphasis in ultrasound dataset.

1.1.1

Local phase and Local Energy

The local phase is merely the decomposition of a signal in its basic symmetries1 . Accordingly, a 1D signal could be decomposed into even symmetries, i.e. lines, and odd symmetries, i.e. edges. The local phase
carries information about the structural content of the signal. In formal
terms, the local phase is the angular variation of a complex valued signal known as the analytic signal. The analytic signal was introduced in
1946 by Gabor in his pioneer work [46]. The analytic signal is obtained
by embedding in the real part of it the original signal and in its imaginary
part the Hilbert transform of the original signal. The norm of the complex
value is known as the local amplitude and gives information about the
local energy of the signal.
While the analytic signal is properly defined for 1D signal, there is not a
formal extension for the Hilbert transform to nD signals and consequently
for the analytic signal. The attempts to extend the Hilbert transform for
nD signals suffer from the problem that the algebra of complex numbers
does not have enough degrees of freedom to represent the local phase
in more dimensions than 1. While in 1D the causality is clearly defined, in
nD this definition is missing due to the fact that an ordering of the events
does not exist. This means that in nD the symmetries of a signal, i.e. the
structure of a signal, is associated to the local orientation of the structure.
Therefore, a proper representation of the local phase should take into account not only the type of structure but also the orientation. Felsberg and
Sommer have recently proposed an extension of the analytic signal for
2D signals [41] known as the monogenic signal . This extension is based
on the relation between analytic functions and harmonic functions. In this
dissertation, we will extend the concept to nD signals. This generalization constitutes the cornerstone to define quadrature filters for nD signals.
Quadrature filters based on this generalized definition of the analytic signals have been recently proposed by Knutsson and Andersson [79], however no formal explanation has been given for their derivation. Here, we
present the theory behind the design of these generalized quadrature filters. These generalized quadrature filters will be the key ingredient for
1 This concept will be claried in Section 2.3
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the local structure tensor estimation.

1.1.2

Local structure tensor

Orientation is a feature that fundamentally distinguishes multidimensional
signals from one-dimensional signals since the concept has a lack of
meaning in the latter case. The importance of local orientation stems
from the fact that the direction of the local gradient contains important information. Moreover, using the local simplicity hypothesis [52], the spatial
variation of the gradient directions is generally much slower than the spatial variation of the image itself. This fact allows us to locally represent a
multidimensional signal using the local orientation as feature space. This
feature space accounts for important biological vision properties previously stated.
Both representing and estimating this feature is far from trivial, as
well as to strictly define it for general (unrestricted) signals. Knutsson
et al. [73] introduced the tensor representation for local orientation. The
tensor provides a compact representation of orientation in signals with
dimensions greater than two. Moreover, tensor algebra is a solid mathematical body that supports further analysis in the tensor domain.
The tensor representation is formally formulated for simple signals. A
simple signal is a signal that can locally vary only in one direction. For
this type of signals, it is possible to define a tensor T that maps the local
orientation to a symmetric and positive semidefinite (PSD) second order
tensor. The size of the tensor will depend on the dimensionality of the
signal, e.g. 3-dimensional signals are represented by a 3 × 3 tensor. This
tensor representation rests on two basic requirements [53]:
1. Invariance principle: the orientation of a neighborhood should be
the same for all possible intensity variations. The entity representing
orientation must be invariant to the local intensity variation.
2. Equivariance principle: the orientation tensor should locally preserve the angle metric of the original space, i.e., it has to be a
conformal mapping between the orientation space and the tensor
space.
Estimating the local structure tensor is not a trivial task either. The
question to address is how to compute the representation from measurements on actual image data, where lines, edges, and other complex
structures are represented as local gray scale correlations. In addition,
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we should be able to deal with signals that deviate from the simple signal
model, since the current tensor representation is only able to fully capture simple neighborhoods. Two major approaches have been followed to
estimate local structure:
• Gradient-based methods: the estimation is done by analyzing the
spatial variation of the signal by means of gradient filters [14, 66].
• Local energy-based methods: the estimation is performed by studying the local energy using the analytic function of the signal for a
predefined orientation. The magnitude of the analytic signal provides a description of angular distribution of the signal power in its
energy spectrum [45, 53, 74].
It is our understanding that the local energy-based methods present
some advantages over the gradient-based methods:
• The information about the type of structure that gives rise to a given
orientation resides in the phase of the filtered image. The phase
information can be inspected to determine whether a given orientation arises from either an edge or a line.
• Local energy-based methods show better locality properties. In order to get a proper representation with gradient-based methods, a
relaxation step over a neighborhood is required [14].
• Gradient-based methods are more sensitive to aliasing due to the
differential operations involved. Both methods become unstable
when analyzing high-frequency signals, however local energy-based
methods remain stable to higher frequencies.
Therefore, the method that we will follow to compute the local structure
tensor is a variant of the local energy-based method initially proposed
by Knutsson [74]. This method computes the local structure tensor by
means of a set of quadrature filters responses. Each quadrature filter is
spherically separable and real in the Fourier domain.
The former estimation process is derived from a simple signal model.
Of course, the class of simple signals is too restricted to be of much use
(although the local simplicity hypothesis [52] gives room to the existence
of such signals). We should not, however, rely on having locally simple
neighborhoods always. Therefore, we need to generalize the definition
of orientation to unrestricted signals. This generalization for tensors of
order 2 will be carried out in terms of an isotropic part that represents the
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uncertainty of the neighborhood with respect to simple neighborhoods.
The smallest eigenvalues of the tensor will support this isotropic part.
By definition, the local structure tensor should be a positive semidefinite
(PSD) matrix and any robust estimation procedure should preserve the
semipositiveness of the representation. We have found out that under
non-simple signal conditions, the PSD character is not guaranteed. Local
phase cancellation of the multiple simple signals that compose the complex neighborhood makes the methods proposed by Knutsson [74] fail.
A new estimation method based on generalized quadrature filter outputs
will be proposed to overcome this kind of difficulties to a given extent.

1.1.3

Image manifold

Traditionally, image processing methods have considered the image as
a function defined on the Euclidean space. Differential operations in the
image are explicitly or implicitly an important part of most methods. In
the Euclidean space, differential operations are carried out in a spatially
invariant way. This means that any direction is considered equal.
Another approach is interpreting the image as a surface, i.e. manifold,
instead of just intensity variations on the Euclidean space. This has important implications which have been exploited in this dissertation. From
this perspective, an image can be seen as a Riemannian manifold endowed with a metric that redefine the concept of distances. Image analysis tasks that have been traditionally performed by solving partial differential equations (PDEs) using Euclidean geometry can then be generalized
using Riemannian geometry. In this dissertation, we have used the wellfounded Riemannian framework to derive evolution equations based on
level set theory in this new space.

1.2 Application to medical image analysis
The application domain of this dissertation is the medical imaging field.
The challenges that the new medical imaging modalities have brought to
the computer vision community have made medical image processing a
very active discipline. The three main imaging modalities are: Magnetic
Resonance Imaging (MRI), Computed Tomography (CT) and Ultrasound
(US). Images can be used for three well-defined purposes:
1. Minimal invasive diagnosis tools in the onset of a disease.
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2. Therapy treatment based on radiation, light or acoustic fields.
3. Surgical planning, surgical navigation and guidance.
The first purpose has empowered the development of better acquisition
techniques that increase the resolution, signal to noise ratio and dimensionality of the datasets. Nowadays not only three dimensional datasets
of the human anatomy are common; four dimensional, where the fourth
dimension stems from time evolution, or even six dimensional due to new
modalities like Diffusion Tensor MRI (DTMRI) [147, 165] are of common
use. The second and third purposes have inspired the development of
a great variety of algorithms to provide automatic support. Two basic
mainstreams can be mentioned: segmentation and registration. Providing tools that allow a reliable, repeatable and automatic segmentation and
registration have broadly attracted the attention of the medical imaging
community along the years.
Among the different modalities, ultrasound imaging has gained increasing popularity due to the indubitable advantages, namely:
1. Non-invasive technique using harmless radiation.
2. Real time acquisition technique (3D + time) that makes a prime candidate for dynamic tissue imaging and surgical guidance applications.
3. Low cost technique compared with other modalities and handy operability.
However, several disadvantages have constrained the usability of ultrasound as well as the development of automatic algorithms for the segmentation and registration of this modality. These are:
1. Low signal to noise ratio [21].
2. Speckled appearance due to the incoherent detection of the scattered signal [160].
3. Reduce field of view due to probe limited size and in-depth attenuation.
4. Shadowing of the signal due to structures that heavily attenuate the
acoustic field.
These difficulties make ultrasound images difficult to interpret even for an
expert sonographer.
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Unlike MRI or CT, US datasets are acquired by the detection of a reflected signal after an acoustic field interacts with a medium. This interaction can be seen as a scattering process. Another physical approach to
understand the acquired signal is by means of impedance changes in the
medium that makes that part of the signal be reflected to the transmitter
and part transmitted to inner structures of the medium. This interpretation suggests that the ultrasound signal is a phased signal, i.e. changes
in phase are relevant due to changes of the medium, i.e., the signal basically carries information about changes between media. Therefore, a
representation based on the orientation tensor is, in our opinion, a natural way to encode and represent the information.
Adopting the structure tensor as a feature space is one of the main
proposal of this thesis. This dissertation will focus on two applications:
• Freehand ultrasound volume reconstruction.
• Level Set medical image segmentation with an attention on ultrasound.
Previous attempts have been made in order to adaptively filter the signal
based on the local structure tensor [76, 77, 164, 168]. However, the application of the tensor feature representation for ultrasound acquisition and
segmentation seems a field of great interest where relevant contributions
are expected.

1.2.1

Ultrasound acquisition: how to use local structure?

In the past few years, several 3D ultrasound acquisition techniques have
been reported in the literature. These techniques can be coarsely classified as those derived from a 2D phased array probe, and those that
obtain a 3D dataset from 2D B-scans acquired in rapid succession while
the probe is in motion. The former technique employs a bidimensional
array of piezoelectric elements and the volume is scanned by electronically steering the array elements. The main drawback of this promising
technique is the limited field of view of the existing probes. The latter
technique makes use of conventional 2D US systems and a positioning
system. This technique includes both the freehand and the mechanicallyswept volume acquisition techniques. Freehand has received increasing
attention, especially since the second half of the 90’s [11,84,85,108,118],
probably due to its inherent flexibility and low cost compared to the 3D
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ultrasound probes, and it can be now considered as a well-trusted technique.
In freehand imaging, a 3D positioning sensor provides a measure of
the position and orientation of the coordinate system of a the receiver
(typically attached to the probe) with respect to a fixed coordinate system
located at the transmitter. Each B-scan pixel, which is initially measured in
the coordinate system of the probe, can be spatially located with respect
to the fixed coordinate system by means of a position and a orientation
vector that jointly comprise the six degrees of freedom between two 3D
coordinates systems. A simple affine transformation allows us to convert
each position in the image plane to a position in 3D space.
Although a real time visualization based on raw B-scans (without any
prior reconstruction) is possible and allows on-line diagnosis [118], and
despite the existence of efforts by other authors [154–156] to do signal
processing directly on the raw data, a regular grid is still needed to apply
further processing with off-the-shelf well-known algorithms or algorithms
designed for regularly sampled data. The acquired data can be seen as
a scattered distribution of planes in 3D space due to the total freedom
of the physician to perform the scanning procedure. The reconstruction
process will have to address two questions:
• Definition of the regular grid where the interpolation will be performed [131].
• Definition of the irregularly-sampled data interpolation scheme [11,
101, 122, 124, 133].
The vast majority of the above mentioned studies focus on the interpolation problem, providing ad hoc solutions for the grid definition. The thesis
will focus on addressing the main questions that a freehand ultrasound
system has to solve, namely:
• selection of the coordinate system of the reconstruction grid,
• selection of the size of the reconstructed volume.
• determination of the voxel size,
• and interpolation.
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1.2.2

Medical image segmentation: how to use local
structure?

Image segmentation is the process of extracting homogeneous regions
from an image following a given criterion. In medical imaging, the criterion
is established from different anatomical parts. Although at first glance it
can be an easy problem, segmentation is indeed a problem of paramount
difficulty. Part of the difficulty rests on the fact that establishing the criterion that defines what a homogeneous region is, is not a trivial task at
all. This task cannot be easily achieved even by a human observer in
noisy environments, like ultrasound imaging, due to the lack of significant
features in the image space. In this case, the segmentation task has to
rely on prior knowledge of the object or the structure sought2 .
The development of automatic or semiautomatic segmentation algorithms provides the specialist with a valuable tool to perform clinical assessment in terms of volume quantification and object description of the
organs under study. Segmentation allows a geometric description of the
organ that can be used to perform further processing in different ways.
Just to mention a few applications, segmentation may help image registration [7], statistical shape analysis [51], three dimensional visualization [91] and others. Three dimensional visualization does not only have
aesthetic motivations but it can be used in navigation systems to assist in
the performance of procedures and augmented reality systems.
The classical segmentation methods [62, 113, 140], although simple
and useful, have proven to fail in medical imaging, specially with ultrasounds. It is necessary to use more robust methods that take into account
prior information, for example smoothness conditions. The segmentation
algorithms can be classified into region-based or contour-based depending on the primitives to use.
Regarding contour-based methods, active contours [65] are methods
that use both image information and a smoothness prior. [65] proposes
an energy model that accounts for energies that force the contour to fit
the data and energies that try to preserve the contour smoothness. The
solution contour is obtained by minimizing the global energy using variational calculus. One of the main drawbacks of this approach is that finding
the global minimum is not an easy task. A way to overcome this problem
has been the use of Markov random fields. In this case, the active contour
2 A non-expert in this eld does not virtually see anything that can be identied as
relevant in such images

13

Chapter 1. Introduction

model is still valid but instead of solving the problem in a variational sense,
a Bayesian philosophy is undertaken to compute the optimum contour.
Relevant contributions have been made for the segmentation of MRA images [42, 148] and for the segmentation of ultrasound [98, 99].
Active contours present a fundamental problem, regardless of the technique used to compute the final contour: they are not able to naturally
deal with topological changes of the object to segment. If a 3D segmentation of a given organ is sought, one approach has been to fit and
active contour in 2D slices and let this result evolve along the third dimension [99]. However, if the contour suffers a topology change during
the evolution then a new reinitialization is needed, departing from a new
situation where the problem is independently solved for a new set of contours. Changes of topology are often found when an object either splits
or merges while the algorithm evolves along the slices. It is interesting
to note that although new contours can be splitted or merged, this does
not necessarily mean that new organs appear in the image. Typically the
contour belongs to the same organ or region which we want to segment
out.
A way to overcome this situation has been provided by level set methods [139]. The level set method is based on differential geometry and
it can be seen as the evolution of a front but embedded in a higher dimensional space. For example, for planar curves, instead of letting a one
dimensional curve evolve, the method works with a two dimensional surface. The final solution contour is the contour belonging to the zero level
along the artificial dimension, known as the zero level set. Working on a
higher dimensional space allows the method to naturally deal with topology changes, as opposed to active contours. This method has been used
to evolve surfaces for the segmentation of 3D imagery using the geodesic
active contour approach [23]. In this work, results for US datasets, as well
as MRI and CT, are also shown.
Introducing a local structure tensor space in this framework seems to
be relevant. The method relies on curvature estimation and image gradient to let the zero level evolve from an initial contour. Using the local
structure tensor both to compute the forces and to define a new level set
in a Riemannian manifold given by the image is part of the goals of this
dissertation.
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1.3 Outline of this Thesis
This thesis is organized in three parts. The first part has a signal processing spirit and is devoted to the definition and estimation of the local
structure tensor. The second part presents a Riemannian level set framework. The third part presents the application to medical image analysis,
namely 3D reconstruction of freehand ultrasound and segmentation. The
thesis consists of 7 chapters and 6 appendices. The content of the chapters is as follows:
• The first chapter is the current introduction.
• Part I

 The second chapter is related to the local phase. The local
phase is formally presented for 1D signals. The extension
to nD is then tackled by presenting and discussing previous
approaches. Then the monogenic signal is introduced as the
generalization of the analytic signal. The quadrature filters are
then studied as the way of estimating the monogenic signal.

 The third chapter is devoted to the local structure estimation.
The tensor representation is introduced as the mathematical
tool to represent orientation. Then, the two main approaches
for local structure tensor estimation are thoroughly discussed.
We will focus our study in the approach based on local energy
and quadrature filters. This approach presents several drawback related to lack of positive definiteness of the tensor when
complex signals, as opposed to simple, are considered. The
pathological situations will be studied and several solutions will
be discussed. Finally, a new estimation based on generalized
quadrature filters and the consistency of the local phase introduced in the Chapter 2 will be presented.
• Part II

 The fourth chapter is devoted to level set methods for the solution of front propagation problems based on Riemannian geometry. In Riemannian geometry, differential operation, such
as the gradient and divergence, are redefined by taking into
account a metric tensor. An explicit solution for a specific type
of motion, the mean curvature flow, will be devised for Riemannian spaces. This kind of motion will be the basis for the level
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set segmentation algorithm that will be introduced in Chapter
6. The metric that configures the image space will be related
to the local structure tensor.
• Part III

 The fifth chapter presents a method for freehand ultrasound
reconstruction. Two main problems are tackled in this chapter. First, a technique for the creation of the reconstruction
grid is devised. Second, an interpolation technique of sparsely
sampled data specifically designed for ultrasound images is introduced. Finally a comparative study is carried out to assess
the performance of the proposed technique.

 The sixth chapter addresses the problem of medical image
segmentation using the local structure tensor as local metric of a Riemannian space defined by the image. A level set
technique that uses the tensor field as a driving force field will
be introduced inspired on the Riemannian level set framework
presented in Chapter 4.

 The seventh and final chapter summarizes the main contributions of this thesis.

1.4 Notation
Vector and complex values will be denoted by bold lowercase letters and
tensor values will be denoted by bold capital letters. The elements of
vectors and tensors are indexed with subscripts. A vector algebra is preferred whenever it is possible. Otherwise Einstein summation convention
is followed.
Let a and b be two column vectors and C and D be two second-order
tensors. The following definitions are used:
• Vector inner product:
ha, bi = aT b =

X
i

• Vector norm:
kak2 = aT a.
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• Vector outer product
C = abT = [ai bj ].
• Tensor inner product:
hC, Di =

X

cij dij .

ij

• Tensor Frobenius norm:
kCk2F = hC, Ci =

X

c2ij .

ij

• Tensor L2 norm:
kCk2 = λ21 ,
where λ1 is the largest eigenvalue of C.
The following symbols will be used in this dissertation:
x
x
u
u
F
Hi
n̂
Π(x)
δ(x)
δn̂line (x)
h·, ·i
|·|
k·k
k · kF
n̂
f (x)
fA (x)
fR (x)

Spatial coordinate.
Spatial coordinate vector.
Frequency coordinate.
Frequency coordinate vector.
Fourier transform.
Hilbert transform.
unitary direction.
Heaviside function.
multidimensional impulse function.
multidimensional impulse line function.
Vector or tensor inner product.
Complex number norm.
L2 vector or tensor norm.
Frobenius norm.
Filter direction.
nD signal.
Analytic signal of a function f .
Riesz transform of function f .
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fM (x)
qf (x)
qf (x)
ϕ
ϕ
T
J
Nk
Mk
êk
λk
Gσ2
g(n̂T x)
η(x)
µg
σg
ση
σqkg
σqkη
C(s)
C(s)
Ψ(x)
G(x)
N̂
N̂G
H(x)

Monogenic signal of function f .
multidimensional quadrature filter output.
magnitude quadrature filter output.
local phase.
local vector phase.
Local structure tensor.
Inertia matrix.
outer product of vector n̂k .
dual basis of Nk .
k-th eigenvector.
k-th Eigenvalue.
Gaussian smoothing kernel with standard deviation σ2 .
orientated signal along n̂ direction.
noise process.
mean of the stationary stochastic process g.
std of the stationary stochastic process g.
std of the stochastic process η.
std for the signal part of the quadrature output with orientation k.
std for the signal part of the quadrature output with orientation k.
Parametric contour.
Parametric hypersurface.
level set function.
metric of the Riemannian manifold.
Euclidean normal to the propagating front.
G-normal to the propagating front.
Hessian matrix of the level set function.
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BVS
CT
CSF
GLST
GF
GQF
GQFPC
GVF
LMMSE
LS
LST
ML
MLE
MRI
NN
PCA
PDE
PDF
PQF
PQFA
PQFF
PQFML
PSD
US
RMS
RMSE
ROI
SNR

Biological Visual System.
Computed Tomography.
CerebroSpinal Fluid.
Generalized Local Structure Tensor.
Gradient Filters.
Generalized Quadrature Filters.
Generalized Quadrature Filter with Phase Consistency.
Gradient Vector Flow.
Linear Minimum Mean Square Error.
Least Squares.
Local Structure Tensor.
Maximum Likelihood.
Maximum Likelihood Estimator.
Magnetic Resonance Imaging.
Nearest Neighbor.
Principal Components Analysis.
Partial Differential Equation.
Probability Density Function.
Partial Quadrature Filters.
Partial Quadrature Filter with Average.
Partial Quadrature Filter with Frames.
Partial Quadrature Filter with Maximum Likelihood.
Positive Semidefinite.
Ultrasound.
Root Mean Square.
Root Mean Square Error.
Region of Interest.
Signal to Noise Ratio.
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Part I

Local Structure Tensor
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2
Local Phase

2.1

Introduction

The local phase is a well-known tool for analyzing the local structure of a
signal. The local phase differs from the Fourier phase concept in that the
Fourier phase denotes the angular phase of the Fourier transform of a
signal. However, in image analysis we are typically interested in studying
local characteristics of the signal. Instead of asking ourselves about the
phase for a given frequency component, which is given by the Fourier
phase, we will be interested in the phase at a certain position in a real
signal given by the local phase.
The local phase can be obtained for 1D signals from the analytic signal.
The analytic signal is the linear combination of the original signal and
the Hilbert transform of the signal. While the analytic signal is formally
defined for 1D signals, there is a lack of a formal extension for nD signals.
Felsberg and Sommer have introduced the concept of monogenic signal
[41] to account for the local phase in 2D signals. This chapter will be
devoted to the analysis of the analytic signal in nD. After reviewing the
concept of analytic signal in 1D, we will present the attempts to extend
the definition of analytic signal to nD signals. Then, we will introduce
an extension of the Hilbert transform for nD signal rooted in the closed
relation between complex analysis and harmonic potential. This work will
be an extension of Felsberg and Sommer’s work. From this result we will
introduce the monogenic signals for nD signals. The chapter will end by
studying the quadrature filters as a way of estimating the nD monogenic
signal.
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2.2 Preliminaries
2.2.1

Intrinsic Dimension

Before proceeding with the definition of local phase and the formal extension to nD signals, we are going to define the intrinsic dimension of a nD
signal. This concept will be used throughout this chapter and the rest of
the thesis. Generalizing a definition given by Krieger and Zetzsche [81]
for 2D signals, a nD signal f is intrinsically m-dimensional if it is constant with respect to n − m orthogonal orientations. Formally, a signal
f : Rn → R is of intrinsic dimension m at x if it can be expressed as
f (x) = g(Ax),

(2.1)

where g : Rm → R and A is a real m × n matrix with rank m (m < n).
Therefore, it can be said that:
• Intrinsically zero dimensional signals (i0D) are constant in the spatial domain,
f (x) = const.
(2.2)
Hence, the frequency representation is a delta function in the origin
which indicates the DC-component:
F (u) = const δ(u).

(2.3)

• Intrinsically one dimensional signals (i1D) vary along one orientation, n̂, in the spatial domain,
f (x) = g(n̂T x).

(2.4)

The frequency representation is concentrated on a line which is orthogonal to the constant hyperplanes in the spatial domain.
F (u) = G(n̂T u)δn̂line (u),

(2.5)

where δn̂line (u) is an impulse line that passes through the origin and
is parallel to the vector n̂.
• Intrinsically two dimensional signals (i2D) vary in two different orientations,

T 
f (x) = g n̂Td1 x, n̂Td2 x
.
(2.6)
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Their frequency is concentrated on the plane spanned by the two
orientations,

T  line
F (u) = G( n̂Td1 u, n̂Td2 u
δn̂d1 (u) ∗ δn̂line
(u),
(2.7)
d2

2.2.2

Invariance and Equivariance

The concept of invariance and equivariance in the context of computer
vision were first described in [172]. These concepts are going to be thoroughly used throughout this thesis in the discussion of the properties of
the local phase (Chapter 2) and the representation of the local structure
(Chapter 3). This section is intended to give a strict definition of these
concepts following the explanation provided in [53].
Let Y be a set of properties and let f be a representation of these
properties, i.e. f is an application from the property domain into the descriptor domain f : Y → X, where X is the set of descriptors (see figure
2.1). A property may change in any possible way, but if the variation can
be described as a transformation AY : Y → Y , the representation can be
categorized in terms of how AY is reflected in the transformation of the
descriptors.
The representation f is called equivariant with respect to a transformation AY if there is a transformation AX : X → X, not equal to the
identity transformation, such that
f (AY y) = AX f (y),

y ∈ Y.

(2.8)

The set of all transformations to which f is equivariant to is called the
equivariance class of f .
The representation f is called invariant with respect to a transformation
AY if
f (AY y) = f (y),
y ∈ Y.
(2.9)
The set of all transformations that f is invariant with respect to is called
the invariance class of f .
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f :Y →X

Descriptor Domain
Property Domain

X

Y

analytic signal, monogenic signal,

local phase, local orientation ....

local structure tensor ....

Figure 2.1: The property domain contains the properties that are going to be

described with a given descriptor by means of a representation
f . The representation maps a basic concept onto a descriptor.
The descriptors are mathematical objects, e.g. scalars, complex
numbers, vector, tensors... Redrawn from [53]

2.3 Local Phase: Concept
In this section, we introduce a fundamental concept along this thesis: the
phase of a signal. Specifically we are interested in the local phase. We
can distinguish three different types of signal phase:
• global or Fourier phase
• instantaneous phase and
• local phase.
Although instantaneous phase and local phase are sometimes used interchangeably, we will distinguish them later on.

Fourier phase. In classical complex Fourier analysis, the spectrum of
a signal or the frequency response of a filter is often represented both in
amplitude and phase. This is simply a coordinate transformation of the
complex domain to polar coordinates. The amplitude spectrum is given by
the modulus of the complex spectrum and the phase spectrum is obtained
from the argument of the complex spectrum. Accordingly, the amplitude
response and the phase response are respectively given by the modulus
and the argument of the frequency response. The phase response is the
Fourier phase.

26

2.3 Local Phase: Concept

Oppenheim and Lim [110] showed the importance of the Fourier phase.
They stated that the main information of a signal is contained in the phase.
The importance of the phase stems from the fact that the structural information is carried by the phase; then the perception of an image relies on
the phase content. This can be verified in the example shown in figure
2.2. Two slices of the same 3D ultrasound dataset have been chosen. A
Fourier analysis has been carried out to compute the phase and the magnitude spectra respectively. Then, new images have been generated by
interchanging phase and amplitude. The results shows that the structure
of the new images resembles the source image whose phase has been
preserved. This example makes it clear that there is a tight connection
between the phase of a signal and the structure of it.
The Fourier phase is able to give information about the phase of the
signal for a given frequency component. This information, although being
important, is not completely relevant in image analysis. Instead of asking
for the phase of a certain frequency component, we want to know the
phase at a certain position in the signal. In other words, we want to know
where the structure is located. The answer to this question is the local
phase or instantaneous phase that can be seen as the spatial counterpart
of the Fourier phase.

Instantaneous phase. A common way to obtain the instantaneous
phase is the analytic signal. The analytic signal is the combination of the
original signal and its Hilbert transform in the complex plane. By means
of the analytic signal, the instantaneous phase at every point is characterized by the angular phase of the complex value at that point. This phase
can be seen as an indicator of the structure of the signal. The structure of
a signal can be defined as the local decomposition of the signal according to its symmetries. From a simplified point of view, the signal can be
decomposed into impulses (even symmetries) and jumps (odd symmetries)1 . Figure 2.3 shows this basic decomposition for 1D and 2D where
the symmetries are oriented along the x axis. The concept of orientation
constitutes the main difference between 1D signals and nD signals. While
for a 1D signal the basic symmetries uniquely define the signal local behavior, for a nD signal with n ≥ 2, the symmetries do not tell much about
the signal itself if we are not able to provide the orientation along which
the symmetry appears.
1 For a 1D signal this is no more than the even and odd part of the signal.
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(a)

(b)

(c) Phase (a) and Magnitude (b)

(d) Phase (b) and Magnitude (c)

Figure 2.2: Illustration of the structural information carried by the phase spec-

trum. (a) and (b) show two slices of a 3D ultrasound volume. (c)
combines the phase spectrum of (a) and the amplitude spectrum
of (b). (d) combines the phase spectrum of (b) and the amplitude
spectrum of (a).

Local phase. Although the instantaneous phase seems to yield local
information, it depends on the whole signal, since constructing the analytic signal involves the Hilbert transform; a global transform. Therefore,
the instantaneous phase at any point might change with signal regions
located far away form the point of interest. This can be justified by means
of the uncertainty principle. The uncertainty principle states that it is not
possible to obtain local spatial information if the local frequency representation is considered. For 1D signals the uncertainty relation is written
as
1
σx2 σu2 ≥ ,
(2.10)
4
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odd symmetries

even symmetries

1D

2D

Figure 2.3: Decomposition of a signal into its basic symmetries: odd symmetries and even symmetries

where σx2 and σu2 are the variance of the signal in the spatial and Fourier
domain, respectively. We would like to localize the phase information and
a common way to obtain a local phase representation is to use a local
filter whose impulse response is an analytic signal. In simple words, the
signal is convolved with a bandpass filter designed to remove the DC
component. The result is saved and the same signal is then convolved
with a second filter that is in quadrature with the first, i.e. the filter is the
Hilbert transform of the first. This process give us two signals, each being
a band passed version of the original, in quadrature. The combination of
both signals is the analytic signal whose angular response is the local
phase. As we can see, the bandpass filtering localizes the information
of the original signal at a given scale, then the standard analytic signals
of this filtered signal defined the local phase. The filters that perform this
operation are called quadrature filters2 .
Table 2.1 summarizes the different types of phase and their corresponding definitions. From this point, we will use the term local phase
to denote both the instantaneous phase and the local phase. When the
context may lead to confusion, we will make the distinction clear.
The concept of analytic signals is properly defined for one dimensional
signals allowing an interpretation of the local phase of a signal. An exten2 The quadrature lter are complex lter, the output signal is a complex signal, and
are called quadrature because the real part and the imaginary part of the lter output
are in quadrature, i.e. one is the Hilbert transform of the other.
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Phase type

Denition

Comments

Fourier

arg [F (ω)]

Instantaneous

arg f (t) + ifˆ(t)

Local

arg h(t) ∗ f (t) + i(h(t) ∗ fˆ(t))

h

i

h

i

Argument of the complex
spectrum of the signal f .
Argument of a complex signal known as the analytic
signal. fˆ is the Hilbert
transform of the signal f .
Argument of a complex signal that is the bandpass ltered version of the analytic signal. h is a bandpass lter that gives spatial
localization.

Table 2.1: Denitions of the dierent types of phase.
sion to multiple dimensions can be applied as long as a given direction is
included. The concept of generalized phase will be introduced to make
the multidimensional local phase invariant to the chosen direction.

2.4

Hilbert Transform

The Hilbert transform is a linear mapping Hi : S1 → S2 given by the
integral
Z
1 ∞ f (ξ)
dξ,
(2.11)
fHi (x) = Hi [f (x)] =
π −∞ x − ξ
where S1 is the set of continuous and differentiable functions. Due to
the singularity when x = ξ, the integral is to be considered as a Cauchy
principal value
Z
1 ∞ f (ξ)
fHi (x) = P.v.
dξ
π −∞ x − ξ
(2.12)
Z x−

Z ∞
f (ξ)
f (ξ)
1
dξ +
dξ.
= lim
π →0 −∞ x − ξ
x+ x − ξ
Using the concept of convolution, eq. (2.11) can be rewritten as
fHi (y) = f (x) ∗
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1
.
πx

(2.13)

2.4 Hilbert Transform

The convolution operation can be seen as a multiplication in the Fourier
domain; in this way, the Fourier transform of the Hilbert transform is given
by
FHi (u) = −i · sign(u) · F (u) = H(u) · F (u),
(2.14)
where



1
sign(u) = 0


−1

if
if
if

u>0
u=0.
u<0

(2.15)

Equation (2.14) allows an interpretation of the Hilbert transform as a
π/2 phase-shift of the signal f (x). The phase-shift is negative for the positive frequencies and positive for the negative frequencies. The Hilbert
transform can be derived from an analysis of the Laplace equation. Section 2.7.1 will elaborate on that.

Properties
Some properties of the Hilbert transform are:
1. The Hilbert transform suppresses the DC component:|H(0)| = 0.
2. The Hilbert transform of a Hilbert transform function is the negative
of the original function: Hi [Hi [f (x)]] = −f (x).
3. A function and its Hilbert transform are orthogonal over the infinite
interval.
4. The Hilbert transform of a real function is a real function.
5. The Hilbert transform is anti-symmetric: H(−u) = −H(u).
6. The Hilbert transform of the convolution of the two functions is the
convolution of one with the Hilbert transform of the other: Hi [f (x) ∗
g(x)] = Hi [f (x)] ∗ g(x) = f (x) ∗ Hi [g(x)].

Examples
Figure 2.4 shows illustrative examples of signal and Hilbert transform
pairs. An step-like function and a line-like function have been chosen.
The election of these function have been carefully made. Later on, these
functions will be basic features to detect.
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1.5

Signal
Hilbert transform

1

1

0.5

0.5

0

f

f

1.5

−0.5

Signal
Hilbert transform

0
−0.5

−1

−1

−1.5
−10

−1.5
−10

−5

0
x

5

10

−5

(a)

0
x

5

10

(b)

Figure 2.4: Signal and Hilbert transform pairs for an edge (a) and a line (b).

2.5 Analytic signal
From the Hilbert transform concept, it is possible to introduce the analytic
signal, fA (x) that corresponds to a signal f (x). This concept was introduced by Gabor in 1946 [46] and since then it has become an important
tool in 1-D signal processing 3 The analytic signal is defined as
fA (x) = f (x) + iHi [f (x)].

(2.16)

The construction of the analytic signal can be seen in the Fourier domain
as:
FA (u) = 2 · Π(u) · F (u),
(2.17)
being Π(x) the Heaviside function defined by


x<0
0
Π(x) = 1/2 x = 0


1
x > 0.
Hence, the analytic signal is constructed by suppressing the negative frequencies of the original signal and multiplying the positive frequencies
by two. Note that we do not lose any information about f because of
the Hermite symmetry of the spectrum of a real function. If f is not a
real function, the analytic signal is not a one-to-one mapping. For example, the analytic signal corresponding to cos(x) and isin(x) is the same
3 When Gabor introduced the analytic signal, he called it the complex signal. The
relation of the complex signal with complex analysis and analytic functions led the term
to evolve to analytic signal. However, the analytic signal is not necessarily an analytic
function.
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function eix . However, our interest focuses on real signals, therefore the
analytic signal will unambiguously represent the signal. For a real signal,
the analytic signal is a complex function. The mapping can be seen as
an embedding of the original 1D signal in a two dimensional space.

2.5.1

Local phase and local amplitude

The major contribution of the analytic signal is the possibility to define the
concept of local amplitude and local phase. An example can clarify the
above concepts. Let f be a real differentiable function given by
f (x) = Acos(ωx)

A > 0.

(2.18)

From the previous discussion and applying eq. (2.11) it follows that
fHi (x) = Asin(ωx),

(2.19)

fA (x) = A [cos(ωx) + i sin(ωx)] = Aeiωx .

(2.20)

and

The amplitude of the original signal can be directly derived from the analytic signal as
A = |fA (x)|.
(2.21)
A measure of the instantaneous value of f at some point x = x0 will result
in any value between −A and A; this means that the amplitude A cannot
be obtained from the original signal f in a simple way.
In a similar way, nothing could be said about the local structure of the
signal f at x = x0 . f does not give information regarding whether the
signal is at a local maximum or minimum or whether f is increasing or
decreasing in a neighborhood around x0 . The analytic signal can provide
this kind of information, particularly the argument of the analytic signal,
ϕ(x) = arg[fA (x)]. The argument of fA , ϕ, is referred to as the local
phase of f . For the example under consideration the phase is given by
arg [fA ] = ωx.

(2.22)

From the values of eq. (2.22) a correspondence between the local behavior of the signal and its local phase at x = x0 can be established:
• If ϕ = 2πk: f assumes its maximal value (positive line).
• If ϕ = π + 2πk: f assumes its minimal value (negative line).
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ϕf

0
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−1

−2

−3
−3

−2

−1

0
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Figure 2.5: Local phase diagram corresponding to 1D signals. For the phases

0, π/2, π and −π/2 the local structures that originate the phase
behavior are depicted.

• If ϕ =

π
2

+ 2πk: f has a transition from higher values to lower.

• If ϕ = − π2 + 2πk: f has a transition from lower values to higher.
This behavior is visualized in figure 2.5. Looking at the 1D signal as an
intensity profile we can say that when ϕ equals zero and π, the local
neighborhood can be interpreted as a light and dark line respectively;
while ϕ = ± π2 corresponds to edges of different sign. The local phase
thus offers a continuous shape description of a part of a neighborhood in
terms of one-dimensional events.
The local amplitude represents the energy of a structure in a given
neighborhood. It varies with the local dynamics of the structure, but it is
invariant to the structure type itself. On the other hand, the local phase
gives a description of the type of structure being independent of the local dynamics of the signal, i.e. an edge will have the same local phase
regardless of the strength of the structure. Therefore, we can make the
following definitions:
instantaneous amplitude of f (x)
instantaneous phase of f (x)
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= |fA (x)|
= arg [fA (x)] .

(2.23)
(2.24)
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Then, the analytic signal can be expressed using Euler notation
fA (x) = |fA (x)|eiϕ(x) .

(2.25)

Looking at the analytic signal from the local phase and local amplitude
allows an interpretation in two independent components. The independence can be proven from the orthogonality principle of the polar coordinate systems. Therefore, the local amplitude and local phase fulfill the
properties of invariance and equivariance [53]. This means that the local phase is invariant with respect to the local energy of the signal, but
changes if the type of local structure varies.

The analytic signal is useful to characterize the local phase as long
as the events are presented at a given scale, i.e. a narrow frequency
band. If our signal consists of partial signals on different scales, a single
local phase and local amplitude cannot adequately represent the signal
and distortions of the phase and amplitude occur. To make this point
clearer, let us consider two harmonic oscillations with different frequencies (see figure 2.6(a)-(c)). Figure 2.6(d)-(f) shows the local amplitude of
the signals and figure 2.6(g)-(i) shows the cosine of the local phase. Note
that the extracted local phase and amplitude are basically different from
both local phases and amplitudes of the original oscillations. Hence, for a
general signal consisting of multiple frequency components, the decomposition of the information does not work using the analytic signal with
all-pass amplitude response.

In order to decompose the structure into all of its partial signals, it
would be necessary to calculate the analytic signal for infinitely narrow
bandwidths, i.e., Dirac deltas in the frequency domain. According to the
uncertainty principle given by eq. (2.10), this would result in filters with
global support. However, a good approximation of the scale decomposition is given by using appropriate bandpass filters in order to obtain localization in both domains. Therefore, the analytic signal is combined with
a bandpass filter to give scale localization. The resulting filter is called
quadrature filter. Section 2.8 will be devoted to the implementation of
quadrature filters.
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Figure 2.6: Analytic signal of two harmonic oscillations. (a) oscillation 1, (b)

oscillation 2 ,(c) oscillation 1 + oscillation 2. Local amplitude for
oscillation 1 (d), oscillation 2 (e) and oscillation 1 + oscillation 2
(f). Cosine of local phase for oscillation 1 (g), oscillation 2 (h) and
oscillation 1 + oscillation 2 (i).
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2.6 Analytic signal in higher dimensional signal spaces
In the previous section, the analytic signal for one-dimensional signals
was introduced through the Hilbert transform. The application of the analytic signal to image processing requires the generalization of the Hilbert
transform to multidimensional signals. A straightforward generalization of
it to multiple dimensions is not obvious since the concept of positive and
negative frequency is not clearly defined in that case. Several attempts
can be found in the literature in order to define the analytic signal in multiple dimensions.
The way of representing local phase and amplitude for 1D signals using complex numbers is insufficient to represent nD signals. The analytic
signal allows us to represent two degrees of freedom (due to its complex
nature): the local amplitude and the local 1D symmetries. When extending the dimensionality of our signal space to more than one, a new degree
of freedom appears: the orientation. A complex algebra representation is
therefore not complete and new ways of representing the local phase are
needed. For the particular case of i1D signal, i.e. signals that vary with
respect to one orientation according to eq. (2.4), oriented phase representations have been classical approaches to nD analytic signals while
keeping the complex algebra representation. However for general nD signals new approaches are needed to fully represent the complexity of the
signal.
In the literature, several approaches for generalizing the analytic signal to nD signals can be found. Most of these approaches make use of
complex numbers. The different methods can be classified in five groups:
• total analytic signal [146],
• partial analytic signal [53],
• single orthant analytic signal [56],
• hypercomplex signal [20], and
• monogenic signal [41].
In the next sections, we provide a brief description of each group. As
we will show, the monogenic signal4 provides a natural extension of the
4 The term monogenic comes from the Cliord algebra.
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analytic signal from a vector field perspective. Felsberg et al. [41] have
introduced the monogenic signal for 2D signals; we will extend the theory
for nD signals. Similar results have been achieved from the geometric
algebra perspective for nD signals [39]. This theory will account for the
generalized quadrature filters introduced by Knutsson and Andersson [79]
that we will review in Section 2.8.2. We will interchangeably use the term
monogenic signal or generalized analytic signal along this dissertation.
We will show that the monogenic signal comes from a generalized Hilbert
transform known as the Riesz transform.

2.6.1

Total analytic signal

This approach defines the analytic signal as a combination of the original
signal and its Hilbert transform as in 1-D. The total Hilbert transform was
tot
introduced by Stark [146]. The total Hilbert transform fH
of a function
i
n
f : R → R is given by
tot
fH
(x)
i

Z
= P.v.
Rn

πn

f (ξ)
Qn
dn ξ.
i=1 (xi − ξi )

(2.26)

In the Fourier domain, the total Hilbert transform reads
tot
FH
(u) = (−i)n
i

n
Y

(2.27)

sign(uk )F (u).

k=1

The total analytic signal ftot of a f is defined by

(2.28)

tot
ftot (x) = f (x) + ifH
(x),
i

and in the Fourier domain is given by
"
n+1

Ftot (u) = F (u) 1 − (−i)

n
Y

#
sign(uk ) .

(2.29)

k=1

Eq. (2.29) shows that the suppression of certain frequency components
have no direct correspondence for n-D signals with even n given that
Ftot (u) becomes complex.
The main drawbacks of this approach are:
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• The spectrum of ftot does not vanish everywhere in the frequency
domain but for the positive frequencies. Therefore, the analogy to
the 1D case is lost.
• Hilbert pairs are only orthogonal if the functions are separable.
• The total analytic signal is not an isotropic approach. The local
phase and local energy will be affected by a systematic error that
depends on the angle between the frequency axes and the orientation of the signal.

2.6.2

Partial analytic signal

The partial analytic signal is also defined by a combination of the original
signal and its partial Hilbert transform. The partial Hilbert transform is
defined with respect to a preference direction n̂ [53]. Given this preference direction, a frequency coordinate u can be labeled either positive
or negative depending on which part of the semispace —the two semispaces separated by the hyperplane n̂T u— the component lies in. In that
sense, a multidimensional sign-function can be defined depending on the
orientation n̂ as


if n̂T û > 0,
1
(2.30)
signn̂ = 0
if n̂T û = 0,


T
−1 if n̂ û < 0.
The partial Hilbert transform of a function f : Rn → R with respect to the
direction n̂ is defined in the Fourier domain as
n̂
FH
(u) = −iF (u) signn̂ (u).
i

(2.31)

Note the similarity to eq. (2.14). In the spatial domain, the transform is
written as


1
line
n̂
(x)
=
f
(x)
∗
δ
(x)
.
(2.32)
fH
i
π(n̂T x) n̂
where δn̂line (x) is impulse line that passes through the origin and is parallel
to the vector n̂.
The partial Hilbert transform with respect to the axis directions x̂k is
k
denoted as fH
. It is built in the spatial domain as
i
k
fH
= P.v.
i

Z
R

f (ξ)
dξk .
π(xk − ξk )
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From this expression and comparing with eq. (2.26), it can be concluded
that the total Hilbert transform can be obtained by successively applying
the partial Hilbert transform with respect to all n coordinates directions.
As in the total analytical signal case, the partial analytic signal is defined by
n̂
n̂
.
(2.34)
fpart
(x) = f (x) + ifH
i
In the Fourier domain that reads


2F (u), if
n̂
Fpart (u) = F (u), if


0,
if

n̂T u > 0
n̂T u = 0
n̂T u < 0.

(2.35)

This definition corresponds to the 1-D case, where the negative frequencies are suppressed. In this case the negativeness is imposed by the
direction n̂.
This definition is associated to a given direction. Choosing a direction
conveys two major assumptions:
• The direction imposes a walking pattern along the image. This
means that the mapping is sensitive to the direction, making the
description of the phase discontinuous. Depending on the direction
we walk along, there is a π phase uncertainty whether we go from
a dark area to a bright area or the other way round.
• The function has to be simple (i1D) along that direction. In that
sense, the analytic signal concept is used in the one dimensional
sense without losing any information as we described in the previous section. For one dimension, the analytic signal was restricted
to the case of f being real. We restrict this even further for a multidimensional case. For a i2D, signal the meaning of the analytic
signal is not straightforward.

2.6.3

Single orthant analytic signal

This approach to the nD analytic signal has been proposed by Hahn [56].
Hahn’s idea is based on defining a complex signal spectrum of which is
zero everywhere except from one orthant of the frequency domain. An
orthant is a half-axis in one dimension, a quadrant in two dimensions, an
octant in three dimensions, and so on.
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The single orthant analytic signal is derived from a Hilbert transform
definition that combines the partial Hilbert transform and the total Hilbert
transform. In the Fourier domain, the single orthant analytic signal is
written as
n
Y
Fso1 (u) = F (u)
(1 + sign(uk )) .
(2.36)
k=1

Therefore, the single orthant analytic signal is obtained by omitting all
spectral components which have at least one negative coordinate.
The main drawback of the single orthant analytic signal is that it is not
complete in the sense that the original signal cannot be reconstructed
from the analytic signal. Due to the Hermite symmetry, only one halfhyperplane of the frequency domain of a real signal is redundant. For this
reason Bülow [20] proposes to calculate 2n−1 analytic signals from 2n−1
different orthants 5 to be able to fully reconstruct the original signal from
the analytic one.
For each of the above cases it is possible to define a local amplitude
and a local phase like in the 1D case as the modulus and the angular
phase of the complex signal.

2.6.4

Hypercomplex signal

The hypercomplex signal results from the combination of the single orthant approach and the hypercomplex Fourier transform [20]. This approach tries to deal with one of the major limitations of the single orthant
analytic signal: the lack of completeness. While with the total analytic
signal and the partial analytic signal the original signal can be recovered
from its analytic signal by just taking the real part, this is not true for the
single orthant analytic signal. In that case, several single orthant analytic
signals are required to have complete reconstruction as it was mentioned
in the previous section.
The hypercomplex signal overcomes the limitation of the single orthant
analytic signal by using the hypercomplex Fourier transform. This transform yields a frequency representation with the required redundancy. It
can be shown that a real nD signal can be reconstructed from one orthant
of its hypercomplex transform [19]. The hypercomplex Fourier transform
5 A nD signal has 2n orthants.
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of an nD signal is
F h (u) =

Z
f (x)
Rn

n
Y

e−ek 2πuk xk dn x,

(2.37)

k=1

where the symbols ek are imaginary units that define a 2n -dimensional
R-algebra [63]. For the 2D case, this elements are the Hamilton’s quaternions. The transformation is invertible and the inverse transform is given
by
Z
n
Y
een+1−k 2πun+1−k xn+1−k dn u.
(2.38)
f (x) =
F h (u)
Rn

k=1

h
From this definition the hypercomplex signal Fso
of f defined in the
hypercomplex Fourier domain is given by

h
Fso
= F h (u)

n
Y

(1 + sign(uk )) .

(2.39)

k=1

The original signal is obtained as the real part of the hypercomplex signal.
In 2D, the hypercomplex signal, hereon referred to quaternionic signal,
can be written in terms of the total Hilbert transform and partial Hilbert
transform with respect to the coordinate axes,
q
1
2
tot
fso
= f + ifH
+ jfH
+ kfH
,
i
i
i

(2.40)

where i, j and k are the hypercomplex elements in the quaternion algebra. Following this approach, the concept of local amplitude and local
phase must be revisited. In [20] the concepts are defined for 2D signals.
The local amplitude is defined as the magnitude of the quaternion. For
the local phase, the authors use the rotation of the quaternion along the
axes to define three angles that represent the phase of the signal. As we
can realize, the complexity of the phase due to higher signal dimensionality is encoded by three components. Two of these angles represent the
1-D phase in horizontal and vertical direction of the 2D signal. The third
phase component is related to the intrinsic local structure of the signal.
Although this representation is able to handle i2D signals by encoding
the intrinsic dimensionality in one of the components, the main drawback
is the lack of isotropy. The missing isotropy stems from the fact that the
hypercomplex signal is fixed to the coordinate axes, therefore the local
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energy is not constant if the orientation of the signal is changed.
In summary, the aforementioned attempts to generalize the analytic
signal to nD signals have a lack of isotropy. The isotropy is necessary to
obtain a proper representation of the local phase that fulfills the invarianceequivariance principle [53].

2.7 Monogenic signal
The rationale under this approach is to retain the information of the 1D
local phase but to add the orientation information. Both features are embedded in a higher dimensional space such as that for a nD real signal
we will end up having a (n + 1)D analytic signal. This new approach can
be considered a combination of the analytic signal with the orientation
vector. Therefore, the phase representation derived in this section will be
strictly valid for i1D signals.
Before introducing the monogenic signal, we will derive the Hilbert
transform of 1D signals from the vector field theory. This way of posing the problem facilitates a natural extension to nD signals [129]. In
order to introduce the generalized analytic signal, Clifford analysis would
be necessary [81]. A less formal derivation will allow us to represent the
monogenic signal as a vector valued function.

2.7.1

Hilbert Transform Revisited

It is known that analytic functions6 are closely related to 2D harmonic
fields [44]. Our aim is to derive the Hilbert transform by means of 2D harmonic fields. We will show that the Hilbert transform relates the components of the gradient of the 2D Laplace equation solution on the boundary
of the solution space.
Let us introduce the following definitions. A scalar 2D field p(x1 , x2 ) is
a harmonic potential if it is a solution of the Laplace equation
∆p = ∇ · ∇p = 0.

(2.41)

6 In mathematics, analytic functions are also called holomorphic. Such functions are
characterized by having a local power series expansion about each point [44].
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p( x 1, x 2 )

Harmonic function
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Figure 2.7: Solution of the Laplace equation for x2 < 0 with Neumann bound-

ary conditions. The harmonic potential p(x) for x2 < 0 and the
gradient eld of the harmonic potential p on the boundary x2 = 0
is depicted. The components of the gradient of the harmonic potential are related through the 1D Hilbert transform.

The gradient field of p yields the harmonic potential field g
T

g(x1 , x2 ) = [g1 (x), g2 (x)] = ∇p.

(2.42)

Following [41], let us consider the Laplace equation in the open domain
x2 < 0 with Neumann boundary conditions (boundary value problem of
second kind), i.e.,
(
∆p(x1 , x2 ) = 0
(2.43)
= f (x1 )
g2 (x1 , 0)
The solution p depends on the chosen boundary function f (x1 ). The
same solution can be obtained by an appropriate choice for the other
boundary condition g1 (x1 , 0). It is our intention to prove that, once g2 (x1 , 0)
is set, g1 (x1 , 0) is given by the Hilbert transform of f : g1 (x1 , 0) = fHi (x1 ).
The situation we are trying to solve is depicted in Figure 2.7.
Let us proceed to derive the relation between g1 and g2 at the boundary. The harmonic potential field g is irrotational and solenoidal in the
solution space x2 < 0, i.e.
∇ × g(x1 , x2 )
∇ · g(x1 , x2 )

= 0,
=

0

(2.44)
(2.45)

Equation (2.44) is direct consequence of g being a potential field and
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eq. (2.45) is direct consequence of (2.41). Solving (2.44) and (2.45) is
equivalent to solve the Laplace equation with boundary conditions. Our
interest is to find the relation between g1 and g2 , then we can perform the
calculations in the frequency domain of x1 , which means applying the 1D
Fourier transform in one of the dimensions. Rewriting eq. (2.45) in the
Fourier domains, it follows that
i2πu1 G1 (u1 , x2 ) +

∂G2 (u1 , x2 )
=0
∂x2

(2.46)

∂ 2 P (u1 , x2 )
= 0.
∂x22

(2.47)

and from the Laplace equation (2.41)
−4π 2 u21 P (u1 , x2 ) +

The solution of the differential equation (2.47) for x2 < 0 is given by
P (u1 , x2 ) = C(u1 )e2π|u1 |x2 ,

(2.48)

where C(u1 ) is independent of x2 . Therefore, the components of the
gradient fields in the transformed domain are
G1 (u1 , x2 )

= i2πu1 P (u1 , x2 )

G2 (u1 , x2 )

=

2π|u1 |C(u1 )P (u1 , x2 ).

(2.49)
(2.50)

From this result we can relate G1 with G2 as
G1 (u1 , x2 ) = i

u1
O(u1 )G2 (u1 , x2 ) = isign(u1 )O(u1 )G2 (u1 , x2 ) = H(u1 )O(u1 )G2 (u
|u1 |

(2.51)

1
where O(u1 ) = C(u
. The components of a harmonic potential field, for
1)
any fixed x2 < 0, are related through a transformation H that corresponds
with the result introduced in Section 2.4 up to an arbitrary real function
O(u1 ). This relationship also holds when x2 → 0, then

G1 (u1 , 0) = H(u1 )O(u1 )G2 (u1 , 0) = H(u1 )O(u1 )F (u1 ),

(2.52)

Q.E.D.
It is worth noting that the function O(u1 ) implies that any bandpass
version of the Hilbert transform H is still an eligible Hilbert transform.
This is the theoretical base that supports the design of quadrature filters
to compute the analytic signal — see Section 2.8.
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From this result the analytic signal can be straightforwardly derived.
Let us identify R2 with the complex plane according to
z = [i, 1]x = x2 + ix1

(2.53)

gC = [i, 1]g = g2 + ig1 .

(2.54)

and embed g as

g2 and g1 satisfy the Cauchy-Riemann equations given that they are components of a solenoidal and irrotational field. Therefore, a complex function that satisfy the Cauchy-Riemann equations is an analytic function
fA (x1 ) = gC (x1 , 0) = f (x1 ) + ifH (x1 )

(2.55)

which is consistent with the definition of analytic introduced in Section
2.5.

2.7.2

Generalized analytic signal: the monogenic signal

In order to define a nD generalization of the Hilbert transform, known as
the Riesz transform, we will solve the (n + 1)D Laplace equation. The
combination of the pair Riesz transform and original signal will form our
new generalized nD analytic signal, also known as monogenic signal.7
This section introduces the novel extension of the Hilbert transform to nD
signals that has been previously devised for 2D signals in [41].
Following a similar approach to the one in the previous section, we will
start by introducing the harmonic potential p(x(n+1) ) : Rn+1 → R. We
explicitly indicate the function dimensionality by a subscript in the spatial
coordinate, as well as the frequency coordinate when corresponds, in
such a way that
xn

=

[x1 , x2 , · · · , xn ] ,

x(n+1)

=

[x1 , x2 , · · · , xn , xn+1 ] .

(2.56)
(2.57)

7 The term monogenic signal has been introduced by Felsberg and Sommer [41].
Monogenic was another somewhat archaic term for holomorphic. In Cliord analysis,
this term is used to express the multidimensional character of the functions.
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Figure 2.8: 3D Laplace's equation for

x3 < 0 with Neumann boundary conditions. The boundary condition for x3 = 0 is given by a 2D
image. The other two components of the gradient of the harmonic
potential are related to the boundary image through the Riesz
transform.

The harmonic potential field g(x(n+1) ) : Rn+1 → Rn+1 is given by


g(x(n+1) ) = g1 (x(n+1) ), g2 (x(n+1) ), . . . , g(n+1) (x(n+1) ) = ∇p(x(n+1) ).

(2.58)

The (n + 1)D Laplace problem in the domain x(n+1) < 0 with Neumann
boundary condition is
(
∆p(x(n+1) )
= 0,
(2.59)
g(n+1) (xn , 0) = f (xn ).
According to the derivation of the Hilbert transform in the previous section,
the relation between the n boundary conditions of the (n + 1)D Laplace
equation with the (n + 1)th one yields the definition of the Riesz transform
for nD signals. In figure 2.8 the situation that we are exposing can be
visualized for n = 2. In this case we are trying to solve the 3D Laplace
equation. The boundary condition that we fix is a 2D image as it can be
seen. Our intention is to find the relation between the fixed boundary condition and the other set. Through this relation, a definition of a generalized
Hilbert transform will be built.
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Let us show the relation between gradient components. The harmonic
field g is irrotational and solenoidal in the solution space x(n+1) < 0

(2.60)
(2.61)

∇ × g(x(n+1) ) = 0,
∇ · g(x(n+1) ) = 0

where (2.60) follows from g being a gradient field, and (2.61) follows from
p being harmonic. The definition of the nD cross product is given by a
tensor of order n − 2. Hence, the curl is properly defined in equation
(2.60) for a dimension higher than 3 where it is usually defined. Condition
(2.60) can be rewritten as
∂gj (x(n+1) )
∂gi (x(n+1) )
=
.
∂xj
∂xi

(2.62)

Let us solve the problem by performing the calculation in the frequency
domain of xn , keeping the xn+1 coordinate in the spatial domain. Accordingly, we can rewrite eq. (2.61) as
n

∂Gn+1 (un , xn+1 ) X
+
i2πuk Gk (un , xn+1 ) = 0.
∂xn+1

(2.63)

k=1

Applying (2.58) we get
∂ 2 P (un , xn+1 )
= 4π 2 kun k2 P (un , xn+1 ).
∂ 2 xn+1

(2.64)

Solving equation (2.64) for xn+1 < 0 yields
P (un , xn+1 ) = C(un )e2πkun kxn+1 ,

(2.65)

where C(un ) is a function independent of xn+1 . Now, writing equation
(2.58) in the Fourier domain and using (2.65),we obtain
(
Gk (un , xn+1 )
= i2πuk P (un , xn+1 )
1≤k≤n
(2.66)
∂P (un ,xn+1 )
= 2πkun kC(un )P (un , xn+1 ).
Gn+1 (un , xn+1 ) =
∂xn+1
Finally, we can relate the harmonic field components by equating P in
(2.66)
Gk (un , xn+1 ) = i

uk
O(un )Gn+1 (un , xn+1 )
kun k
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(2.67)
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1
. Therefore, for any xn+1 < 0, the components of
where O(un ) = C(u
n)
the harmonic field are related. This relationship also holds for the limit
case xn+1 → 0

Gk (un , 0) = i

uk
uk
O(u)Gn+1 (un , 0) = i
O(u)F (u)
kuk
kuk

1 ≤ k ≤ n,

(2.68)

Q.E.D.
From this result, it is possible to construct a vector valued function
FR (u) : Rn → Rn such as
T

FR (u) = [G1 (u, 0), G2 (u, 0), · · · , Gn (u, 0)] .

(2.69)

FR (u) is the Riesz transform of F . Note that we drop out the subscript
in the frequency coordinate to alleviate the notation, making it clear that
this coordinate has the same dimensionality as the original signal. The
expression for the Riesz transform, FR (u) of a nD signal in the Fourier
domain is finally given by the expression
FR (u) = i

u
O(u)F (u).
kuk

(2.70)

The transfer function of the Riesz transform is given by
H(u) = i

u
O(u),
kuk

(2.71)

where H(u) constitutes the nD generalization of the Hilbert transform and
O(u) is a given function that has to fulfill some properties (see Section
2.7.3). In section 2.8.2 we will see that a careful selection of O(u) will
allow us to have orientation sensitivity while preserving in a strict sense
the Riesz transform character of the filters.
From this result, the solution to the example shown in Figure 2.8 can
be seen in Figure 2.9. The two lateral images form the Riesz transform
of the top image.
Applying the inverse transform to eq. (2.70) is possible to obtain the
Riesz transform in the spatial domain as
fR (x) = −

x
∗ o(x) ∗ f (x),
2πkxkn
49
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Figure 2.9: Solution of the 3D Laplace equation for

x3 < 0 with Neumann
boundary conditions. The lateral images are the Riesz transform
of the top image. For each position, the 2D Riesz transform is a
2D vector.

where x is a vector in Rn . The transfer function in the spatial domain is
then
x
h=−
∗ o(x)
(2.73)
2πkxkn
Once a proper nD generalization of the Hilbert transform in the context
of the vector field theory has been defined, we are in place to introduce
the generalization of the analytic signal, also known as the monogenic
signal. As stated by Felsberg [41], the algebra of complex numbers
is not sufficient to embed a generalized nD analytic signal, consisting
of the original signal f (x) and its Riesz transform field fR (x). A new
signal fM (x), called monogenic signal, can be defined by introducing
a new set of imaginary complex bases 8 and using geometric algebra
and Clifford analysis tools. If we embed Rn into the space spanned by
{1, e1 , e2 , · · · , en } 9 the monogenic signal can be defined formally [39].
Rather than increasing the complexity of the analysis by introducing geometric algebra, and without compromising the definition, we would prefer
to maintain the vector notation and define the monogenic signal as a vector field fM (x) : Rn → Rn+1 . The new signal is embedded in a (n + 1)D
space with enough degrees of freedom to encode the phase of a nD sig8 These imaginary complex numbers are also known as hypercomplex numbers.
9 e replaces the imaginary element i from the complex algebra.
1
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nal
fM (x) = [−fR (x), f (x)]T = [−(h ∗ f )(x), f (x)]T .

2.7.3

(2.74)

Properties

The monogenic signal has been defined as a nD generalization of the
analytic signal. We will check that the properties of the latter are fulfilled
in the generalized case. We will start by looking at some properties of the
Riesz transform. Imposing these properties will yield some conditions for
O(u).
The Riesz transform has the following properties:
• It is antisymmetric H(−u) = −H(u). This symmetry corresponds to
point symmetry, whereas the partial Hilbert transform corresponds
to line symmetry with respect to the preference direction.
• It suppresses the DC component H(0) = 0.
• The energy is given by kH(u)k = |O(u)|

∀u 6= 0.

These properties impose the following conditions on O(u).
• It has to be symmetric O(−u) = O(u). This is to preserve the
antisymmetric character of the Riesz transform.
• It has to be null at the origin O(0) = 0.
According to the properties of the Riesz transform, and in comparison
with the analytic signal, the monogenic signal has the following properties.
• Its energy is twice the energy of the original signal assuming that
|O(u)| = 1 and the DC component is neglected:
Z
Z
Z

kfM (x)k2 dx =
f 2 (x) + kfR (x)k2 dx = 2 f 2 (x)dx (2.75)
• The monogenic signal is polar separable if O(u) is polar separable.
• The monogenic signal is isotropic if O(u) is only radially dependent.
• The spectrum of the monogenic signal is not one-sided, i.e. it includes redundancies.
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2.7.4

Phase of the monogenic signal

The phase of a complex signal measures the rotation of a signal in the
complex plane for the 1-D case. The complex signal is computed as the
analytic signal of a real signal. Recalling section 2.5, the local 1D phase
is given by
arg [fA ] = atan2(Im {fA } , Re {fA }),
(2.76)
where atan2 is the sign dependent arc-tangent function with range [−π, π].
In the nD case, the local phase is associated to a given local orientation
due to the fact that structural information is related to a given orientation.
This concept leads to a local vector phase as proposed by Felsberg in [41]
and defined by


fR (x)
kfR (x)k
ϕ(x) = ϕ(x)
= arctan
r̂(x)
(2.77)
kfR (x)k
f (x)
where arctan(·) ∈ [0, π] or arctan(·) ∈ [−π/2, π/2] and r̂(x) is a rotation
vector that is perpendicular to the plane formed by the signal, f , and
the Riesz transform, fR . ϕ(x) is the local scalar phase of the signal.
Depending on which definition of arctan is applied, ϕ will be a phase field
with wrapping around lines or wrapping around edges. Later on we will
explain in detail this topic.
Figure 2.10 depicts the geometric meaning of the monogenic phase
as proposed by Felsberg [41]. In this dissertation, we are going to use
another definition for the monogenic phase. Given that the rotation vector
is merely a convention, we prefer defining the rotation vector as a vector
parallel to the Riesz transform. Then, the vector phase or monogenic
phase is defined as


fR (x)
kfR (x)k
fR (x)
ϕ(x) = ϕ(x)
= arctan
.
(2.78)
kfR (x)k
f (x)
kfR (x)k
In this case the phase vector points in the direction of the local orientation
instead of the rotation axis.
The monogenic phase,ϕ, is similar to the 1D local phase multiplied
by the orientation vector if the underlying signal is i1D. The defined local
phase vector can be interpreted as a rotation vector whose magnitude
corresponds to the phase angle between the real signal and the monogenic signal in the (n + 1)D vector space. In contrast to the 1D case, the
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real signal axis

f
fM

ϕ

Riesz axis 1

ϕ
monogenic phase

fR
Riesz axis 2

Figure 2.10: Monogenic phase represented by means of a rotation vector. The
amplitude of the rotation vector is the angle between the real signal and the monogenic signal. The rotation vector is orthogonal
to the plane spanned by the real signal axis and fR .

phase now includes additional geometric information. The monogenic
phase characterizes the local gray-level transition of an image (i.e. local
structure) completely as long as the image is locally i1D given that the
phase has been defined with respect to a given orientation.
The local amplitude of the monogenic signal is defined by
p
kfM (x)k = f 2 (x) + kfR (x)k2 .

(2.79)

The local amplitude contains energetic information of the signal. Both
phase and amplitude form an orthogonal pair such as the local phase
is invariant to changes of the local amplitude, and the local amplitude is
invariant to changes of the local phase.
As we mentioned, the monogenic phase is sensitive to wrapping comparable with the phase wrapping in 1D. Depending on the definition of
arctan, the phase will be exposed to two different kinds of wrapping. In
1D, as it was reflected in Figure 2.5, the four kinds of symmetries are
mapped within [0, 2π). When we consider the nD case, odd symmetries,
i.e. edges, are relative to the direction in which we look at the symmetry
in the nD space. Therefore, we cannot distinguish between increasing
and decreasing edges. This implies that the phase gets mapped in the
range [0, π] where ϕ = 0 corresponds to positive even symmetries (white
lines), ϕ = π to negative even symmetries (black lines) and ϕ = π/2 to
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Figure 2.11: Variation of the

ϕ with f and kfR k. (a) If ϕ is dened using arctan(·) ∈ [0, π]. (b) If ϕ is dened using arctan(·) ∈
[−π/2, π/2].

arctan(·) ∈ [0, π]

even
symmetries

Þ

positives:
negatives:

ϕ=0
ϕ=π

odd symmetries

Þ

all:

ϕ = π/2

even symmetries

Þ

all:

ϕ=0

odd symmetries

Þ

concave:
convex:

ϕ = −π/2
ϕ = π/2

arctan(·) ∈ [−π/2, π/2]

Table 2.2: Phase types depending on the arctan denition
odd symmetries. This kind of situation appears if eq. (2.78) is computed
using arctan(·) ∈ [0, π]. On the other hand, an odd symmetry can be represented as ϕ = −π/2 for the concave part and ϕ = π/2 for the convex
part regardless of the orientation of the structure. The price to pay in this
case, it is that the even symmetries can only be represented as ϕ = 0 regardless of the sign of the structure. Table 2.2 summarizes the situation.
Figure 2.11 plots ϕ as a function of f and kfR k for the two definitions of
arctan. As we can see in Figure 2.11b, the phase exhibits a discontinuity
at f = 0 corresponding to the transition between convex and concave.
Figure 2.11a offers a smoother representation of the phase.
Figure 2.12 illustrates the concepts of the local phase and local am-
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(a)

(b)

(c)

(d)

Figure 2.12: Monogenic local phase and amplitude. (a)

i1D circular cosinegrating signal. (b) Monogenic local amplitude. Monogenic local
phase vector eld for a subregion of the input signal with (c)
arctan(·) ∈ [0, π] and (d) arctan(·) ∈ [−π/2, π/2].

plitude of the monogenic signal. A i1D 2D circular cosine-grating has
been analyzed using a spherical quadrature filter (see section 2.8.2) to
estimate the monogenic signal. Figure 2.12b shows the amplitude of the
signal using eq. (2.79). Figure 2.12c shows the monogenic phase when
arctan(·) ∈ [0, π]. Note the wrapping of the monogenic phase in this
case. When a vector in a certain direction exceeds the value of π, it is
replaced by a vector pointing in the opposite direction (π jump). Figure
2.12d shows the monogenic phase when arctan(·) ∈ [−π/2, π/2]. The
wrapping is clearly reflected in odd symmetries when the phase jumps
from −π/2 to π/2. In both cases, the direction local phase vector is given
by Riesz transform and points to the direction of the local orientation of
the strongest i1D signal.
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Figure 2.13: Monogenic local phase horizontal prole for i1D circular cosine-

grating. The original signal f , norm of the Riesz transform kfR k
and scalar phase ϕ are compared with (a) arctan(·) ∈ [0, π] and
(b) arctan(·) ∈ [−π/2, π/2].

Figure 2.13 shows a horizontal profile of the original signal, f , Riesz
transform norm, kfR k and scalar phase ϕ for the image in figure 2.12a.
This result sheds light on the interrelation between the studied quantities.
The norm of the Riesz transform tends to zero for even symmetries (lines)
while being high for odd symmetries (edges). The variation of the scalar
phase with the signal can be analyzed in figure 2.13a for arctan(·) ∈ [0, π]
and figure 2.13b arctan(·) ∈ [−π/2, π/2]. Looking at the relation between
f and ϕ may enlighten the cases exposed in table 2.2.

2.8 Quadrature Filters
Quadrature filters are a feasible way to compute the analytic signal. As
it was shown in figure 2.6, the analytic signal , and therefore the local
phase, are properly defined for infinitely narrow bandwidth signals [53].
For a general signal consisting of multiple frequency components, the
analytic signal of the global signal differs from the single components.
The signal has to be localized both in space and frequency by using appropriate bandpass filters. Filters of this kind are called quadrature filters.
Strictly, a quadrature filter is defined as a pair of the Hilbert transform of a
bandpass filter and the bandpass filter itself. The analytic signal is computed through bandpass filters to achieve scale localization. This means
that the local phase computed from quadrature filters carries information
about structures at a given scale. From a practical point of view, both
the analytic signal and the monogenic signal can only be estimated for a
given scale. The scale is a new degree of freedom that will have to be
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considered.
Assuming sufficiently large distances between the partial signals in the
frequency domain, quadrature filters with appropriate bandwidths allow
us to decompose the signal into its partial signals and fulfill the equivariance property for every scale. Consequently, quadrature filters can
be considered as a compromise in optimizing the uncertainty in both domains.
Quadrature filters localize signals in the spatial and the frequency domains at the same time. Unfortunately, it is not possible to construct a
quadrature filter that has an uncertainty of 14 —recall inequality (2.10). It
can be shown that the Gaussian function is the only solution for which
this equality holds [171]; however, a Gaussian function can never yield
a one-sided frequency response. It is still possible to design a good approximation of a quadrature filter and holding the uncertainty 14 : the Gabor
filter. A Gabor filter can be viewed as a sinusoidal plane of a particular
frequency and orientation, modulated by a Gaussian envelope. It can be
written as
h(x) = g(x)s(x),
(2.80)
where s(x) is a complex harmonic oscillation, known as the carrier, and
g(x) is a nD Gaussian-shaped function, known as envelope. Thus the nD
Gabor filter can be written as
h(x) =

1
n
2

(2π) |C|

1

1
2

e− 2 xC

−1

xT −i2πxu0

e

,

(2.81)

where C is the covariance matrix of the Gaussian envelope that controls
the bandwidth and shape of the filter and u0 is the central frequency. For
this kind of filter, if the ratio between the bandwidth and the center frequency is small enough, the energy in the negative half-space can be
kept below a certain bound. However, the Gabor filter does not fulfill the
properties of a quadrature filter in a strict sense. If the aim is an accurate phase estimation with low computational load, a filter with suboptimal
uncertainty is certainly a better choice than the Gabor filter.
A general expression of a quadrature filter in the Fourier domain is
given by
Q(u) = R(kuk)D(u),
(2.82)
where R(kuk) is a radial part and D(u) is a directional part. The radial
component determines the bandpass character of the quadrature filter.
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Note that, in this general definition, the quadrature filter is a vector valued
function such as Q(u) : Rn → Rd . From this definition, the quadrature
filters can be classified according to the dimensionality d of the directional
part as:
• partial quadrature filters,
• generalized quadrature filters.

2.8.1

Partial Quadrature Filters

A partial quadrature filter estimates the partial analytic signal. These filters were proposed by Knutsson [71]. They can be written in the Fourier
domain as
Q(u) = R(kuk)D(u)
(2.83)
where Q(u) : Rn → R. In this case d = 1. The directional part is written
as
(
(n̂T u)2a , n̂T û > 0,
(2.84)
D(u) =
0,
otherwise,
where n̂ is the preferred direction of the filter and a is a positive integer
that controls the angular selectivity of the filter. D(u) varies as cos2a (α),
where α is the angle between the frequency coordinate u and the filter
direction n̂.

2.8.2

Generalized Quadrature Filters

The generalized quadrature filters estimate the monogenic signal. Depending on the angular part, the filters can be classified into:
• spherical generalized quadrature filter and
• partial generalized quadrature filters

Spherical Generalized Quadrature filters
The spherical quadrature filters can be seen as a generalization of the
1D quadrature filter. There is not a preferred orientation in this case. The
directional part of this filters is given by

u 
−i kuk
D(u) =
.
(2.85)
1
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Eq. (2.85) can be seen as a direct implementation of eq. (2.74) with
O(u) = 1. This kind of filters was introduced by Felsberg and Sommer
in [39].

Partial Generalized Quadrature Filters
The partial generalized quadrature filters make use of the full definition of
Riesz transform (2.71). Directional resolution can be achieved by properly setting up the term O(u). A valid function O(u) has to fulfill the conditions given in section 2.7.3. The directional part of the partial generalized
quadrature filters is given by

u 
−i kuk
D(u) = (ûT n̂)2a
.
(2.86)
1
The term O(u) = (ûT n̂)2a is a directional term along the preferred direction n̂. a ≥ 0 is a positive integer that sets the directional selectivity
of the filter. a = 0 will imply a spherical generalized quadrature filter. It
can be easily shown that the proposed expression for O(u) fulfills the required conditions for D(u) to be a proper transfer function to estimate the
monogenic signal. O(u) is a function that varies with cos2a (α), where α
is the angle between frequency vector û and the preferred direction n̂.
Having directional resolution allows us to look at the phase of the signal
only along a given direction. In this sense, the generalized quadrature
filters given by eq. (2.86) can be seen as the generalization of the partial
quadrature filters.
These kind of quadrature filters have been introduced by Knutsson and
Andersson [79] although, to the best of our knowledge, without a formal
derivation as presented in this dissertation. The same authors state that
the directional filters given by eq. (2.86) span a harmonic space up to
order 2a + 1. In the case of 3D signals, this is a spherical harmonic
space. This has important implications when an efficient implementation
of the generalized quadrature filters is required for a large number of directions by means of steerable basis filters. A weighted sum of spherical
harmonic basis functions will span the whole space for any preferred direction n̂. This is a direct consequence of the steerable filter conditions
given by Freeman and Adelson [45]. In the particular case of a = 1, the
generalized quadrature filter is spanned by a harmonic space of order 3.
For 2D signals, the number of basis filters is 7. For 3D signals, a linear combination of 2l + 1 spherical harmonics of order l can synthesize
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Im {Q2 (u)}

Re {Q3 (u)}

Partial

Spherical

Im {Q1 (u)}

Figure 2.14: Generalized quadrature lters components in the Fourier domain
for 2D signals. The radial part of the lters is a lognormal function with central frequency π/8 and bandwidth 2 octaves. The
partial generalized quadrature lter corresponds to a = 1.

an arbitrary rotation for any spherical harmonic Ylm [45]. Therefore, the
number of basis needed for spherical harmonics of order 0 is 1, order 1
is 3, order 2 is 5 and order 3 is 7. In summary, the total number of basis
filters is 16 in 3D.
Figure 2.14 shows the filter components in the Fourier domain in 2D
and a = 0 and a = 1. As we can see, in 2D, 3 filters are needed. The first
two components are pure imaginary in the Fourier domain and estimate
the Riesz transform. The last component is pure real and is simply a
spherical bandpass filter.

2.8.3

Radial function

The bandwidth response of the quadrature filters is given by their radial
part. The radial part leads to a scale decomposition of the signal. In that
sense, a decomposition based on filters with radial parts tuned at different
frequencies shares some properties with other decompositions such as
the wavelet transform [97].
We will focus on three different radial functions: lognormal, difference
of Poisson function and loglets. A thorough analysis of the different
choices for the bandpass characteristic of quadrature filters has been re-
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cently published in [16].

Lognormal function
The lognormal radial part is a Gaussian function on a logarithmic scale
ρ
2
4
Rn (ρ) = exp− B2 ln 2 ln ( ρs ) ,

(2.87)

where ρ = kuk, ρs is the center frequency and B is the 6 dB relative
bandwidth in octaves, i.e. B is given by
 
1
ρu
B=
ln
ln 2
ρl
with ρu and ρl being the ρ values for which Rn (ρ) = 0.5. One of the
main advantages of the lognormal function is that allows arbitrary large
bandwidth while always being DC-free (necessary condition for being a
quadrature valid radial function).
An interesting sampling of the center frequency is
ρ0
,
2s

ρs =

(2.88)

where ρ0 is the maximum frequency (typically ρ0 = π) and s ∈ N defines
the scale of the filter. This sampling of the center frequency impose an
octave separation between adjacent scales.

Difference of Poisson (DOP) function
Felsberg [40] has shown that the Poisson kernel constitutes a linear scalespace similar to the Gaussian scale-space. This implies that all the proofs
[89, 162] that claim that the Gaussian scale-space is the unique solution
are at stake. Based on this new scale-space, a multiband decomposition
of the signal can be obtained by taking the difference of Poisson kernels
at different scales. The difference of Poisson yields a bandpass filter.
Combining two lowpass Poisson kernel with fixed ratio of scale parameter yields the DOP filter
s

s−1

Rp (ρ) = e−2πρs0 λ − e−2πρs0 λ
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where λ ∈ (0, 1) is the relative bandwidth, s ∈ N defines the scale of the
filter and s0 is the coarsest scale. If λ = 21 , s is the octave number of the
scale.

Loglet function
This radial function has been introduced by Knutsson and Andersson [79]
to superpass some limitations of the lognormal function and with the spirit
of the wavelet decomposition in mind. A loglet radial function is defined
by
 
 

 
ρ
ρ
1
erf α log
− erf α log
(2.90)
Rl (ρ) =
2
ρl
ρu
where erf is the error function and ρl and ρu are the lower and upper
frequencies respectively that define the filter bandwidth. If ρρul ≥ 2, ρl and
ρu are the values of ρ for which R(ρ) = 0.5.
Letting

ρ0

ρl =
ρu =

1

,

1

,

β s+ 2
ρ0
β s− 2

we can write
1
R(ρ) =
2

!
1
1
β s+ 2
β s− 2
erf[α log(
ρ)] − erf[α log(
ρ)]
ρ0
ρ0

(2.91)

where s ∈ N is the scale of the filter, β > 1 defines the relative ratio of
adjacent scales, α determines the filter shape and overlap and ρ0 is the
maximum frequency. Choosing β ≥ 2, the relation ρρul ≥ 2 is preserved.
Typically β = 2 and α = 4.
The loglet function has two important properties:
1. Sum over all the scales is constant in the Fourier domain, i.e.
∞
X

Rl (ρ; s) = 1.

s=0
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Figure 2.15: Radial functions for dierent scales

s = 0 . . . 5. (a) Lognormal
radial function for B = 2. (b) Loglet radial function for α =
4,β = 2. (c) Dierence of Poisson function for s0 = π2 and λ = 21 .

2. Rl (ρ) is orthogonal to the polynomial basis, i.e.
∂ n Rl (ρ; s)
= 0.
∂ρn

(2.93)

The first property ensures the complete reconstruction principle. The second property implies invariance to polynomial intensity variations. These
properties are not fulfilled by the lognormal set, making the loglets superior.
Figure 2.15 shows the radial functions under study and the sum over
the plotted scales.
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2.9 Summary
An introduction to the local phase and its importance have been presented in order to prepare the reader for the subsequent chapter. The
local phase has been defined from the analytic signal and the Hilbert
transform for 1D signals. From this definition, an extension to nD signals
has been presented. First, previous approaches to extend the Hilbert
transform to nD signals have been introduced. Later, a formal extension
of the Hilbert transform, known as the Riesz transform, has been derived using vector field theory and the relation between analytic functions
and harmonic potentials for nD signals based on Felsberg’s work [41] for
2D signals. Accordingly, the Riesz transform relates the gradient components of the solution of the Laplace equation with Neumann boundary
conditions. From this definition, an extension of the analytic signal, known
as the monogenic signal, has been introduced by embedding the original
signal in an (n + 1)D space. This embedding yields an interpretation of
nD signals as (n + 1)D vector fields.
From the monogenic signal, the vector local phase has been introduced as the generalization of the 1D local phase. The vector local phase
is able to simultaneously encode structure and orientation in a single entity. The last part of the chapter has been devoted to the introduction of
quadrature filters as the main tool for estimating the monogenic signal.
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3.1

Introduction

In this chapter we are going to analyze the local structure of multidimensional signals. We say that a multidimensional signal is structured when
the local intensity varies along some preferred orientation/s. Therefore
the presence of structure is directly related to the presence of orientation. At the same time, there is a relation between local energy and local
structure. The locations that have some local energy can be related with
locations with relevant features [107]. Therefore, structure is present in
those regions that are oriented and at the same time have some local
energy.
This chapter will provide an approach to the estimation of local structure. First, a proper representation will be introduced based on tensor
algebra [73] known as local structure tensor (LST). Then, a classification
of LST estimation methods will be provided. The chapter will proceed
to offer a thorough analysis about the LST estimation using quadrature
filters in complex neighborhoods, i.e. i2D signals.
The goals that this chapter pursues are twofold. The former is the
analysis of the local structure when dealing with i2D signals. Analytical
expressions will be derived to show the behavior of the LST eigenvalues
and the identification of several pitfalls as the lost of positive semidefinite
(PSD) character of the tensor. This analysis is motivated by the fact that
the LST does not only provide a way of encoding local orientation but it
also gives a measure of the uncertainty about the dominant orientation.
A proper estimation of this uncertainty is the main motivation that has
driven the present analysis. Having tensors that violates the PSD condition voids the information about uncertainty that the LST carries. The
latter is the study of several approaches to overcome the lack of PSD and
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the presentation of a new method based on generalized quadrature filters
and phase consistency.

3.2 Tensor representation: requirements
The tensor representation for local orientation was introduced by Knutsson
[73, 74] to encode the orientation information for signals with dimensionality greater than one. Tensors, besides allowing a compact representation, have a solid mathematical body that supports further analysis in the
tensor domain. The idea is to let a symmetric and positive semidefinite
(PSD) matrix represent the orientation of a neighborhood. For a nD signal, a tensor of order 2, i.e. matrix, is sufficient to encode the complexity
of orientation if and only if one dominant orientation is present.
Directional information can be represented by angles, one in 2D (within
the interval θ ∈ [0, 2π]) and n − 1 in nD. Unlike direction, orientation suffers from ambiguity. A vector pointing in opposite directions has the same
orientation. While this may appear a trivial statement, it has notable consequences. A new representation that avoids discontinuities is needed.
Knutsson [73] proposed several properties that a continuous distancepreserving representation of orientation should hold. Let M be the mapping to be defined and o ∈ Rn be a vector of our space of directions; then
the properties are
1. Uniqueness. Antipodal vectors should be mapped onto a singular
point. This way opposite direction vector are treated equally removing the discontinuity at π.
M (o) = M (−o)

(3.1)

2. Polar separability. The norm of the mapped vector should be rotation invariant. Information carried by the norm of the vector does
not carry information about orientation.
kM (o)kF = f (kok),

(3.2)

where f : R+ → R+ is an arbitrary function.
3. Uniform stretch - Equivariance. Variations in the original spaces

66

3.2 Tensor representation: requirements

should be proportional to variations in the mapped space

(3.3)

k∂M (o)kF = bk∂ok.

A mapping that fulfills the above requirements is M : Rn → Rn×n such
that
ooT
,
(3.4)
M(o) =
kok
and was introduced by Knutsson [73]. Appendix A proves that this mapping fulfills the requirements. M is a non-linear mapping, therefore filtering operations applied to the elements of M have to be carefully made.
M is a symmetric operator and has only n(n+1)
independent components.
2
M is indeed a tensor of order 2 that represents the orientation given by
the vector o.

3.2.1

2D case

It is interesting to look at the proposed mapping when o ∈ R2 . In this
case
 2

1
o1
o1 o2
M(o) =
.
(3.5)
o22
kok o2 o1
Considering a polar representation o = r [cos(θ), sin(θ)],


cos(θ)2
cos(θ) sin(θ)
M(o) = r
.
cos(θ) sin(θ)
sin(θ)2

(3.6)

M(o) is a tensor of rank 1 being or the main eigenvector. It is easy to
prove that the variation of M with the orientation is a cos2 - decomposition.
According to the definition of eigenvector, it follows that
vkT M(o)vk = λk

k = 1, 2

(3.7)

,

where vk are the eigenvectors of M(o). Let us evaluate the eq. (3.7) for
the largest eigenvector rotated by a small angle ∆θ, vθ+∆θ = [cos(θ + ∆θ), sin(θ +
T
vθ+∆θ
M(x)vθ+∆θ = r cos(∆θ)2

k = 1, 2

.

(3.8)

This result shows the character cos2 of the mapping with respect to the
orientation. This means that M is only able to capture second order vari-
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ations1 . The same conclusion could be achieved for a higher dimensional
space although the derivation is not so straightforward.

3.3 Local structure tensor estimation
In the previous section we have described the tensor representation introduced by Knutsson to encode orientation. However nothing has been said
about how to estimate orientation from multidimensional signals where
structures are represented as local grayscale correlations. From a nD
real signal f (x) : Rn → R, we want to estimate the local structure using
the tensor representation.
The local structure is related to local orientation. The former denomination highlights the concept that structured signals are associated with
local intensity variations along some preferred orientation/s. Estimation
of a feature that represents the orientation of the structure in a signal is
a valuable tool for further image processing and understanding. However, tensors contain more information that only the dominant orientation.
We prefer to use the term local structure instead of local orientation because the former is more general in the sense that it does not only carry
information about the main orientation of the neighborhood but also the
uncertainty about this orientation being actually dominant.
While orientation can be well-defined for i1D signals, it is not clear how
to represent orientation for i2D signals2 . Although real signals are far
away from being locally i1D, such an approximation may be a reasonable
model for representing relevant features. Why can relevant feature be approximated with an i1D signal model?. Physiological evidence indicates
that relevant features are characterized by those localizations of the signal where the local phase is highly ordered [106]. A way of measuring
the degree of order in the signal phase is by means of the phase congruency [80, 107]. From the definition of the monogenic phase given by
eq. (2.74), phase congruency for multidimensional signals implies consistency in orientation; therefore the i1D model can be applied.
Hereon, we will restrict ourself to the study of the local structure in i1D
signals. Later, an interpretation will be provided about the meaning of the
LST for i2D signal, relaxing the i1D restriction. Given that we are going
1 cos(x)2 = 1 + 1 cos(2x).
2
2
2 At least the second-order tensor representation cannot encode more that one ori-

entation.
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to work with i1D signals, we will assume that the signal locally follows the
model
f (x) = g(n̂T x),
(3.9)
where g : Rn → R is an arbitrary 1D function and n̂ is a given direction.
This models implies that the f is constant in all hyperplanes orthogonal
to n̂. From this model, the tensor representation T is given by the outer
product
T = An̂n̂T .
(3.10)
This representation has to fulfill two conditions:
• Invariance. The orientation of the neighborhood is independent of
g, therefore the tensor has to be invariant to g
∂T
= 0.
∂g

(3.11)

• Equivariance. This is direct consequence of the uniform stretch requirement
k∂TkF = ck∂ n̂k
(3.12)
Since the seminal work of Bigün [13], Kass [66] and Knutsson [74], the
estimation of the LST has been followed by the other works [14, 37, 53,
61, 79, 103, 104, 120, 121]. Those methods for the estimation of the LST
can be classified in two categories:
• gradient methods [13, 14, 37, 61, 66, 103, 104, 120] and
• local energy-based methods [72, 74, 79, 121].
Let us introduce in detail both methods.

3.3.1

Gradient methods

The structure tensor estimation based on gradients was independently
developed by Bigün et al. [13, 14] and Kass et al. [66]. These methods
loom around the principle that states that the Fourier transform of i1D
signal f is concentrated along a line through the origin
F (u) = G(n̂T u)δn̂line (u).
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Bigün exploits this property to estimate the orientation of f . The problem is posed as a least square minimization of an error function given
by the Euclidean distance between a point in the Fourier domain and a
candidate direction n̂ weighted by the spectrum function of f
n̂ = arg min E(n̂),
kn̂k=1

Z

Z

Z
···

E(n̂) =
u1

u2

d2 (u, n̂)|F (u)|2 du1 du2 · · · dun ,

(3.14)
(3.15)

un

where d is the distance from a point in the Fourier domain u to a line given
by the main direction n̂.
d(u, n̂) = ku − (uT n̂)n̂k.

(3.16)

The error function can be rewritten as a quadratic form
E(n̂) = n̂T Jn̂,
where J is the inertia matrix
(R P
u2 |F (u)|2 du if i = j
Jij = Ru j6=i i 2
u u |F (u)| du
if i =
6 j.
u i j

(3.17)

(3.18)

The minimization problem formulated in eq. (3.15) is solved by the eigenvector corresponding to the least eigenvalue of J.
Bigün shows that the problem of fitting a line in the Fourier domain is
algebraically equivalent to fitting a hyperplane to F that passes through
the origin as well. Then, the distance function is redefined as the perpendicular distance from a point u to the hyperplane with normal vector
n and that passes through the origin,
d(u, n̂) = n̂T uuT n̂.
The error function is given by E(n̂) = n̂T TnT where
Z
T = {Tij } = { ui uj |F (u)|2 du}

(3.19)

(3.20)

u

is the LST3 . The problem posed this way is equivalent to the Karhunen3 Bigün referred T as the scatter matrix
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Loéve expansion of the local spectrum of the signal. The inertia matrix is
related to the structure tensor by means of
J = Tr{T}I − T.

(3.21)

Both the inertia matrix and the structure tensor are positive semidefinite
and have common eigenvectors. The main orientation is given by the
eigenvector corresponding to the largest eigenvalue of the structure tensor.

Estimation
The LST is given by eq. (3.20) in a continuous space. In practical situations, we need a good approximation of the matrix T by measurements
based on discrete data. Bigün et al. [14] achieved a result that avoids the
computation of the Fourier transform of the image. Using the Parseval
theorem, eq. (3.20) can be rewritten in the spatial domain
Z
∂f ∂f
1
dx,
(3.22)
Tij =
2
4π x∈Ω ∂xi ∂xj
where Ω is a local neighborhood of the domain of the function f where
the structure tensor is going to be estimated. Assuming a discrete grid
the tensor at position x can be estimated as

T(x) = Gσ2 (x) ∗ ∇σ1 f (x)∇Tσ1 f (x) ,
(3.23)
where G is a regularization Gaussian kernel with variance σ2
−

Gσ2 (x) = e

kxk2
2
2σ2

.

(3.24)

In summary, the LST is obtained by computing the outer product of the
gradient and smoothing each component with a Gaussian kernel. The
computation of the gradient is done by previously smoothing f with a
Gaussian kernel with standard deviation σ1 . Without the regularization
kernel G, T would be a rank 1 tensor.
If we consider that f is a stochastic process being locally stationary and ergodic, the local structured tensor given in eq. (3.23) can be
reinterpreted as the covariance matrix of the gradient field, assuming
E{∇f } = 0
C∇f = E{∇f ∇f T }
(3.25)
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One of the main drawbacks of gradient-based methods is that the orientation is only sensitive to odd variations, i.e. edges. For an even variation, i.e. lines, the output of the gradient filter is zero. Although the regularization kernel G alleviates the lack of sensitivity to even variations, gradient methods usually yield tensors with lower magnitude than expected
in those locations. Recently, Farnebäck [37] has proposed a method that
by using the second order derivatives of the image through the Hessian
matrix is able to be sensitive to both even and odd variations.

3.3.2

Local energy-based methods

The local energy-based methods involve the use of quadrature filter to
estimate the LST. The pioneer work of Knutsson [72, 74] introduced the
requirements for a tensor representation of the orientation and the estimation using quadrature filters. His approach relies on tensor algebra
principles to achieve an estimation. A given tensor T can be expressed
as a linear combination of tensor basis Mk
T(x) =

K
X

qfk (x)Mk ,

∀T(x),

(3.26)

k=1

where qfk (x) are the covariant components of the tensor such that
qfk (x) =< T(x), Nk >,

(3.27)

and K is the number of tensor basis. The set Mk is termed the dual or
reciprocal basis of the tensor set Nk . The basic relation between the two
set is
(
0 if n 6= m
< Nn , Mm >=
.
1 if n = m
Let us take a set of K directions n̂k symmetrically distributed in the
nD space of the signal. The basis Nk are given by the outer product of
the directions Nk = n̂k n̂Tk . For a i1D signal model, eq. (3.9), the LST is
given by T(x) = bn̂n̂T . Then, the covariant components can be written
as
qfk (x) =< bn̂n̂T , n̂k n̂Tk >= b(n̂T n̂k )2 .
(3.28)
Therefore, the coefficients are proportional to the square of the director
cosines of the direction n̂ in the vector basis n̂k .
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Having fixed the tensor basis Mk as the dual basis of the outer product
of a set of given directions n̂k , the estimation of the tensor reduces to find
a way to estimate the coefficients qfk given by eq. (3.28).
Knutsson has showed that the covariant components are the magnitude of the output of partial quadrature filters oriented along directions
n̂k [74]. Partial quadrature filters were introduced in Section 2.8.1 and
they are defined in the Fourier domain by means of eq. (2.83). The
Fourier transform of an i1D signal, f (x), is F (u) = G(n̂T u)δn̂line (u). The
result of filtering F with a partial quadrature filter Qk (u) at location x is
the complex valued function
Z
T
1
F (u)Qk (u)eiu x du
qf k (x) =
n
(2π) Rn
Z
(3.29)
1
T
line
iuT x
G(n̂
u)δ
(u)R(ρ)D
(û)e
du.
=
k
n̂
(2π)n Rn
The integral only has to be evaluated in u = ±ρn̂, then

Z ∞
T
1
qf k (x) =
Dk (n̂)
R(ρ)G(ρ)ein̂ xρ dρ
2π
0

Z ∞
−in̂T xρ
+Dk (−n̂)
R(ρ)G(−ρ)e
dρ .

(3.30)

0

Let a be the complex valued result of the integral
Z ∞
1
a(n̂T x) = a(y) =
R(ρ)G(ρ)eiyρ dρ.
2π 0

(3.31)

The radial function R is defined only for positive frequencies, therefore
the integral term can be seen as the analytic signal of h(y) = g(y) ∗ r(y)
a(y) =

1
1
(h(y) + iHi {h(y)}) = (r(y) ∗ gA (y)) .
2
2

(3.32)

where r is a bandpass filter that localizes the signal g in frequency. So
a(y) can be seen as the quadrature output of g(y). The resulting a(n̂T x) :
Rn → C is a i1D function with the same orientation that f (x) and with
the analytic signal of g, i.e. a(n̂T x) is the partial analytic signal of f (x).
For a point x0 , a(n̂T x0 ) gives information about the local structure of the
signal at x0 . The amplitude |a(n̂T x0 )| is the local energy of the f (x0 ) and
is independent of the orientation.
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The second integral in eq. (3.30) is the Hermitian4 of a, a∗ . Thus, eq.
((3.30) simplifies to
qf k (x) = a(n̂T x)Dk (n̂) + a∗ (n̂T x)Dk (−n̂)

(3.33)

The quadrature character of the filter makes that either D(n̂k ) or D(−n̂k )
is zero5 . Then, the magnitude of the quadrature output is
qfk (x) = |qf k | = |a(n̂T x)| (Dk (n̂) + Dk (−n̂)) ,

(3.34)

where |a| does not depend on the orientation of the signal in the vicinity
of x0 . Let us denote
A(x) = |a(n̂T x)|.
(3.35)
The invariance requirement is met and the magnitude of the quadrature
filter output is separable into two components: one orientation invariant,
A(x) = |a|, representing the local amplitude of the signal, and one invariant to the signal function g(y).
Choosing for the directional part of the quadrature filter eq. (2.84), the
magnitude of a quadrature filter with direction n̂k becomes
qfk (x) = A(x)(n̂T n̂k )2 .

(3.36)

Comparing eq. (3.28) and (3.36) it is possible to conclude that the covariant components of the LST T at a given location x are the magnitude
of the outputs of quadrature filters oriented in the directions n̂k that define
the tensor basis Nk with k = 1 . . . K.
In summary, the tensor estimation is computed as
T(x) =

K
X

|f (x) ∗ qk (x)| Mk ,

(3.37)

k=1

where qk (x) is a complex valued partial quadrature filter with direction nk
with frequency response Qk (u) as in eq. (2.83) and Mk is the dual basis
corresponding to the outer product tensor Nk = nk nTk . Figure 3.1 depicts
a scheme of the estimation process.
4 Since the signal f (x) is real, G(ρ) is Hermitian.
5 The frequency response of the partial quadrature lters is zero over half of the

frequency space.
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Figure 3.1: LST computation scheme using partial quadrature lters.

Minimum number of filters
The question that remains open is the number K of basis needed. It
is required that the filter axes are evenly distributed over the orientation
space, i.e. half of the Fourier space [53]. This implies that the filter axes
should pass through the vertices of a regular polytope. This requirement
is based on the fact that T by definition is invariant to rotation of the filters.
For a nD signal, the number of quadrature filters has to be greater than
2n+1 [74], that it is the number of filters having symmetric axes passing
through the corners of a cube in nD. This means that the minimum number of filter for n = 2 is K = 3 with vectors pointing to three adjacent
vertices of a regular hexagon. For n = 3 the number is K = 6 with vectors pointing to the vertices of a hemi-icosahedron [74]. For n = 4 the
number is K = 12. The set of directions for n = 2, 3, 4 is given in table
3.1. Appendix C gives more detail about how to compute filter directions.

3.3.3

Comparison

The differences between the gradient method and energy-based method
can be summarized in the following items:
1. Local energy-based methods are phase invariant while gradient methods are not. While the magnitude of the quadrature filters are sensitive to even and odd symmetries, the gradient operator is only
sensitive to odd symmetries. Despite the tensor averaging that is
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n

directions

constants
√

2

n̂1 = [1, 0]T

n̂2 = 12 [1, b]T

n̂3 = 12 [−1, b]T

b=

3

n̂1 = a[1, 0, b]T

n̂2 = a[−1, 0, b]T

n̂3 = a[b, 1, 0]T

a= √

n̂4 = a[b, −1, 0]

4

T

n̂1 = a[1, 1, 0, 0]T
n̂4 = a[1, 0, −1, 0]T
n̂7 = a[0, 1, 1, 0]T
n̂10 = a[0, 1, 0, −1]T

n̂5 = a[0, b, 1]

T

n̂2 = a[1, −1, 0, 0]T
n̂5 = a[1, 0, 0, 1]T
n̂8 = a[0, 1, −1, 0]T
n̂11 = a[0, 0, 1, 1]T

n̂6 = a[0, b, −1]

T

n̂3 = a[1, 0, 1, 0]T
n̂6 = a[1, 0, 0, −1]T
n̂9 = a[0, 1, 0, 1]T
n̂12 = a[0, 0, 1, −1]T

b=

a=

2

10+2
√
1+ 5
2

√1
2

Table 3.1: Quadrature lter directions for LST estimation.
carried out in gradient methods relaxes somehow the even symmetries insensitivity, the problem still remains.
2. Local energy-based methods are more local. These methods do not
require a post-smoothing kernel to regularize the result, therefore
they are more localized in the spatial domain.
3. Local energy-based methods do not implicitly guarantee the PSD
character of the LST while gradient methods do. This implies that
indefinite tensors might arise with signals that do not follow the i1D
model.
4. Local energy-based methods are more robust against noise. This is
based on the results obtained by Bårman [10] where it is shown that
the tensor estimated with quadrature filters outperforms the gradient
approach for different levels of noise
From these comments, it can be concluded that the main drawback of
local energy-based methods is the lack of positive semidefiniteness for
ikD signals with k > 1. Otherwise, the methods based on quadrature
filters offer a robust and local approach for the estimation of the LST,
clearly superior to gradient methods. This remark makes the local energybased method our preferred method. One of the main contributions of this
thesis is to analyze the cases where the local energy-based methods fail
regarding the lack of positive semidefiniteness. From this analysis, a new
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enhanced method will be proposed.

3.4 Complex neighborhoods
The class of i1D signals is a reasonable model for smooth local variations
with a main orientation. However, real signals exhibit a more complex behavior. One example is a neighborhood where two structures collapse
forming a corner, crossing or bifurcation. This situation cannot be considered i1D neighborhoods. Moreover, real signals are typically embedded
in noise. Noise makes that a signal cannot be considered by any means
an i1D structure.
Complex neighborhoods refer to all local variations that have more than
one dominant orientation. A nD signal may have complex neighborhoods
of the class i2D, i3D,..., inD. We will restrict our analysis to i2D neighborhoods. Although i2D becomes a less accurate model as the dimension
of the signal increases, it provides a good reference model to gain insight
into the situation.
Extending the interpretation of the LST to complex neighborhoods is
the motivation of this section. We will present a signal model based on
a subclass of i2D signals. From this model, we will introduce a reinterpretation of the structure tensor for complex neighborhoods. The estimation of the LST for local i2D signals will be addressed by studying the
output of the quadrature filters for the proposed signal model. The LST
based on quadrature filters (eq. (3.37)) does not explicitly ensure that
the tensor is PSD. Complex neighborhoods may cause fading of some
quadrature channels making the tensor indefinite. This is the main pitfall
of Knutsson’s method [74]. The analysis that will be carried out in this
section will allow us to identify the source of fadings. These results will
lead to the following sections where methods for a proper estimation of
the LST for i2D signal will be presented.
The principal feature carried by the LST is the dominant orientation of
the local structure. This information can be computed by analyzing the
eigenvector corresponding to the largest eigenvalue. A lot of attention
has been paid to achieve a good estimation of this component, becoming
the main error measure for the estimated tensor [5, 14, 38, 75, 79]. However, other applications like motion estimation, confident measures of the
orientation and complex neighborhood analysis have to pay attention to
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the lower eigenvalues and the corresponding eigenvectors. A proper estimation of the tensor regarding lower eigenvalues also motivates the study
of complex neighborhoods.
Several attempts to encode multiple oriented signals can be found in
the literature [5,12]. A representation based on tensors of order two is not
sufficient to encode the complexity of multiple oriented neighborhoods.
Then, a new framework has to be developed to deal with this situation.
This dissertation has not focused on new ways of representing multiples
orientations. However, it is our interest to provide a suitable estimation of
the LST when multiple orientations are present.

3.4.1

Signal model

A i2D signal is described as
f (x) = g


T 
n̂Td1 x, n̂Td2 x
,

(3.38)

where g : R2 → R. This model, although complete, exhibits complexity
in its tractability. Assuming separability, the i2D model can be rewritten
as the superposition of two i1D oriented signals in the directions n̂d1 and
n̂d2


(3.39)
f (x) = g1 n̂Td1 x + g2 n̂Td2 x ,
where g1 : R → R and g2 : R → R. A further particularization of this
model is to consider that the orientation are mutually orthogonal so


(3.40)
f (x) = g1 n̂T x + g2 n̂T⊥ x ,
where n̂T n̂⊥ = 0. Any arbitrary i2D signal can be approximated by the
model given by eq. (3.40). The simplification of the i2D model to two
orthogonal orientations is also related to the definition of the LST which is
only able to reflect the main orientation and the orthogonal components
to the latter.
The proposed model is local in the sense that for each position x a
different orientation may apply. Therefore, there is a dependence of n̂ with
x that is not reflected to alleviate the notation. It is important to realize that
the model given by eq. (3.40) is not as restricted as it could seem at first
glance given the local character. For example, let us consider a corner
with an angle much smaller than π/2. This case does not belong to the
class of the i2D signals modeled by eq. (3.40). By locally choosing the
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orientation of the coordinate system and the ratio of the two i1D signals
g1 and g2 , the original signal can be approximated fairly well.
A general ikD signal can be seen as the superposition of two i(k − 1)D
signals. Following the same reasoning we can decompose a ikD signal
as a superposition of k i1D signals with different orientations
f (x) =

k
X


gi n̂Tdi x ,

(3.41)

i=1

where gi : R → R. This model can be particularized even more assuming
that the orientations form a orthogonal set
f (x) =

k
X


gi n̂T⊥i x ,

(3.42)

i=1

such that n̂T⊥i n̂⊥j = δij .

3.4.2

Local structure tensor interpretation

i1D signals are represented by rank 1 tensors. When the intrinsic dimension of the signal increases, the rank of the tensor should reflect the complexity of the neighborhood. For complex neighborhoods, it is desired
that the eigenvector with the largest eigenvalue of the tensor gives the
dominant orientation of the signal. In the limiting case, the pure isotropic
tensor should correspond to isotropic energy distribution with no dominant orientation.
Let us define λi and êi as the eigenvalues and eigenvector of T respectively. The eigenvalues are sorted in decreasing order λi ≥ λi+1 ≥ 0. The
ratio between the eigenvalues defines different scenarios depending on
the dimensionality of the signal.

2D case
• Line-like structure (i1D signal: λ1 > λ2 )
T ≈ λ1 T1 = λ1 ê1 êT1
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• Isotropic structure (i2D signal: λ1 ≈ λ2 )
T ≈ λ1 T2 = λ1 ê1 êT1 + ê2 êT2



3D case
• Planar-like structure (i1D signal: λ1 >> λ2 ≈ λ3 ): The local neighborhood is approximately a planar structure with normal given by ê1 .
The tensor can be approximated by
T ≈ λ1 T1 = λ1 ê1 êT1 .
• Line-like structure (i2D signal: λ1 ≈ λ2 >> λ3 ): The local neighborhood is approximately a line structure with director vector given
by e3 . The tensor can be approximated by

T ≈ λ1 T2 = λ1 ê1 êT1 + ê2 êT2 .
• Isotropic structure (i3D signal: λ1 ≈ λ2 ≈ λ3 )
T ≈ λ1 T3 = λ1 ê1 êT1 + ê2 êT2 + ê3 êT3



4D case
• Hyperplane-like structure (i1D signal: λ1 >> λ2 ≈ λ3 ≈ λ4 ): This
case corresponds to a neighborhood with constant hyperplanes with
normal given by ê1 . The tensor can be approximated by
T ≈ λ1 T1 = λ1 ê1 êT1 .
• Plane-like structure (i2D signal: λ1 ≈ λ2 >> λ3 ≈ λ4 ): This case
the neighborhood is locally planar, i.e. constant on planes spanned
by the vectors ê3 and ê4 . The tensor can be approximated by

T ≈ λ1 T2 = λ1 ê1 êT1 + ê2 êT2 .
• Line-like structure (i3D signal: λ1 ≈ λ2 ≈ λ3 >> λ4 ): This case
corresponds to a neighborhood that is locally constant on lines with
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director vector given by e4 .

T ≈ λ1 T3 = λ1 ê1 êT1 + ê2 êT2 + ê3 êT3 .

• Isotropic structure (i4D signal: λ1 ≈ λ2 ≈ λ3 ≈ λ4 )

T ≈ λ1 T4 = λ1 ê1 êT1 + ê2 êT2 + ê3 êT3 + ê4 êT4 .

In general, the LST corresponding a general nD signal can be expressed as a linear combination of the aforementioned cases
T=

n−1
X

(λk − λk−1 )Tk + λn Tn

(3.43)

k=1

where the k-th tensor Tk corresponds to the ikD signal part of the nD
signal.

3.4.3

Quadrature output for complex neighborhoods

Once we have introduced the desired characteristics of the LST when
the signal has an increasing intrinsic dimensionality, we are going to analyze the behavior of the quadrature filters when the signal follows an i2D
model. The results of this analysis will allow us to detect pitfalls in the
LST given by eq. (3.37).
Let assume that our signal follows the i2D model (3.39). The result of
filtering this signal with a partial quadrature filter Qk (u) at location x is,
following eq. (3.29),
Z

T
1
qf k (x) =
G1 (n̂Td1 u)δn̂line
(u) + G2 (n̂Td2 u)δn̂line
(u) Qk (u)eiu x du
d1
d2
n
(2π) Rn

(3.44)

Taking into account that Qk (u) = R(ρ)Dk (û), the first integral only has to
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be evaluated in u = ±ρn̂d1 and the second one in u = ±ρn̂d2 , then
Z ∞
Z ∞
T
1
in̂T
xρ
d1
qf k (x) =
R(ρ)Dk (n̂d1 )G1 (ρ)e
R(ρ)Dk (−n̂d1 )G1 (ρ)e−in̂d1 xρ dρ
dρ +
2π
0
0

Z ∞
Z ∞
T
in̂d2 xρ
−in̂T
xρ
d2
+
R(ρ)Dk (n̂d2 )G2 (ρ)e
dρ +
R(ρ)Dk (−n̂d2 )G2 (ρ)e
dρ
0

0

(3.45)

Recalling the reasoning made in Section 3.3.2, the output of the quadrature filter with orientation n̂k is
1
Dk (n̂d1 )g1A (x) + Dk (−n̂d1 )g1∗A (x)+
2

Dk (n̂d2 )g2A (x) + Dk (−n̂d2 )g2∗A (x) .

qf k (x) =

(3.46)

where g1A : Rn → C and g2A : Rn → C are the analytical signals of g1 and
g2 respectively. The analytical signal can be written in phasor notation
g1A (x) = |g1A (x)|eiϕ1 (x) ,

(3.47)

g2A (x) = |g2A (x)|eiϕ2 (x) .

The amplitude of the i1D signals are locally related by a factor c(x) such
as |g1A (x)| = |gA (x)| and |g2A (x)| = c(x)|gA (x)|. Then
qf k (x) =


|gA (x)| h
Dk (n̂d1 )eiϕ1 (x) + c(x)Dk (n̂d2 )eiϕ2 (x)
2
i
+ Dk (−n̂d1 )e−iϕ1 (x) + c(x)Dk (−n̂d2 )e−iϕ2 (x)

(3.48)
.

Note that this time the phase of the i1D signals is perturbing the directional part of the filters. Therefore, the quadrature output depends on
the relative phase between g1 and g2 . Given the quadrature condition of
Dk , either Dk (n̂di ) or Dk (−n̂di ) will be zero. Thus, assuming that there
is only signal activation through the angular part given by Dk (n̂di ), the
quadrature filter output can be written as


qf k (x) = A(x) Dk (n̂d1 )eiϕ1 (x) + c(x)Dk (n̂d2 )eiϕ2 (x) ,
(3.49)
where A(x) =

|gA (x)|
.
2

Let us consider the following three cases

1. Case 1 (g1 and g2 are in phase): ϕ1 (x) = ϕ2 (x) = ϕ(x). The filter
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response can be written as
qf k (x) = A(x)eiϕ(x) (Dk (n̂d1 ) + c(x)Dk (n̂d2 )) .

(3.50)

The magnitude of the quadrature output is given by
qfk (x) = A(x) (Dk (n̂d1 ) + c(x)Dk (n̂d2 )) .

(3.51)

2. Case 2 (g1 and g2 are in quadrature): ϕ2 (x) = ϕ1 (x) + π/2. The
filter response can be written as
qf k (x) = A(x)eiϕ1 (x) (Dk (n̂d1 ) + ic(x)Dk (n̂d2 )) .

(3.52)

The magnitude of the quadrature output is given by
p
qfk (x) = A(x) Dk (n̂d1 )2 + c(x)2 Dk (n̂d2 )2 .

(3.53)

3. Case 3 (g1 and g2 are in antiphase): ϕ2 (x) = ϕ1 (x) + π. The filter
response can be written as
qf k (x) = A(x)eiϕ1 (x) (Dk (n̂d1 ) − c(x)Dk (n̂d2 )) .

(3.54)

The magnitude of the quadrature output is given by
qfk (x) = A(x) |Dk (n̂d1 ) − c(x)Dk (n̂d2 )| .

(3.55)

When Dk (n̂d1 ) = c(x)Dk (n̂d2 ) the filter output is zero and the output
fades out.
As we can see from these results, depending of the relative phase between the i1D signals that forms the i2D neighborhood, the quadrature
output fades out due to mutual interference. Sudden drops in the magnitude of the quadrature output for a given orientation may cause that the
LST given by eq. (3.37) leaves the non-linear subspace of PSD tensors.
Moreover, this behavior depends on the relative orientation of the underlying i1D signals and the orientation of the filter n̂k . This means that the
LST loses the rotational invariance principle, i.e. if the i2D signal is rotated, the LST field obtained from the rotated signal may be different that
the LST field obtained from the original signal. These two drawbacks,
namely, the lacks of PSD character and rotational invariance, will lead
us to propose a new estimation process that would contemplate complex
neighborhoods.
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Choosing for the directional part of the quadrature filter eq. (2.84),
the output magnitude from a quadrature filter in direction n̂k becomes for
each case
1. Case 1 (g1 and g2 in phase)


qfk (x) = A(x) (n̂Tk n̂d1 )2 + c(x)(n̂Tk n̂d2 )2 ;

(3.56)

2. Case 2 (g1 and g2 in quadrature)
q
qfk (x) = A(x) (n̂Tk n̂d1 )4 + c(x)2 (n̂Tk n̂d2 )4 ;

(3.57)

3. Case 3 (g1 and g2 in antiphase)
qfk (x) = A(x)|(n̂Tk n̂d1 )2 − c(x)(n̂Tk n̂d2 )2 |,
where A(x) =

(3.58)

|gA (x)|
.
2

Positive semidefinite matrix cone
The set of PSD matrices is a subclass of the convex set C of symmetric
matrices invariant under orthogonal similarity [88]:
U T CU = C

for all orthogonal U.

(3.59)

Let L(n) denote the space of real symmetric n×n matrices, and let L(n)+
denote the positive semidefinite cone. The faces of the PSD cone form
the boundaries of the convex set.

Theorem 3.4.1. (Positive semidenite cone) The exposed faces of the
positive semidenite cone, L(n)+ , are the sets


VT



W
0

0
0




V |W ∈ L(m)+ ,

where the matrix V is orthogonal and 0 ≤ m ≤ n,
The proof can be found in [88]. The PSD cone theorem allows us to
conclude the faces of the PSD tensor cone is given by the tensors with
zero eigenvalues. For example, for 3D signals, the LST is a 3 × 3 matrix.
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The faces of the LST is given by the tensors



λ1 0 0
λ1
T1 = VT  0 0 0  V and T2 = VT  0
0 0 0
0

0
λ2
0


0
0  V,
0

corresponding to planar-like and line-like structures respectively.
The LST should be inside the PSD cone. Recalling eq. (3.37), the
tensor is formed by a linear combination of basis tensors Mk that have
the property of being indefinite. Therefore, the coefficients qfk have to
follow some restrictions for T to be PSD.
Given a linear combination of L PSD matrices
T=

L
X

ci Pi ,

with Pi ∈ L(n)+ ,

i=0

T is PSD if ci are strictly positive (ci > 0). This is a sufficient but not
necessary condition. By definition qfk fulfills these conditions. However,
in the case of LST estimation, the linear combination is given by indefinite
matrices. Therefore, an additional restriction is needed to preserve the
PSD character. The restriction is that the coefficients, qfk , have to be
somehow coupled above a given level. Any drop below the level will make
the tensor T leave the PSD cone.

Orthogonal i1D signals
The magnitude of the quadrature filter outputs can be particularized for
the i2D model (3.40) when the i1D signals are orthogonal. In this case
the expression for the three cases under consideration are
1. Case 1 (g1 and g2 in phase)


qfk (x) = A(x) cos2 (θ) + c(x) sin2 (θ) ;

(3.60)

2. Case 2 (g1 and g2 in quadrature)
q
qfk (x) = A(x) cos4 (θ) + c(x)2 sin4 (θ);

(3.61)
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3. Case 3 (g1 and g2 in antiphase)
qfk (x) = A(x)| cos2 (θ) − c(x) sin2 (θ)|,

(3.62)

where θ is the angle that n̂ and nk forms. It is possible to particularize
this expression even more by considering that A(x) = 1 and the two
underlying i1D signals are equally powerful c(x) = 1, then:
1. Case 1 (g1 and g2 in phase)
qfk (x) = 1;
2. Case 2 (g1 and g2 in quadrature)
r
1−

qfk (x) =

1
sin2 (2θ);
2

(3.63)

(3.64)

3. Case 3 (g1 and g2 in antiphase)
qfk (x) = | cos(2θ)|.

(3.65)

Figure 3.2 shows the variation of the quadrature output with respect to
θ for the three cases under consideration. Figure 3.2a shows the case
when we have an i1D signal as we analyzed in the previous section. In
this case, the variation of the quadrature output is proportional to cos2 (·).
Figure 3.2b-d shows the i2D signal cases. When the signals are in antiphase (figure 3.2d) the quadrature output fades out for θ = π/4. This
implies that the tensor might leave the PSD cone. In order to study the
situations when the tensor leaves the PSD cone, we are going to analyze
the resulting tensor for 2D signals.

3.4.4

The 2D particularization

We are going to particularize our discussion to 2D signals. In this case,
the LST is created by the linear combination of three quadrature filters
oriented along the equally distributed directions n̂1 , n̂2 , n̂3 given by table 3.1. The dual tensor basis associated to the outer product of these
directions are derived in Appendix B yielding
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Figure 3.2: Variation of quadrature lter output with direction n̂k with respect

to θ = arccos(n̂Tk n̂) for (a) i1D signal and (b)-(d) i2D signals
following model (3.40). The underlying signals g1 and g2 are in
phase (b), quadrature (c) and antiphase (d).
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(3.66)

Therefore the LST for a given location x can be written as
T = qf1 M1 + qf2 M2 + qf3 M3 .

(3.67)

We are interested in i2D signals that follow the model (3.40). The two
underlying i1D signals are oriented along the orthogonal directions n̂ and
n̂⊥ . We can parameterize the relative orientation of the i2D signal and
the quadrature filters orientation by a angle φ such as φ = arccos(n̂1 ·
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n̂). φ is the angle between the i1D signal with orientation n̂ and the
quadrature filter with orientation n̂1 . Given that the frame of quadrature
filter orientations is fixed, it is straightforward to conclude that
φ−

π
= arccos(n̂2 · n̂)
3

φ−

2π
= arccos(n̂3 · n̂).
3

Then φ parameterizes the relative position of the signal with the quadrature filters and therefore the LST. Equation (3.67) can be rewritten as a
function of φ
T(φ) = qf1 (φ)M1 + qf1 (φ −

2π
π
)M2 + qf1 (φ −
)M3 .
3
3

(3.68)

Note that the quadrature outputs are a rotated version of the first component qf1 (φ).
The quadrature output qf1 for the signal model (3.40) is given by eq.
(3.60)-(3.62) for the three cases under consideration. Assuming that
A(x) = 1, the quadrature output is parameterized by c(x) (relative energy between the i1D signals g1 and g2 ). Therefore, the LST depends on
two parameters

T(φ, c) = qf1 (φ, c)M1 + qf1 (φ −

π
2π
, c)M2 + qf1 (φ −
, c)M3 .
3
3

(3.69)

We have investigated the variation of the eigenvalues λ1 and λ2 of
T(φ, c) over the parameterized space for the three cases. Figure 3.3
shows the results. The analysis of these results deserves special attention for each individual case.
• Case 1: this is the ideal LST in complex neighborhoods. The largest
eigenvalue, λ1 , is constant and rotational invariant to the signal orientation with respect to the filter orientations. λ1 is proportional
to the signal energy A(x). The lowest eigenvalue λ2 encodes the
neighborhood uncertainty given by the relative signal strength of g2 .
As it can bee seen, λ2 is linear with c and invariant to φ.
• Case 2: if the signals that form the complex neighborhood start to
dephase one respect to the other, the invariance with respect to φ
is lost both in λ1 and λ2 . This can be seen when the signals are
in quadrature. The linearity with c is lost as well so distortions are
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Figure 3.3: Variation of λ1 and λ2 for i2D signals with respect to φ and c. The

variation is analyzed for three cases: case 1 (g1 and g2 in phase),
case 2 (g1 and g2 in quadrature) and case 3 (g1 and g2 in antiphase).
λ1 and λ2 are π/3 periodic in φ axis. Case 3 shows the pathology
of complex neighborhoods; λ2 becomes negative when the relative
strength of the signals goes under a limit and the orientation of g1
aligns with the lters.
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Figure 3.4: Level curves for λ2 . (a) case 1, (b) case 2 and (c) case 3

present. For c = 1 an isotropic tensor would be desired, however λ2
only reaches 0.75 level. The cancellation of the i1D signals makes
the isotropy character be lost. Yet the tensor still fulfills the PSD
property.
• Case 3: when the i1D signals are in antiphase, the pathologies
achieved the maximum expression. The variance with respect to φ
is clearly severe and the variation with c is not linear at all. However,
the most relevant feature in this case is the lack of PSD. λ2 has two
wells where the eigenvalue becomes negative. This is a feature that
violates the tensor representation requirements. λ2 achieves two
local minima for φ = 0 and φ = π/3. This local minima correspond
with the angles where one of the i1D signal aligns with one of the
filter direction. The negative behavior spans throughout a range of
c. If the ratio between the two i1D signals is high or low enough,
the tensor preserves the PSD character due to enough isotropy or
enough presence of main orientation respectively.
Figure 3.4 shows the level curves for λ2 . These curves stress the comments about lack of invariance, distortion and lack of positive semidefiniteness. The zero level curve that is plotted in figure 3.4c shows the
faces of the PSD cone for the parametric space. The variation of the
eigenvalues with φ has a periodicity of π/3. This periodicity is given for
the angular difference between consecutive quadrature filter directions.
For illustrative purposes, we have corroborated the theoretical analysis presented in this section by means of a synthetic image. A 2D signal
has been constructed as the superposition of two orthogonal cosine gratings oriented along [1, 0]T and [0, 1]T with normalized frequency 12 . The
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relative amplitude has been set to 14 ,

 
 
1
1
1
f (x, y) = 2 cos
x + cos
y
.
2
4
2

(3.70)

This function has been sampled in a 128 × 128 grid. The LST has been
computed using three log-normal partial quadrature filters oriented along
the directions given by table 3.1. The parameters of the quadrature filters
are: ρs = 12 and B = 2. From the resulting tensor field, the eigenvalue
images have been computed.
The results are shown in figure 3.5. Figure 3.5a shows the signal given
by eq. (3.70). A detail view of the original signal is shown in figure 3.5b
with a representation6 of the corresponding LST field. Those tensors with
negative eigenvalues have been highlighted in red. The eigenvalues of
the tensor field, λ1 and λ2 are shown in figures 3.5c and 3.5d respectively.
These images validate the numerical analysis summarized in figure 3.3.
λ2 oscillates between 14 and − 14 depending on whether the underlying
i1D cosine signals interfere in phase or antiphase. Another detail of the
variation of the original i2D signal and the eigenvalues is shown in figure
3.6.

3.5 Local structure tensor for complex neighborhoods
3.5.1

Tensor relaxation

The traditional way of dealing with complex neighborhoods has been by
means of tensor relaxation. A proper estimation of the LST for a given
location is computed as an averaging of the neighbor tensors. In general,
the averaging of a tensor field with a lowpass filter, a, can be written
as [53]
X
Tlp (x) =
a(xi )T(x − xi ) = a(x) ∗ T(x).
(3.71)
xi ∈δ(x)

Assuming that T(x) are PSD tensors, a conservative condition to keep
the result in the PSD cone is that a(x) > 0. Due to the linear proper6 Tensors are usually depicted as ellipses whose axes are given by the tensor eigenvectors and the length of the axes is given by the eigenvalues.
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(a)

(b)

(c)

(d)

Figure 3.5: LST for a pathological i2D neighborhood. (a) Original image. (b)
Detail view of the image with the LST plotted as ellipses. Tensors
with negative eigenvalues are shown in red while PSD tensors are
shown in blue. (c) λ1 image for the detail view and (d) λ2 image
for the detail view.
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ties of the averaging operation, the convolution process can be seen as
independently filtering each tensor component with the lowpass filter a.
The averaging is explicitly included in the estimation of the LST based
on gradient methods —see eq. (3.23). In this case, the averaging is
intended to provide a full rank tensor representation. By definition, the
tensor obtained from the outer product of gradients is a tensor of rank
1 whose principal eigenvector points at the direction of the gradient. In
order to obtain a full rank tensor in complex neighborhoods, the tensor is
averaged by a Gaussian filter Gσ2 —see eq. (3.24). A linear combination
of rank 1 tensors pointing at different directions yields a full rank tensor
that represents the complexity of the neighborhood. From a least square
perspective, the averaging can be seen as an estimator of the autocovariance of the data. This means that for a given measure of the LST,
the gradient methods need to average over a neighborhood in order to
achieve a good estimation of the autocovariance.
For the LST based on quadrature filters —see eq. (3.37)—, the averaging is required as a postprocessing to regularize the result and avoid
pathologies associated to neighborhoods that do not follow the i1D model.
By means of averaging, the PSD character can be preserved and restored, although it is not guaranteed.
The effects of the averaging for recovering the PSD character of the
tensor can be illustrated by elaborating on the example given in Section
3.4.4. Assuming that the averaging neighborhood is big enough to encompass the tensors that correspond to the three cases of interference
of the i1D signals, the average tensor yields
1
(Tcase1 + Tcase2 + Tcase3 )
3
!
" 3
#
K
1 X X
qfkl Mk ,
=
3

Tav =

k=1

(3.72)

l=1

where l indexes the three interference cases. This result shows that averaging, given the linear property of the LST, is equivalent to average the
quadrature output for each direction. Potential fadings in the quadrature
filter output are regularized by averaging the result over a neighborhood
for the same direction. For a 2D signal, the filtered LST is parameterized
by φ and c as we saw in the previous section. The eigenvalues of Tav in
the parameterized space are shown in figure 3.7. This result has been
computed by evaluating the analytical quadrature filter output for each
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Figure 3.7: Variation of λ1 and λ2 for i2D signals with respect to φ and c for
the average tensor Tav .

case, averaging them, constructing the LST by weighting the dual basis
with the average quadrature output and extracting eigenvalues of the resulting tensor. Both figure 3.7a and 3.7b show that by means of averaging
the invariance with φ is lost as well as the linearity with c. Nevertheless,
the eigenvalues are strictly positive and a PSD tensor is achieved. In a
real situation, a neighborhood will not encompass the three interference
cases; therefore, averaging, while alleviating the problem, will not guarantee the PSD condition.
Tensor relaxation is also used to reduce noise and regularize the result
based on the hypothesis that the local orientation is a characteristic that
spatially varies smoothly.

3.5.2

Quadrature filter expectation

From a statistical point of view, tensor relaxation can be seen as an estimator of the expectation of the LST. Assuming that the tensor is computed
from a stochastic process, an estimation of the LST in a given location
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would be given by
T̃(x) = E {T(x)} =

K
X

E {qfk (x)} Mk .

(3.73)

k=1

In a traditional tensor relaxation framework, the expected value of a
quadrature filter output is computed as
E {qfk (x)} =

L
X

a(xl )qfk (xl ),

xl ∈ δ(x),

(3.74)

l=1

where a is a kernel window, typically a Gaussian function. This linear
estimator of the expected qfk (x) is only optimal if the magnitude of the
quadrature filter output can be modeled as a Gaussian process. In this
section, we will see that this is not a feasible assumption and a statistical
model for the quadrature outputs will be devised. It is important to note
that in this section we are going to consider the quadrature filter outputs
as random variables; then, a stochastic approach will be followed as opposed to the standard deterministic point of view that we have been using
so far.
Let f (x) be a stochastic process such that
f (x) = g(n̂T x) + η(x),

(3.75)

where g(t) is an independent and identically distributed (i.i.d.) stationary
Gaussian stochastic process and η(x) is a zero mean i.i.d. stationary
Gaussian noise process. Both g and η are mutually independent processes. n̂ is the orientation of the signal; we are going to assume that n̂
is the realization of a random vector independent of g and η and uniformly
distributed in the unit n-sphere. Then for a given location x we can say
that
g(n̂T x) ∼ N (µg , σg ) and η(x) ∼ N (0, ση )

Assuming the stochastic model given by eq. (3.75), an optimal estimator of the expectation of the quadrature filter outputs can be formulated.
Let us proceed to derive the stochastic model for the quadrature outputs.
Then, a maximum likelihood estimator will be presented.
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Quadrature filter statistics
The output of the quadrature filter with direction n̂k of the signal f is a
complex number. The real and imaginary part are given by
Re {qf k (x)}
Im {qf k (x)}

= g(n̂T x) ∗ Re {qk (x)} + η(x) ∗ Re {qk (x)} , (3.76)
= g(n̂T x) ∗ Im {qk (x)} + η(x) ∗ Im {qk (x)} . (3.77)

Re {qf k (x)} and Im {qf k (x)} can be seen as a combination of independent an identically distributed Gaussian variables, so the result is as well
Gaussian with zero mean due to the property that the quadrature filters
eliminate the DC component.
q
Re {qf k (x)} ∼ N (0, σq2g ) + N (0, σq2η ) ∼ N (0, σq2g + σq2η ) (3.78)
k
k
k
k
q
2
2
2
2
Im {qf k (x)} ∼ N (0, σqg ) + N (0, σqη ) ∼ N (0, σqg + σqη ).(3.79)
k

k

k

k

σqkg is the standard deviation of the part of the quadrature filter output associated to the i1D signal process. This value depends on the relative
orientation between the signal, n̂, and the quadrature filter, n̂k . σqkη is
the standard deviation of the part of the quadrature filter output associated to the additive noise process. Both real and imaginary parts of the
quadrature output are a Gaussian process with zero mean and variance
σq2g + σq2η . Then, qf k (x) is a complex Gaussian process.
k

k

The magnitude of the quadrature filter output is given by
q
2
2
qfk (x) = Re {qf k (x)} + Im {qf k (x)} .

(3.80)

It is well-known that the statistics of the envelope of a complex Gaussian process with independent components is a Rayleigh distribution with
parameter σqfk [114] such that
q
σqfk = σq2g + σq2η .
(3.81)
k

k

Then, the probability density function of qfk (x) is
2

p(qfk (x); σqfk ) =

(x)
qfk (x) − qf2σkqf
k .
e
σqfk

(3.82)

It is worth noting that the relative orientation of the signal with the quadra-
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ture filter orientation changes σqfk ; therefore, the dispersion of the Rayleigh
distribution carries the information about orientation.
The expectation of qfk (x) is
r
E {qfk (x)} =

π
σqfk .
2

(3.83)

Maximum Likelihood Estimator
Recalling eq. (3.73), the expectation of the LST is given by the expectation of the quadrature filter outputs. This expectation depends on the
parameter σqfk that, as we have seen, carries the information about the
orientation of the signal with respect to the filter orientation. The parameter σqfk can be estimated using a maximum likelihood estimator (MLE).
The solution is given by
σ̃qfk = arg max L (p(qfk (x); σqfk ))
σqfk

= arg max log
σqfk

L
Y

p(qfk (xl ); σqfk ).

(3.84)

xl ∈δ(x)

The maximization of the log-likelihood of a Rayleigh distribution is a wellknown result that yields
s
PL
2
xl ∈δ(x) qfk (xl )
,
(3.85)
σ̃qfk (x) =
2L
where L is the number of samples use for the estimation.
Therefore, the expectation of the LST is given by
s
PL
r K
2
X
π
xl ∈δ(x) qfk (xl )
Mk .
TM L (x) =
2
2L

(3.86)

k=1

TM L can be seen as the optimally-relaxed tensor in the maximum likelihood sense assuming the signal model (3.75).
The performance of this estimator can be assessed by assuming that
the neighborhood is big enough to encompass the three cases of inter-
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Figure 3.8: Variation of λ1 and λ2 for i2D signals with respect to φ and c for
the average tensor TM L .

ference. In this case, the LST is computed as
s
P3
r K
2
X
π
l=1 qfkl
TM L =
Mk .
2
2·3

(3.87)

k=1

For 2D, TM L can be computed analytically using the results (3.60)-(3.62).
The eigenvalues of TM L are plotted in figure 3.8. A direct comparison
with the results presented in figure 3.7 show the superiority of the MLE
compared to a normal average. The invariance of TM L eigenvalues with
respect to φ is considerably improved comparing figures 3.8 and 3.7. The
linearity with respect to c for λ2 is remarkably better for TM L as well.
λ1 exhibits a flatter behavior for TM L than for Tav as seen in figures 3.8a
and 3.7a. In general, the results shown in figure 3.8 tend to the ideal case
shown in the first row of the figure 3.3 The PSD character of the tensor
is restored as shown in figure 3.8b. However, it is not possible to guarantee this behavior if all the tensors in the neighborhood belong to the
case where the underlying signals are in antiphase. In summary, we can
conclude that the ML estimation of the LST is superior to an averaging.
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3.5.3

Frames

If the relaxation of the tensor allows us to reduce noise as well as to
regularize the PSD character, increasing the number of orientations of the
quadrature filters used to compute the tensor is another way to achieve
regularization.
Increasing the number of orientations implies that the LST is computed
as a linear combination of dual tensor basis greater than the dimensionality of the space. The tensor basis constitutes in this case a frame. The
frame concept refers to an extension of the basis concept allowing for
redundancy. Contrary to bases, these linearly dependent basis systems
contain more basis tensors than dimensions of the space described. Note
that frames do not necessarily need to be redundant or orthogonal. The
frame concept was introduced by Duffin and Schaeffer in 1952 and is a
highly used in the wavelet literature [29].
As before, the LST is computed using eq. (3.37) but the number of
quadrature filter K varies. For n = 2, K > 3, for n = 3, K > 6 and so on.
To illustrate the effects of increasing the number of tensor basis we are
going to rework the 2D example we have been using so far. In this case,
the quadrature filter directions are going to be equally distributed within
[0, π). The directions of the filters are
 T

 
kπ
kπ
, sin
,
n̂k = cos
K
K

k ∈ [0, K − 1].

(3.88)

From this set of directions it is possible to compute the dual basis of the
outer product Nk using the method explained in Appendix B. Assuming
the i2D model (3.40), the kth quadrature filter output, qfk (x), is given by
eqs. (3.60)-(3.62) when θ = φ − kπ
K . In this case, the LST is parameterized by three terms: φ, c and K. We have analytically computed the LST
for K = 3, . . . , 10 and for each case of interference. For each tensor the
eigenvalues have been extracted. The results for case 3 are shown in
figure 3.9 for different K. We focus on case 3 because this case presents
the greatest distortions due to interference in antiphase between the underlying i1D signals. Clearly, the increase in the number of directions
improves the resulting tensor in terms of eigenvalues. K = 3 is the minimum number of filters required to estimate the LST. Due to interference,
the quadrature outputs can drop below a certain level, introducing distortion in the LST. When the number of filters is increased, fadings in one of
the filters outputs have much less weight in the overall tensor construc-
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tion. In this sense the distortions are alleviated as shown in figure 3.9.
The invariance with φ is recovered as K increases. At the same time, λ2
shows a linear behavior with c as desired. However, there are still residual
locations where λ2 is negative. This part asymptotically tends to zero as
the number of filter increases. Regarding λ1 , the invariance with respect
to c is not totally achieved even when the number of filters increase. This
can be explained if we consider that when the interference is in antiphase
the total energy measured by the all the filters is less than when the signals are in phase. As the i2D signal becomes more i1D, i.e. c decreases,
the interference reduces and λ1 tends to 1 as expected.
The results for case 1 and case 2 can be seen in Appendix D. Increasing the number of filters does not affect case 1 as desired. Meanwhile,
case 2 improves recovering the slight distortions presented in this case.
The advantage of using dual tensor frame instead of basis compared
to tensor relaxation is that the frame approach is much more localized in
space. Frames achieve similar results, and often better, than relaxation
techniques by increasing the number of quadrature outputs for each location x. On the other hand, relaxation techniques estimate the tensor at
location x by applying a given operator over the neighbor tensors. The
aforementioned advantage unveils the main shortcoming of the frame
approach. The increase in the number of quadrature outputs per location increases the computational complexity of this approach compared
to tensor relaxation. In 2D, tensor relaxation requires 3×2 convolutions to
compute the quadrature outputs7 and 3 convolutions to relax the magnitude of the quadrature outputs. Then a total of 9 convolutions are needed.
On the other hand, the approach based on frames requires 12 × 2 convolutions for 12 directions. Then a total of 24 convolutions are needed.

3.5.4

Eigenvalue transformation

An alternative way to circumvent the lack of PSD is to apply operations
in the spectral domain. There has been a great amount of discussion
about the way of fixing negative eigenvalues. In this section, we want to
shed some light on this discussion. Dealing with complex neighborhoods
implies two effects: distortions in the space of parameters φ and c and
the lack of positive definiteness. Forgetting about the former, it is clear
that the presence of negative eigenvalues violate one of the axioms of
7 The quadrature lters in the spatial domain are complex lters, so for each direction
two convolutions are needed.
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Figure 3.9: Variation of λ1 and λ2 for i2D signals with respect to φ and c for

dierent number of dual tensor basis K . The variation is analyzed
for the case 3 (g1 and g2 in antiphase). Case 3 shows the pathology
of complex neighborhoods; λ2 becomes negative when the relative
strength of the signals goes under a limit and the orientation of g1
aligns with the lters. When the number of dual basis increases,
the distortions moderate.

101

Chapter 3. Local Structure

the LST. Therefore, several attempts have been carried out to bring the
tensor back to the allowed subspace. This attempts directly work on the
eigenvalues of the tensor. The two main operations that can be applied
are:
• round negative eigenvalues to zero and
• take the absolute value of the eigenvalues.
Needless to say that neither of these attempts are enough to recover
from the distortions, however they provide a PSD local structure tensor.
The question that remains open is which of these approaches should be
preferred, if any.
Rounding negative eigenvalues to zero has a minimization motivation.
For those tensors that leave the PSD cone, we can try to bring them back
by minimizing the distance between the tensor and the PSD cone faces
T̂ = arg min kT − TL+ k
T

whereTL+ ∈ L+

(3.89)

It is straightforward to prove that the result of this minimization problem
is to project the tensor onto the PSD cone faces. As it was stated by
theorem 3.4.1, the PSD cone faces are constituted for the tensor with zero
eigenvalues. Then, T̂ is given by the tensor that has the same positive
eigenvalues that T and the negative eigenvalues of T are rounded to
zero. Therefore, if T is the LST of a nD signal with m positive eigenvalues
and n − m negatives then
T̂ =

m
X

λi êi .

(3.90)

i=1

The effects of projecting the tensor on the PSD cone faces can be analyzed by means of the 2D case that we have been using to illustrate our
results. The only case that is affected by this operation is case 3. Figure
3.10a shows how λ2 is transformed under this operation. Although a PSD
tensor is achieved, the distortions are still evident and the solutions are
far away from the ideal result given by the first row of Figure 3.3.
Once the tensor leaves the PSD cone due to interference between the
i1D signals, it is not clear that the tensors belonging to the PSD cone
faces should be favored with respect to the tensors inside the cone. Indeed, the chances that a tensor that has left the subspace comes from
a tensor inside the cone are higher than the chances of the same tensor
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Figure 3.10: Level curves for

λ2 . (a) rounding negative eigenvalues to zero
and (b) taking the absolute value of the eigenvalues

to come from the face. This is the motivation that leads to the solution
based on the absolute value of the eigenvalues. In this sense, once the
structure tensor has been estimated, the tensor is rectified by
T̂ =

n
X

|λi |êi .

(3.91)

i=1

The effects of this solution can be visualized in Figure 3.10b.

From the results shown in Figure 3.10 we can conclude that neither
approach will allow us to recover the original LST. However, the absolute
value provides a solution that is closer to the ideal surface. This allow
us to conclude that the absolute value should be considered a more desirable solution than rounding to zero the eigenvalues, if this is the only
affordable approach. As we have seen in the previous sections, relaxing
tensors ,by means of averaging or ML estimation, or increasing the number of directions are more accurate and proper ways of dealing with both
the distortions and the lack of positive definiteness.
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3.6 Generalized local structure tensor
As we have seen so far, the LST based on partial quadrature filters is a
proper estimation procedure as long as i1D signals are concerned. For
complex neighborhoods, several distortions due to mutual interference
between the underlying signals make the estimation fail. One of the main
problems is associated to the lack of positive definiteness for given cases
of interference.
The LST based on partial quadrature filters relies on estimating the
energy of the signal based on the analytic signal. As we have seen in
chapter 2, the analytic signal is not properly defined for signals with dimensionality greater than one by means of a complex number. A new
definition based on the monogenic signal has been proposed to properly
generalized the concept of analytic signal. This new definition has led us
to introduce a set of quadrature filters referred to as generalized quadrature filters. It may seem reasonable to construct the structure tensor as a
linear combination of basis tensor with coefficients given by the generalized quadrature filters —eq. (2.86). Then, the generalized local structure
tensor (GLST) is given by
T=

K
X

kqf k (x)kMk ,

(3.92)

k=1

where qf is a vector of real values obtained from filtering the signal f
with a partial generalized quadrature filter. This new definition takes advantage of the monogenic signal as the proper representation of the local
phase of the signal f (x). In this section, we are going to prove that eq.
(3.92) is well-defined for simple signals. We will then analyze the advantages of using this generalized approach with complex neighborhoods.

3.6.1 i1D signals
In Section 3.3.2 we have showed that for a i1D signal the covariant components of the LST are given by
|qf k (x)| = A(x)(n̂T n̂k )2 ,

(3.93)

where n̂ is the direction of the i1D signal and n̂k is the main eigenvector
of the tensor basis.
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Let us prove that the output of a partial generalized quadrature filter,
Qk (u), fulfills the condition (3.93). The generalized quadrature output at
location x for a i1D signal is

1
(2π)n

Z

G(n̂T u)δn̂line (u)Qk (u)eiu

T

x

du

Z
u 
T
−i kuk
1
T
line
qf k (x) =
G(n̂ u)δn̂ (u)R(ρ)Ok (u)
eiu x du.
1
(2π)n Rn

qf k (x) =

Rn

(3.94)

The integral only has to be evaluated in u = ±ρn̂, then

Z ∞
T
1
−in̂
qf k (x) =
Ok (n̂)
R(ρ)G(ρ)ein̂ xρ dρ
1
2π

 Z 0∞

T
in̂
R(ρ)G(−ρ)e−in̂ xρ dρ .
1
0

(3.95)

The integral parts are related to the analytic signal of g as it was pointed
out in Section 3.3.2 —see eq. (3.32). Then





1
−in̂
in̂
Ok (n̂) a(n̂T x)
+ a∗ (n̂T x)
(3.96)
qf k (x) =
1
1
2π

The magnitude of the quadrature filter output is given by
kqf k (x)k2 =
=

1 2
O (n̂)
2π k



ia∗ n̂ − ian̂
a + a∗

H 

ia∗ n̂ − ian̂
a + a∗



(3.97)

Ok2 (n̂)a∗ (n̂T x)a(n̂T x).

Choosing for the direction part Ok eq. (2.86) with a = 1, the magnitude of
the filter yields
kqf k (x)k = A(x)Ok (n̂) = A(x)(n̂T n̂k )2 .

(3.98)

From this result, it is possible to conclude that the partial generalized
quadrature filter can be used to compute the covariant components of the
GLST as long as i1D signals are involved.
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3.6.2 i2D signals
Following the same reasoning than in Section 3.4, we are going to study
the output of the quadrature filters when the signal f follows the i2D signal
model given by eq. (3.39). Filtering this signal with a partial generalized
quadrature filter Qk (u) yields
Z

T
1
qf k (x) =
G1 (n̂Td1 u)δn̂line
(u) + G2 (n̂Td2 u)δn̂line
(u) Qk (u)eiu x du
d1
d2
n
(2π) Rn
Z

1
=
G1 (n̂Td1 u)δn̂line
(u) + G2 (n̂Td2 u)δn̂line
(u)
d1
d2
n
(2π) Rn

u 
T
−i kuk
R(ρ)Ok (u)
eiu x du
1

(3.99)
The integral only has to be evaluated in u = ±ρn̂, then

Z ∞

T
1
−in̂d1
Ok (n̂d1 )
R(ρ)G1 (ρ)ein̂d1 xρ dρ
qf k (x) =
1
2π
0
Z ∞

T
in̂d1
R(ρ)G1 (−ρ)e−in̂d1 xρ dρ
+Ok (−n̂d1 )
1
 Z 0∞

T
−in̂d2
R(ρ)G2 (ρ)ein̂d2 xρ dρ
+Ok (n̂d2 )
1

 Z0 ∞

T
in̂d2
+Ok (−n̂d2 )
R(ρ)G2 (−ρ)e−in̂d2 xρ dρ
1
0

(3.100)

As it was already pointed out in Section 3.4.3, the integrals are related
to the analytic signal of g1 and g2 evaluated in n̂Td1 x and n̂Td2 x respectively.

qf k (x) =

1
2








−in̂d1
in̂d1
g1A (x) + Ok (−n̂d1 )
g1∗A (x)
1
1





−in̂d2
in̂d2
∗
+Ok (n̂d2 )
g2A (x) + Ok (−n̂d2 )
g2A (x)
1
1

Ok (n̂d1 )

(3.101)
Taking into account that Ok is an even function (see Section 2.7.3) and
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the analytic signals can be rewritten in phasor notation, the quadrature
filter output yields
 

|g1A (x)|
n̂d1 ei(ϕ1 (x)−π/2) + e−i(ϕ1 (x)−π/2)
Ok (n̂d1 )
+
qf k (x) =
eiϕ1 (x) + e−iϕ1 (x)
2



|g2A (x)|
n̂d2 ei(ϕ2 (x)−π/2) + e−i(ϕ2 (x)−π/2)
Ok (n̂d2 )
.
eiϕ2 (x) + e−iϕ2 (x)
2

(3.102)
Given that the sum of complex conjugated exponentials is related to the
real part of the complex exponential, the quadrature filter output can be
finally written as



sin(ϕ1 (x))n̂d1
+
qf k (x) = |gA (x)| Ok (n̂d1 )
cos(ϕ1 (x))


(3.103)
sin(ϕ2 (x))n̂d2
c(x)Ok (n̂d2 )
cos(ϕ2 (x))
where |gA (x)| = |g1A (x)| and |g2A (x)| = c(x)|gA (x)|.

From this result, the magnitude of the quadrature output can be computed. By taking the inner product of qf k , we can write
kqf k (x)k2 =qf k (x)T qf k (x) =
|gA (x)|2 kOk (n̂d1 ) sin(ϕ1 (x))n̂d1 + c(x)Ok (n̂d2 ) sin(ϕ2 (x))n̂d2 k2 +


!
2
Ok (n̂d1 ) cos(ϕ1 (x)) + c(x)Ok (n̂d2 ) cos(ϕ2 (x))
.

(3.104)
Expanding this result and simplifying terms yields
kqf k (x)k2 = |gA (x)|2 Ok2 (n̂d1 ) + c2 (x)Ok2 (n̂d2 ) + 2c(x)Ok (n̂d1 )Ok (n̂d2 )


sin(ϕ1 (x)) sin(ϕ2 (x))n̂Td1 n̂d2

!

+ cos(ϕ1 (x)) cos(ϕ2 (x)) .

(3.105)
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This result draws an interesting conclusion and it is that the magnitude of
the quadrature filters now depends on the relative orientation of the i1D
signals and the relative phase between the signals. To analyze in more
detail the consequence of this expression we are going to study three
cases depending on the relative phase between the signals. Before proceeding, we are going to consider that A(x) = |gA (x)| and the directional
part of the filter is given by Ok (n̂d ) = (n̂Tk n̂d )2 . Then,
1. Case 1 (g1 and g2 in phase): ϕ2 (x) = ϕ1 (x)
kqf k (x)k2 = A2 (x) (n̂Tk n̂d1 )4 + c2 (x)(n̂Tk n̂d2 )4 + 2c(x)(n̂Tk n̂d1 )2 (n̂Tk n̂d2 )2


2

sin

(ϕ1 (x))n̂Td1 n̂d2


+ cos (ϕ2 (x))

!

2

(3.106)
2. Case 2 (g1 and g2 in quadrature): ϕ2 (x) = ϕ1 (x) +

π
2

kqf k (x)k2 = A2 (x) (n̂Tk n̂d1 )4 + c2 (x)(n̂Tk n̂d2 )4 + 2c(x)(n̂Tk n̂d1 )2 (n̂Tk n̂d2 )2


sin(ϕ1 (x)) cos(ϕ1 (x)) n̂Td1 n̂d2 − 1

!

(3.107)
3. Case 3 (g1 and g2 in antiphase): ϕ2 (x) = ϕ1 (x) + π
kqf k (x)k2 = A2 (x) (n̂Tk n̂d1 )4 + c2 (x)(n̂Tk n̂d2 )4 − 2c(x)(n̂Tk n̂d1 )2 (n̂Tk n̂d2 )2


2

sin

(ϕ1 (x))n̂Td1 n̂d2


+ cos (ϕ1 (x))

!

2

(3.108)
These expressions are directly comparable to those given by eqs. (3.56)(3.58). As in the case of partial quadrature filter, these results are not
phase invariant. Unlike those, the results not only depend on the relative
phase between the i1D signals but also on the absolute phase of g1 .
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Although this can be seen as a drawback, we will see that it turns out
to be an important feature of the generalized quadrature filters that will
allow us to devise a recovery strategy. Moreover, the inner product of the
directions of the i1D signals is presented in the expression. This stresses
the character of the monogenic signal as a representation of the phase
that includes the orientation of the signal.
Following the same steps that we took with the LST based on partial
quadrature filters, the previous expressions can be particularized for the
i2D model (3.40), i.e. when the i1D signals are orthogonal. In this case
n̂Td1 n̂d2 = 0 and the dependency with the inner product of the directions
of the i1D signals is lost. It is interesting to study this case thoroughly
because the higher distortion will be presented when the signals are orthogonal. To be able to draw some conclusions, we will focus on the 2D
case for practical reasons. In this case, the LST is given by 8
T = kqf 1 kM1 + kqf 2 kM2 + kqf 3 kM3 .

(3.109)

The quadrature outputs are parameterized by three variables:
1. φ = arccos(n̂1 · n̂),
2. c and
3. phase of g1 (ϕ1 ).
Therefore, the GLST depends on three parameters
T(φ, c, ϕ1 ) =

3
X
k=1

π
kqf 1 (φ − (k − 1) , c, ϕ1 )kMk .
3

(3.110)

We have studied the variation of λ1 and λ2 over the parameterized space.
For the parameter ϕ1 we have only analyzed four cases:
• Line-like structures: ϕ1 = 0 and ϕ1 = π.
• Edge-like structures: ϕ1 =

π
2

and ϕ1 =

3π
2 .

Figure 3.11 and figure 3.12 show the results for λ1 and λ2 respectively.
Some comments about these results are:
• Distortions are still present through mutual interference between
the i1D signal, however the phase of g1 plays an important role.
8 The methodology and notation follow that used in Section 3.4.4.
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Figure 3.11: Variation of λ1 for i2D signals with respect to φ, c and ϕ1 . The

variation is analyzed for three case: case 1 (g1 and g2 in phase),
case 2 (g1 and g2 in quadrature) and case 3 (g1 and g2 in antiphase). λ1 and λ2 are π/3 periodic in φ axis.
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Figure 3.12: Variation of λ2 for i2D signals with respect to φ, c and ϕ1 . The

variation is analyzed for three case: case 1 (g1 and g2 in phase),
case 2 (g1 and g2 in quadrature) and case 3 (g1 and g2 in antiphase). λ1 and λ2 are π/3 periodic in φ axis.
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Whether g1 is a line-like structure or a edge-like structure, the results vary.
• Regarding case 1, we can appreciate that the invariance is lost for
edge-like structures (ϕ1 = π2 , 3π
2 ). In this case, we have a result
similar to case 2 both for λ1 and λ2 . Although the distortions are
not particularly acute, this can be seen as the main drawback of the
generalized quadrature filters.
• Case 2 presents a homogeneous behavior similar to the partial
quadrature filters regardless of ϕ1 .
• It is interesting to realize that case 3 presents pathologies with linelike structures, but for edge-line structures the results are the same
as for case 2. This is one of the main advantages of the generalized
quadrature filters, given that the presence of negative eigenvalues
is limited to the case of having the two i1D signals in antiphase
and being ϕ1 = 0 or ϕ1 = π. With the partial quadrature filters,
regardless of the phase of g1 , case 3 always turns out to be a case
with negative eigenvalues.
• Looking at the behavior of the filters for ϕ1 = π2 , 3π
2 , i.e. edge-like
structures, both λ1 and λ2 have a similar response regardless of
the case. Despite the response not being ideal, the distortion is not
very severe. This homogeneous behavior between cases constitute
another advantage of the generalized quadrature filters.
In summary, we can conclude that the LST based on generalized quadrature filters (GLST) has less distortions that the LST based on partial
quadrature filters. However, cases still remain where negative eigenvalues occur; therefore, the positive semidefiniteness is not guaranteed. Table 3.2 summarizes the different results.
The theoretical analysis has been tested by means of a synthetic 2D
image. We have used the same signal that we used to analyze the LST
based on partial quadrature filters9
1
1
1
f (x, y) = cos( x) + cos( y).
2
4
2

(3.111)

The GLST has been computed using three log-normal partial generalized
9 Indeed, the signal has been divided by a factor of two to make the results comparable. The generalized quadrature lters give double energy than the partial quadrature
lters.
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Case 1
Case 2
Case 3

0
+
±
−

ϕ1
π
+
±
−

π
2

±
±
±

3π
2

±
±
±

Table 3.2: Behavior of the dierent cases for the GLST depending on the in-

terference between the i1D signals and the phase of the leading
i1D signal, ϕ1 . The code used is: (+) the eigenvalue responses are
ideal (gure 3.3 top row), (±) the eigenvalue responses are slightly
distorted (gure 3.3 middle row) and (−) negative eigenvalues are
present (gure 3.3 bottom row).

quadrature filters. The parameters of the filters are: ρs = 12 and B = 2.
The directions of the filters were those given by table 3.1. Then, the tensors that were computed correspond to the point φ = 0 and c = 41 in
the parameterized space. The results are shown in figure 3.13. These
results can be compared with figure 3.5 to assess the difference between
the LST based on partial quadrature filters and generalized quadrature
filters. Two characteristics must be highlighted. Unlike the partial quadrature filters, the generalized quadrature filters yield a very uniform estimation of λ1 —excluding border effects. Regarding λ2 , negative eigenvalues
are still present, however the number of indefinite tensor gets significantly
reduced in this case. While 40.8% of the tensors are indefinite for figure
3.5b, 24.27% of the tensor are indefinite for figure 3.13b. These comments
allow us to conclude that generalized quadrature filters are a better choice
for local structure estimation.

3.6.3

Phase consistency

Although the LST based on generalized quadrature filters, GLST, shows
better performance than the one based on partial quadrature filters, fundamental pitfalls still remain. In this section, a measure of the phase consistency will be used to develop an improvement of the tensor calculation
procedure by using the monogenic signal.
The monogenic signal of a function f is properly defined for i1D signals. When the monogenic signal is computed using partial generalized
quadrature filters, i.e. using function Ok to get orientation selectivity, the
monogenic signal gives information about the local phase of the strongest
i1D signal along the chosen orientation. Changes in the monogenic sig-
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(a)

(b)

(c)

(d)

Figure 3.13: GLST for a pathological i2D neighborhood. (a) Original image.

(b) Detailed view of the image with the GLST. Tensors with
negative eigenvalues are shown in red and PSD tensors are shown
in blue. (c) λ1 and (d) λ2 images corresponding to the detail view.
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nal between different orientations provide a important clue about the degree of consistency in a neighborhood. Recalling Section 2.7.4, changes
both in the orientation and the local phase of the signal change the resulting monogenic signal fM . Then, changes in the monogenic signal for
different filter directions provide a measure of consistency that can be
used as a certainty measure. For a i2D neighborhood, the monogenic
signal will change for different directions depending on which i1D signal
is picked up.

The phase consistency based on partial generalized quadrature filters
is defined as
PK
k k=1 qf k (x)k2
,
(3.112)
pc(x) = γ PK
2
k=1 kqf k (x)k
where γ is a normalizing factor. Knutsson and Andersson [79] have introduced a similar measure for phase consistency by taking just the magnitude without the square part. As we are going to show, this new measure
is better suited for defining an improved LST expression.

The meaning of the phase consistency is simple. Ideally, for an i1D
neighborhood, the local phase should be the same for all filter directions
n̂k yielding pc = γ. A varying phase due to complex neighborhood will
yield a smaller value.

The phase consistency measure can be somehow related to the phase
congruency measure proposed by Kovesi for 1D signals [80] based on the
results obtained by Venkatesh and Owen [158]. The principle under the
phase congruency measure is that relevant features correspond to signal locations that exhibit maximum congruency in the local phase across
scales. In the case of phase consistency, the consistency is defined by
analyzing the congruency of the local phase, defined through the monogenic signal, for different oriented filters.

It is possible to obtain a close form expression for the phase consistency. It is obvious that for i1D signals the phase consistency equals γ.
Therefore, let us assume the i2D signal model (3.39). Using the results
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devised in the previous section, the numerator of pc can be expanded as
k

K
X

2

qf k (x)k =

k=1

K
X

T

qf k (x)

k=1

K
X

qf k (x) =

k=1
2

|gA (x)|

!2

K
X

Ok (n̂d1 )

K
X

2

+ c (x)

k=1

!2
Ok (n̂d2 )

+

k=1
K
X

2c(x)

!
Ok (n̂d1 )

k=1

K
X

!

!

Ok (n̂d2 ) α(ϕ1 (x), ϕ2 (x)) ,

k=1

(3.113)

where
α(ϕ1 (x), ϕ2 (x)) = sin(ϕ1 (x)) sin(ϕ2 (x))n̂Td1 n̂d2 + cos(ϕ1 (x)) cos(ϕ2 (x)).

(3.114)

On the other hand, the denominator can be expanded as
K
X

kqf k (x)k2 = |gA (x)|2

k=1

K
X

Ok (n̂d1 )2 + c2 (x)

k=1

2c(x)

K
X

Ok (n̂d2 )2 +

k=1
K
X

!
(Ok (n̂d1 )Ok (n̂d2 )) α(ϕ1 (x), ϕ2 (x)) .

k=1

(3.115)

For our purposes, the directional part of the filter is given by Ok (n̂) =
(n̂Tk n̂)2 . Taking into account that the filters have to be evenly distributed
in half of the space (see appendix C), the summations involving the directional part linearly depend on K and do not depend on either the direction
of the filter or the direction of the signal. Table 3.3 summarizes the summation results for 2D signals and 3D signals assuming that the underlying
i1D signals that forms the i2D neighborhood are orthogonal.
Using the results given in table 3.3 and taking into account that the i1D
signals are orthogonal, eq. (3.112) can be rewritten as
pc(x) = γ

K 1 + c2 (x) + 2c(x) cos(ϕ1 (x)) cos(ϕ2 (x))
,
β 1 + c2 (x) + 2 c(x) cos(ϕ1 (x)) cos(ϕ2 (x))
3

(3.116)

where β is a factor depending on the dimensionality of the signal such
that β = 23 for n = 2 and β = 95 for n = 3. To achieve invariance with K,
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term
K
X

(n̂Tk n̂)2

k=1
K
X
(n̂Tk n̂)4
k=1
K
X
(n̂Tk n̂)2 (n̂Tk n̂⊥ )2

n=2

n=3

K
2

K
3

3K
8

K
5

K
8

K
15

k=1

Table 3.3: Summation of the directional term over the full set of lter directions.

the normalization factor γ is given by
γ=

β
.
K

(3.117)

Therefore, in this case, it can be shown that pc(x) ∈ [0, 32 ]. The phase
consistency can be studied for the three cases of interference under interest depending on the relation between ϕ1 and ϕ2 . In this case, for a
given location x, pc is parameterized by the relative strength between i1D
signals, c and the phase of g1 , ϕ1 .
1. Case 1 (g1 and g2 in phase)
pc(c, ϕ1 ) =

1 + c2 (x) + 2c(x) cos2 (ϕ1 (x))
2
1 + c2 (x) + 2 c(x)
3 cos (ϕ1 (x))

(3.118)

2. Case 2 (g1 and g2 in quadrature)
pc(c, ϕ1 ) =

1 + c2 (x) − 2c(x) cos(ϕ1 (x)) sin(ϕ1 (x))
1 + c2 (x) − 2 c(x)
3 cos(ϕ1 (x)) sin(ϕ1 (x))

(3.119)

3. Case 3 (g1 and g2 in antiphase)
pc(c, ϕ1 ) =

1 + c2 (x) − 2c(x) cos2 (ϕ1 (x))
2
1 + c2 (x) − 2 c(x)
3 cos (ϕ1 (x))
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Figure 3.14: Variation of phase consistency (pc) with the relative strength of
the signals and ϕ1 .

Figure 3.14 shows pc in the parametric space for each case. pc is πperiodic in ϕ1 , so pc has only been plotted for ϕ1 ∈ [0, π]. For case 1,
pc achieves its upper boundary when ϕ1 = 0, π, i.e. a line. On the other
hand, the lowest phase consistency corresponds to case 3 as it could
be expected due to interference in antiphase. The lower boundary is
achieved when ϕ1 = 0, π. In all the cases, when c = 0, i.e. the neighborhood is i1D, pc is invariant to the phase of the signal and the consistency
is equal to 1. A priori, we may look for a phase consistency measure
bounded in [0, 1]. In this sense, it is difficult to account for the overshooting that occurs in case 1. When the two underlying signals interfere in
phase, the phase consistency is higher due to the adding effect of both
signals. However, the information about consistency does not change for
values greater than 1.

3.6.4

Local structure tensor based on phase consistency

Phase consistency is a robust measure of the coherence of the signal.
This measure may be used to perform a correction of the local structure
tensor. As we have seen, the LST based on generalized quadrature filters
still presents some pathologies for complex neighborhoods with signals
interfering in antiphase (see table 3.2).
Complex neighborhoods generate unbalanced quadrature responses
depending on the direction, making the tensor lose isotropy. A way to
recover the lack of isotropy is by adding an isotropic part. This isotropic
part has to be adaptively added depending on how much we can rely on
the coherence of the neighborhood. The phase consistency reveals as
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a convenient way to balance isotropic part and anisotropic behavior from
the linear combination of the quadrature outputs. This lead us to propose
a LST based on phase consistency using generalized quadrature filters
Tpc (x) = Λ(pc(x))T(x) + (1 − Λ(pc (x))) kT(x)kI,

(3.121)

where T is the GLST given by eq. (3.92), Λ : R → R is a ramp function
to bound pc between [0, 1] such as


0 y < 0
Λ(y) = y 0 ≤ y ≤ 1
(3.122)


1 y > 1,
and kTk is the L2-norm and it is given by the largest eigenvalue of T, i.e.
λ1 .
This new method to obtain the tensor can be analytically evaluated using the 2D particularization that we have been using in this chapter. From
the expression for pc (3.118)-(3.120) and the expression for T (3.110),
it is possible to obtain an analytical expression for Tpc in the parametric
space (φ, c, ϕ1 ). Figure 3.15 shows the results for λ2 . The most outstanding result can be seen when ϕ1 = 0, π and case 3. While this case was
per se problematic due to negative values, phase congruency achieves a
restoration of the problem. The other cases are identically to the homonymous ones shown in figure 3.12. The results for λ1 are identical to the
ones shown in figure 3.11. Therefore, the LST based on phase consistency does not alter the behavior of the main eigenvalue. This is due to
the fact that the isotropic part that eq. (3.121) preserves is equal to the
main eigenvalue of T.
The performance of this new approach has been tested using the synthetic 2D image given by eq. (3.111) —see figure 3.13a. The GLST with
phase consistency has been computed using the same parameters that
those used to test the GLST approach. The results are shown in figure
3.16. These results can be compared to those shown in figure 3.5 and
figure 3.13 . In this case the tensor field is PSD as desired. The estimation of λ2 (figure 3.16c) presents some variance with respect to the ideal
value, however no negative values arise.
In summary, the method based on phase consistency allows us to
guarantee the PSD character of the LST while preserving the information of the tensor representation. This is done without compromising the
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Figure 3.15:
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λ2 of Tpc for i2D signals. The Variation of λ2 is analyzed with
respect to φ, c and ϕ1 . Three case are evaluated: case 1 (g1 and
g2 in phase), case 2 (g1 and g2 in quadrature) and case 3 (g1 and
g2 in antiphase).
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(a)

(c)

(b)

Figure 3.16: GLST with phase consistency for a pathological i2D neighborhood. (b) Detailed view of the image shown in gure 3.13a with
the estimated tensor. PSD tensors are shown in blue. (c) λ1 and
(d) λ2 images corresponding to the detail view

spatial locality of the resulting tensor. Even though the tensor based on
phase consistency still exhibits some variance with respect to the relative
orientation between the filters and the signals, the LST based on phase
consistency is the most powerful tool to local structure estimation of the
ones presented in this dissertation.

3.7 Experiments
The tensor estimation algorithms presented in this chapter have been
evaluated using 2D images consisting of two orthogonal interference cosine signals. These images reproduce different scenarios of i2D signals,
i.e. complex neighborhoods. Specifically, the images have been generated according to the expression




1
1
I(x, y) = cos
[x y]n̂ + c cos
[x y]n̂p
(3.123)
2
2
where c ∈ [0, 1] is a real number that parameterizes the degree of interference. n̂ is the orientation of one of the signals and it is given by
T

n̂ = [cos(θ) sin(θ)]
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with θ ∈ [0, π],

(3.124)
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θ=0

θ = π/4
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c=1

Figure 3.17: Set of complex neighborhoods used for the experiments to evaluate the LST estimation methods.

and n̂p is a vector orthogonal to n̂. We have explored the performance
of the tensor estimation algorithms for different values of c and different
values of θ, i.e. different degrees of complex neighborhoods and orientations of the signal. Particularly, 100 images have been generated: 20
images for different levels of c and for each level 50 images corresponding to evenly distributed orientations between 0 and π. The images have
a size of 128 × 128 and a central patch of 64 × 64 has been used for computing the error measures to avoid border distortions. Figure 3.17 shows
a set of samples of the test images.

Evaluated algorithms
In this chapter we have considered different methods to estimate the LST.
We have established a distinction between methods based on gradient
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filters and methods based on quadrature filters. For the methods based
on quadrature filters we have analytically reviewed several approaches.
Consequently, the methods that we have considered for the numerical
evaluation are the following:
• Gradient Filters (GF): this is the method proposed by Bigün et
al. [14]. The LST is computed using eq. (3.23). The standard
deviations parameters have been set to σ1 = 1 and σ2 = 2. In order
to achieve a comparable result with methods based on quadrature
filter, the result given by eq. (3.23) has been normalized by the
magnitude of the gradient, therefore the magnitude of the tensor is
comparable with all the other methods.
• Partial Quadrature Filters (PQF): this is the method proposed by
Knutsson [74] based on partial quadrature filters. The LST is computed using eq. (3.37). The filters follow eq. (2.83) using for the radial part a lognormal function. The parameters for this filters are the
central frequency and the bandwidth and have been set to ρs = 0.5
and B = 2 respectively. The orientation of the filters are given by
table 3.1.
• Partial Quadrature Filter with Average (PQFA): this technique follows the principles introduced in Section 3.5.1. An normal averaging
of the neighbor tensor has been performed using a 5 × 5 window.
• Partial Quadrature Filter with Maximum Likelihood (PQFML):
this algorithm is given by eq. (3.86). The LST is computed as
the maximum likelihood estimation of the partial quadrature outputs.
The ML estimation is performed using a 5 × 5 neighbor.
• Partial Quadrature Filter with Frames (PQFF): this algorithm used
a high number of oriented quadrature filters as mentioned in Section
3.5.3. In this case 10 oriented filters have been used.
• Generalized Quadrature Filters (GQF): this algorithm is given by
eq. (3.92) as proposed by Knutsson and Andersson [79]. Following
the same principle as the partial quadrature filters, the LST in this
case is calculated using the filters given by eq. (2.86) with lognormal
radial function. The filters have been designed using ρs = 0.5 and
B = 2.
• Generalized Quadrature Filter with Phase Consistency (GQFPC):
this algorithm is given by eq. (3.121) using a phase consistency
measure to define the degree of isotropy of the tensor. This ap-
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proach is based on generalized quadrature filters using the same
parameters as GQF.

Error measure
Several error measures have been taken into account to evaluate the
performance of the LST algorithms. In order to produce an error measure,
a ground truth has to be given. For the test image I(x, y), the theoretical
LST is
Tth (c, θ) = 1n̂n̂T + cn̂p n̂Tp .
(3.125)
This tensor is parameterized for the relative strength of the interference
signal c and the orientation of the principal signal given by θ. From this
result we can see that the theoretical eigenvalues are λ1 = 1 and λ2 = c
and the eigenvectors are ê1 = n̂ and ê2 = n̂p .
The error measures have been calculated as an average over L =
64 × 64 central window patch of each images. Given that each image
corresponds to a certain value of c and θ, the error measures are parameterized over these values. The error measures are:
• λ1 error:
L

1X
|1 − λ1 |
L

Eλ1 (c, θ) =

(3.126)

l=1

where λ1 is the greater eigenvalue computed with each algorithm
under study.
• λ2 error:
L

1X
|c − λ2 |
L

Eλ2 (c, θ) =

(3.127)

l=1

where λ2 is the lowest eigenvalue computed with each algorithm
under study.
• Positive semidefinitiveness error:
L

Epsd(c, θ) =

1X
|Π(−λ2 )|
L

(3.128)

l=1

where Π is the Heaviside step function. This error measure takes
into account only the negative eigenvalues presented in the window
patch.
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• Orientation error
v
u
L
u 1 X
kn̂n̂T − ê1 êT1 k2
Eθ(c, θ) = arcsin t
2L

(3.129)

l=1

where ê1 is the principal eigenvector computed with the algorithms
under study.
• Total error:

v
u L
uX
kT − Tth k2F
ET (c, θ) = t

(3.130)

l=1

where T is the computed LST and k · kF is the Frobenius norm.
The first three measures focus on the tensor eigenvalues, something
that has been taken into account in the previous sections. Eθ focuses on
the ability of the algorithms to detect the main orientation of the images.
This has been the principal measure of performance for the LST estimation methods given the special attention that has been paid to orientation
detection in the literature. In this dissertation, we have stressed the importance of accurately estimating the eigenvalues to assess the degree
of uncertainty with respect to the main orientation. ET gives a full error
measure of the tensor.

Global results
Table 3.4 shows the results for the global error measures in terms of the
mean value and standard deviation of the error measures over the parameterized space. These numbers give a global idea of the performance of
each method. A few comments could be said for each error measure:
• Eλ1 : although the error are relatively small for all the methods, all
PQF methods seems to perform slightly better than GF and GQF
methods.
• Eλ2 : this error measure reflects the main drawback of GF, namely,
the lack of accuracy to estimate the uncertainty associated to the
neighborhood with respect to the main orientation. The PQF and
GQF families give significantly better results. This result stresses
the advantage of using local energy-based methods regarding the
ability to properly estimate lowest eigenvectors of the LST.
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method
GF
PQF
PQFA
PQFML
PQFF
GQF
GQFPC

Eλ1

mean
.049
.024
.023
.026
.024
.044
.040

std
.053
.019
.023
.021
.019
.049
.040

Eλ2

mean
.270
.087
.060
.067
.069
.096
.063

std
.128
.061
.042
.047
.048
.065
.028

Epsd

mean
0
.0073
.0014
.0008
.0011
.0063
0

std
0
.016
.0038
.0023
.0029
.011
0

Eθ (degree)

mean
13.64
13.65
12.06
11.49
13.65
10.09
10.09

std
10.90
10.31
10.67
10.31
10.31
10.98
10.98

Table 3.4: Global error measures.
• Epsd: this measure corroborates the conclusions drawn in Section
3.6 that GQFPC method guarantees the PSD character as opposed
to the other energy-based methods. GF is the other method that
meets the PSD requirement per se.
• Eθ: this measure reveals the superiority of the methods based on
GQF to estimate the main orientation of the signal. This fact may
be attributed to the importance of providing a formal generalization
of the analytic signal as done by the generalized quadrature filters.
• ET : both PQFML and GQFPC are the methods that achieve the
lower total error. While they achieve a low total error, GQFPC unlike
PQFML formally fulfills the PSD requirement. On the other hand,
it can be said that PQFML has a lower computational load than
GQFPC. This result confirms that the two main methods propose in
this thesis, namely, PQFML and GQFPC, are the best candidates
to estimate the LST.
A fair comparison between algorithms may not be carried out without
taking into account the computational complexity to achieve the result.
Table 3.5 shows the computational load associated to each of the studied
algorithms. The computational load is measured in terms of the number of convolutions needed to obtain the result. GF is the most efficient
method. On the other hand, GQFPC and GQF have the higher complexity. Approximately, GQFPC is (n + 1) times slower than GF. A good trade
off is found for PQFML considering error measures and computational
complexity.
It is fair to say that the computational loads for GQF and GQFPC are
pessimistic values. Recalling Section 2.8.2, the generalized quadrature
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ET

mean
.315
.135
.104
.096
.127
.153
.110

std
.147
.069
.052
.045
.064
.075
.051
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method

Computational load (num. convolutions)
2D
nD
2+3
n + n(n+1)
2
6
n(n + 1)
6+3
n(n + 1) + n(n+1)
2
6+3
n(n + 1) + n(n+1)
2

GF
PQF
PQFA
PQFML(*)
PQFF
2K
2K
n(n+1)2
GQF
9
2
n(n+1)2
GQFPC
9
2
n: signal dimensionality
K : number of oriented lters (K > n(n + 1))
(*): some convolutions are not linear.

Table 3.5: Algorithms computational load.
filters span a spherical harmonics basis, then any filter orientation can
be implemented as an inexpensive linear combination of basis functions.
For 2D, the GQF can be spanned by 7 basis functions, then only 7 convolutions are needed. For 3D, 16 basis function are required, so only 16
convolutions are needed.

Error variation with c
The global errors shown in table 3.4 are not very informative to assess
the performance of the algorithms for different levels of complex neighborhoods. To that end, we have studied the variation with c by averaging
the error measures only in the θ dimension such that
Ex(c) =

1 X
Ex(c, θ),
50

(3.131)

θ

being x either of the error measures.
The results for the error of the eigenvalues are shown in figure 3.18.
These plots reveal the greater weakness of GF. For increasing values of
c the estimation of λ1 and specially λ2 considerably degrades. The estimation of the neighborhood uncertainty, i.e. λ2 , is very poor for GF based
on the fact that this method requires a large extent smoothing kernel to
be able to extract accurate estimates of λ2 . Those large extent smoothing kernels are unfeasible in practical terms to maintain the locality of
the estimation. All the local energy-based methods behaves similarly.
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Figure 3.18: Error measure for λ1 and λ2
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Figure 3.19: Positive deniteness error.
While GQF and GQFPC are not so good at estimating λ1 , GQFPC outperforms the whole family when it comes to the estimation of λ2 . The
differences between the results for GQFPC and GQF validates the use
of a phase consistency measure to correct the tensor. For c values lower
than 0.6, PQFA, PQFML and PQFF have a slightly better behavior than
GQFPC. However PQF-based methods still present negatives eigenvalues as shown in figure 3.19. Although PQFA and overall PQFML and
PQFF reduce Epsd, there are still some locations in the signal where
negative eigenvalues appear. Despite the mean value of Epsd being quite
small due to the fact that only in some locations of the test signal the PSD
character is violated, the absolute value of those negative eigenvalues is
quite significant as reflected by the standard deviation of Epsd in table
3.4.
The estimation of the tensor using generalized quadrature filter turns
out to be really powerful when it comes to estimate the main orientation of
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Figure 3.20: Angle error and Total error.
the neighborhood. Although we have not carried out any theoretical study,
the results shown in figure 3.20a reveal that GQF and GQFPC behave
fairly well for any c value. It is worth noting that the phase consistency
measure neither improves nor worsens the error, then the orientation resolution of the tensor totally depends on the generalized quadrature filter
characteristics. Regarding the rest of the methods, PQFML shows a good
behavior validating once again the maximum likelihood estimator of the
quadrature outputs as a good approach to relax the tensor. GF presents
poor result when c > 0.75 showing again the lack of accuracy of the estimated tensors using gradient filters when equally strong signals interfere.
Figure 3.20b shows the total error of the tensor ET . In summary,
PQFML and GQFPC methods reveal as the clear winners. For low levels
of c, PQFML seems to perform slightly better. Once again, the price to
pay with PQFML is the possible presence of indefinite tensors in given
locations of the signal. Another comment that can be said is that using a high number of orientations to compute the tensor (PQFF method)
does not seem to be a good approach given the small improvement with
respect to PQF and the high computational cost.

3.8 Summary
The estimation of the local structure tensor (LST) based on partial quadrature filters is formally correct for i1D signals. When the intrinsic dimensionality of the signal increases, undesired effects are observed in the
LST, namely:
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• The tensor loses its invariance with respect to the relative orientation between the signal and the directions of the partial quadrature
filters.
• The lowest eigenvalues of the tensor does not follow a linear relation
given by the relative strength between the signals in the complex
neighborhood and
• the tensor may lose its PSD character.
These undesired effects can be partially compensated by two main
techniques: tensor relaxation and increasing the number of quadrature
filters. The former tries to find an optimal tensor by a combination of the
neighborhood tensors. In this case we have studied two approaches:
• Tensor averaging: we have proven that the undesired effects get
compensated and the PSD is partially recovered although not guaranteed.
• ML estimation of the quadrature outputs: this approach has been
proven to be superior to tensor averaging in terms of rectification of
the undesired effects.
The main drawbacks of the tensor relaxation methods are that they do not
guarantee the PSD character and the resulting tensor loses spatial locality due to neighborhood operations. The technique based on increasing
the number of quadrature filters uses a linear combination of a dual tensor frame to compute the final LST. Then, a high number of quadrature
filters are required, each of one corresponding to a different direction.
The results shows a reduction of the undesired effects without compromising the spatial locality of the computed tensors. The PSD character is
asymptotically guaranteed. The main drawback is that the computational
complexity linearly increases with the number of filters used.
Neither of the former approaches strictly guarantees a PSD tensor.
LST based on generalized quadrature filters has been proven to be a
better choice with respect to partial quadrature filters. The generalized
filters are based on a formal extension of the analytic signal to nD signals
known as the monogenic signal. The generalized quadrature filters allow
us to introduce a measure of the phase consistency. This measure is critical to assess the location of the signal where negative eigenvalues are
obtained due to antiphase interference of the underlying i1D signals of
the neighborhood. A new method to compute the LST that uses generalized quadrature filters and phase consistency has been proposed in this
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chapter and constitutes one of the main contributions of this dissertation.
Numerical results show how the tensor based on generalized quadrature filters and the tensor based on a ML estimator of the quadrature outputs are the best options in terms of a trade-off between computational
complexity and estimation error. Both methods are contributions of this
thesis.
We want to make clear that our analysis has not been driven by the
goal of being able to estimate multiple-oriented signal, but being able to
find a reasonable estimation of the tensor when multiple-oriented signals
are presented. Attempts to estimate multiple orientation can be found in
the literature [6, 12, 142].
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4
A Riemannian framework for
Level Set
4.1

Introduction

The level set technique has become the principal tool for tracking the
evolution of interfaces1 . Since the pioneering work of Osher and Sethian
[111], a multitude of methods have been based on the paradigm proposed by those authors: the front to track the evolution under some given
forces is embedded as the zero level set of a higher dimensional function.
Applications of this method to the computer vision community have been
driven by the contour-based segmentation problem. In contour-based
segmentation an image is segmented in different regions by detecting
the boundaries between the regions. The boundaries are defined as the
result of an evolution process from an initial boundary.
The level set theory is initially proposed in the Euclidean space Rn .
This space is characterized by the classic definition of distances that
in simple words states that the closest path between two points is the
straight line. A more general approach is to consider that the distance
between two points depends on the path that is followed according to
the space configuration. This way of thinking leads us to what is known
as Riemannian geometry or elliptic geometry. A Riemannian manifold is
defined from a metric space that give us full notion about distances.
Metric spaces can be illustrated with the paradox of the skier. Even a
inexperienced skier knows that in the high mountains of British Columbia
the fastest way to go downhill is the gradient direction in the Euclidean
space. However, the Euclidean space metric, i.e. every directions has
the same cost, can be deadly dangerous. The skier based on his owns
experience defines a metric on the downhill such as he tries to go down
the hill following the path that has the minimum cost compared to another
1 Interfaces are interpreted as hypersurfaces, i.e. contours in 2D and surfaces in 3D.
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high cost trials. In the mind of the skier, this new metric affects the downhill terrain as a remapping such as the fastest way downhill is the gradient
direction in the manifold defined by this new metric. As the skier becomes
more skillful, the metric changes; hopefully toward the Euclidean one2 .
We have learned from the novice skier that moving in the gradient direction of the Euclidean space cannot be a good idea if we want to keep
ourselves alive. In this chapter, we are going to apply the lesson learned
from the novice skier to extend the level set evolution equation to Riemannian manifolds. From there, a mean curvature evolution in Riemannian
manifolds will be analyzed. Finally, an explicit relation between the metric
space induced by an image and the LST of that image will be pointed out.

4.2 Background
A metric tensor is a tensor, also called Riemannian metric, which is symmetric and positive definite. In common terms, the metric tensor G = [gij ]
is a symmetric and positive definite second-order tensor that tells us how
to compute the distance between any two points in a given space. The
components of the metric tensor, gij , can be viewed as multiplication factors which must be placed in front of the differential displacements dx.
Therefore, the arc length, ds, between two infinitely close points x and
x + dx is given by
ds2 = gij dxi dxj ,
(4.1)
where x = [xi ] and Einstein summation convention has been used, i.e.
implied summation over pairs of repeated indices. The Euclidean space
Rn is defined by a metric gij = δij , where δ is the Kronecker delta.
A manifold is a topological space that is locally Euclidean, i.e. around
every point there is a neighborhood that is topologically the same as the
open unit ball in Rn . The basic example of a manifold is the Euclidean
space. In addition, any smooth boundary of a subset of Euclidean space,
like the circle of a sphere, is a manifold.
From the definition of metric tensor, a Riemannian manifold 3 is defined
as a manifold processing a metric tensor. For a complete Riemannian
2 Without a doubt any ski champion has made himself by nding the Euclidean
metric as his secret weapon
3 Georg Friedrich Bernhard Riemann (18261866) was a German mathematician
who made important contributions to analysis and dierential geometry, some of them
paving the way for the later development of general relativity.
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manifold, the distance between two points, d(x, y), is defined as the length
of the shortest curve (geodesic) between x and y. The metric tensor can
be seen as a term that affects the notions of distance and acceleration in
the space.
Riemannian geometry is the theory that studies manifolds that have
a complete Riemannian metric. Perhaps the most familiar application of
Riemannian geometry is in the theory of relativity where it is used to describe the warping of the space that occurs in the presence of mass. In
the field of image processing and particularly in the field of medical imaging and analysis, Riemannian geometry offers a tool to reinterpret distances between points in a warped image space. The metric tensor can
be thought as a way to warp the image domain opposed to the standard
Euclidean metric.
Let us introduce some concepts from Riemannian geometry that will
later be used for the description of our evolution method. We will provide
analogies to standard Euclidean geometry for the sake of clarity. Let a(x)
and b(x) be two vector fields defined in Rn . The Euclidean inner product
of these vectors < a(x), b(x) > is given by a(x)T b(x). In Riemannian
geometry, the inner product is generalized by using the metric tensor. For
each x ∈ Rn , there is a metric tensor G(x) that is a n × n symmetric
positive definite matrix. G(x) is a tensor field over our domain. The
metric tensor is used to defined a new inner product ha(x), b(x)iG , Ginner product, by
ha(x), b(x)iG = u(x)T G(x)v(x).

(4.2)

The space Rn together with the G-inner product define a Riemannian
metric space. The generalization of the Euclidean norm of a vector in the
metric space is the G-norm
1
ka(x)kG = a(x)T G(x)a(x) 2 .

4.2.1

(4.3)

Definitions

Many of the concepts from multivariate vector calculus generalize in a
straightforward way to Riemannian metric spaces [30]. Let u : Rn → R be
a smooth n-dimensional function and v : Rn → Rn a n-dimensional vector field. A tensor metric in the Euclidean space is given by the positive
definite matrix G = [gij ]. The inverse metric is given by G−1 = [g ij ]. The
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generalization of the Euclidean gradient and the divergence to a Riemannian space with metric G is given by the G-gradient and G-divergence
with formula
∇G u

(4.4)

= G−1 ∇u

divG (v) = |G|

− 12



div |G| v
1
2



(4.5)

where |G| is the determinant of the tensor G. The Laplacian of u, div (∇u)
can be generalized by means of the Laplace-Beltrami operator


1
1
divG (∇G u) = |G|− 2 div |G| 2 G−1 u
(4.6)
Finally, the norm of the gradient in the Riemannian metric space is given
by
1
k∇G ukG = ∇uT G−1 ∇u 2
(4.7)
Now, we are going to introduce a generalization of the derivative operator: D (·). The derivative operator applied to a tensor field T(x) =
[ti1 i2 ...ik ] of order k is a tensor field F(x) = [fi1 i2 ...ik+1 ] of order k + 1
defined by
∂ti1 i2 ...ik
,
(4.8)
D (T) = F =
∂xik+1
where Einstein notation has been used. Throughout this chapter, we have
tried to use matrix algebra formulation whenever convenient, but have
used the more general Einstein summation convention when the matrix
formulation is not sufficient
The derivative operator particularized as follows:
• Let a(x) : Rn → R be a scalar function defined in the Euclidean
space. Then D (a(x)) : Rn → Rn is defined by


∂a
.
(4.9)
D (a(x)) = ∇a =
∂xi
This is the gradient of a in vector calculus. A scalar function becomes a vector field under the derivative operator.
• Let b(x) : Rn → Rn be a vector field defined in the Euclidean space.
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Then D (b(x)) : Rn → Rn×n is defined by


∂bi
.
D (b(x)) =
∂xj

(4.10)

This is known as the Jacobian matrix of b in vector calculus. A vector field becomes a second-order tensor field under the derivative
operator.
• Let C(x) : Rn → Rn×n be a second-order tensor field defined in the
Euclidean space. Then D (C(x)) : Rn → Rn×n×n is defined by


∂cij
D (C(x)) =
.
(4.11)
∂xk
A second-order tensor field becomes a third-order tensor field under
the derivative operator.
From the definition of the derivative operator, some interesting relations
can be obtained:
• Derivative of a inner product of two vector field:



∂dj
∂bj
T
T
dj +
bj .
D b(x)T · d(x) = D (b) · d + D (d) · b =
∂xi
∂xi

(4.12)

• Derivative of a scalar field times a vector field:


∂a
∂bi
T
D (a(x)b(x)) = b · D (a) + aD (b) =
bi + a
.
∂xj
∂xj
• Derivative of a vector field over a scalar field:
" ∂bi
#


∂a
T
bi
a ∂xj − ∂x
b(x)
D (b) a − b · D (a)
j
D
=
=
.
a(x)
a2
a2

(4.13)

(4.14)

• Derivative of a second order tensor field times a vector field:


∂cij
∂bj
D (C · b) = hD (C) : bi + C · D (b) =
bj + cij
. (4.15)
∂xk
∂xk
The operator h· : ·i is the contraction operator of a third order tensor
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K and a vector b such that
hkijk : bj i = kijk bj = cik

(4.16)

is a second order tensor C where Einstein summation convection
has been used.
• Derivative of the transpose of a vector field times a second order
tensor field:




T
∂cjk
∂bj
T
D bT · C = hD CT : bi + D (b) · C = bj
+
cjk .
∂xi
∂xi

(4.17)

4.3 Level set evolution methods
Level set methods have been an emerging methodology for accurately
tracking interfaces evolving under complex motions. Level set methods
grew out of the theory of curve and surface evolution developed by Sethian
and Osher [111,137]. Here they constructed the notions for evolving interfaces and linked upwind numerical schemes for hyperbolic conservation
laws to front propagation problems. The main advantages that level set
has brought to the community working on surface evolution were:
• Level set works in any number of space dimensions. The most significant applications are for curve evolution (2D) and surface evolution (3D), however general hypersurface can be propagated using
the level set framework.
• Level set handles topological merging and breaking naturally. During the evolution of a front, the external forces can make it to break
apart or to merge. Level set methods are free or any explicit parametrization of the evolving front, therefore they can handle without problems changes of topology that will be difficult to contemplate if a
explicit parametrization was given.
• Level set can be easily implemented and fast robust numerical schemes
have been developed to that end.
Details about the theory, implementation and application of level set methods may be found in [138].
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The level set principle is easy to understand. It relies on two central
embeddings: first, the embedding of the propagation front as the zero
level set of a higher dimensional function, and second, the embedding
of the front velocities to the higher dimensional level set function. An
evolving front in a n dimensional space is given by the parametrized hyn
persurface4 C(s, t) : Rn−1
[0,1] × [0, ∞) → R where R[0,1] is the set of real
numbers between zero and one. This front propagates in Rn with a speed
F (x) : Rn → R. The level set framework defines a Eulerian formulation
for the motion of the hypersurface propagating along its normal direction
with speed F . F is a function that can depend on various arguments like
the curvature. Let us embed the propagating front C(s, t) as the zero level
set of a higher dimensional function Ψ(x, t) : Rn × R → R. C(s, t) being
the zero level set of Ψ means that
Ψ(C, t) = 0

(4.18)

Initially Ψ could be any arbitrary smooth function. Several authors have
shown that a good choice for Ψ is to be the distance function to the front
such that Ψ(x0 , t) = d is the Euclidean distance from the point x0 to the
front interface C. A initial value partial differential equation (PDE) can be
obtained for the evolution of Ψ known as the level set equation

Theorem 4.3.1. (Euclidean Level set equation)
The evolution of a function Ψ(x, t) with a embedded front propagating in
the normal direction under the speed function F is given by
Ψt (x, t)
Ψ(x, 0)

= F (x)k∇Ψ(x)k,

(4.19)

is given.

The proof of the level set equation is straightforward. Evolving a front5
C(s, t) in its normal direction is given by
∂C(s, t)
= F N̂
∂t

(4.20)

4 C(s) is a curve in 2D, a surface in 3D and a hypersurface in a general nD space
5 the evolving contour is made dynamic by treating C(s) as a function of time t as

well as s.
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for all t, where N̂ is the Euclidean normal to the front. Embedding C(s, t)
as the zero level set of a function Ψ we can write
Ψ(C(s, t), t) = 0.

(4.21)

Taking the total derivative over t and applying the chain rule we get
h∇Ψ(C(s, t), t),
Calling Ψt =

∂Ψ
∂t

∂Ψ(C(s, t), t)
∂C(s, t)
i+
= 0.
∂t
∂t

(4.22)

and using eq.(4.20) we get
Ψt = h−∇Ψ(C(s, t), t), F N̂i.

(4.23)

The normal to the front N̂ corresponds to the normalized gradient of the
level set function Ψ
∇Ψ
,
N̂ = −
k∇Ψk
Then eq. (4.23) can be expanded as
Ψt

∇Ψ
i
k∇Ψk
∇Ψ
i
= −F h∇Ψ, −
k∇Ψk
k∇Ψk2
= F
= F k∇Ψk,
k∇Ψk
= h−∇Ψ, F

(4.24)

Q.E.D.
As discussed in [138], propagating fronts can develop shocks and rarefractions in the slope, corresponding to corners and fans in the evolving
interface. Numerical techniques devised for hyperbolic conservation laws
can be exploited to construct upwind schemes which produce the correct,
physical reasonable, solution. The capability to obtain this numerical stable solution has been the turning point to popularize level set methods.
We should note that solving the initial value PDE given in eq. (4.19)
means that the velocity function F is now defined for the whole domain,
not just the zero level set corresponding to the front itself. Therefore, we
may be more precise by rewriting the level set equation as
Ψt = Fext k∇Ψk,
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where Fext is some velocity function which, at the zero level set, equals
F
Fext (C(s, t)) = F.
(4.26)
Depending on the definition of F , several types of motion can be described. For example, a constant function will make the front expand in
the normal direction. All the methods that have populated the literature
based on level sets differentiate themselves by the way they define the
propagation force to solve the specific problem under consideration.
Regardless of the particular choice for F , eq. (4.19) describes the
evolution in a Euclidean sense, i.e. every direction has the same cost
and the evolution is done following the Euclidean gradient of the level set
function. An extension to this framework is given by defining a metric
such that the evolution in this new space follows the gradient in this new
warp space.

4.4 Riemannian Level set evolution
The Euclidean n-dimensional space Rn can have an associated metric
such that in each point of the space x, there is a metric tensor G(x) that
defines the cost of moving from that point to a nearby location. Once the
metric tensor has been defined, distances can be computed using eq.
(4.1). When the Euclidean space is endowed with a metric, the space
becomes a Riemannian manifold.
The aim of this section is to show what it is the expression of the level
set equation on a Riemannian manifold. Once again, we are going to
study the evolution of a front given by the nD hypersurface C(s, t) : Rn−1
[0,1] ×
[0, ∞) → M where M is a Riemannian manifold with metric G(x), being
x a point in Rn . This front propagates in M with a speed F : M → R.
Let us embed the propagating front C(t) as the zero level set of a higher
dimensional function Ψ(x, t) : M × R → R. C(t) being the zero level set
of Ψ means that
Ψ(C, t) = 0.
(4.27)
Unlike the Euclidean case, the level set evolution does not take place in
a flat space but on a manifold. A initial value PDE can be obtained for the
evolution of Ψ in the Riemannian manifold.
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Theorem 4.4.1. (Riemannian Level set equation)
The evolution of a function Ψ(x, t) in a Riemannian manifold M dened
by the metric G with a embedded front propagating in the normal direction
of the manifold M under the speed function F is given by
Ψt (x, t)
Ψ(x, 0)

= F (x)k∇G Ψ(x)kG ,

(4.28)

is given.

In order to prove the Riemannian level set equation we proceed like in
the Euclidean case6 . The evolution of a front C(t) in its normal direction
is given by
∂C(t)
= F N̂G
(4.29)
∂t
for all t, where N̂G is the normal to the front in the Riemannian manifold
with metric G. Embedding the front as the zero level set of Ψ we can
write
Ψ(C(t), t) = 0.
(4.30)
Taking the total derivative over t and applying the chain rule we get
h∇Ψ(C(t), t),
Calling Ψt =

∂Ψ
∂t

∂Ψ(C(t), t)
∂C(t)
i+
= 0.
∂t
∂t

(4.31)

and using eq.(4.29) we get
Ψt = h−∇Ψ(C(t), t), F N̂G i

(4.32)

The normal to the front N̂G can be written in terms of the level set function
as
∇G Ψ
.
(4.33)
N̂G = −
k∇G ΨkG

6 I want to thank Dr. Steve Haker for pointing out the derivation of the level set
equation in a Riemannian manifold
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Then, eq. (4.32) can be expanded as
Ψt

= −F h∇Ψ, −
=
=
=
=

∇G Ψ
i
k∇G ΨkG

F
hG∇G Ψ, ∇G Ψi
k∇G ΨkG
F
T
(G∇G Ψ) ∇G Ψ
k∇G ΨkG
F
∇G ΨT G∇G Ψ
k∇G ΨkG
F
k∇G Ψk2G = F k∇G ΨkG .
k∇G ΨkG

(4.34)

Q.E.D.

4.5 Mean curvature flow
So far we have introduced the level set method as a reliable framework
to evolve a curve under some given force. The remaining question is how
to choose the forces that will make the front evolve. Among all possible
choices, motion of a front by its curvature has been extensively studied
for its own sake. It is known that a planar curve moving with normal
speed equal to its curvature will shrink to a point while its shape becomes
smoother and circular [47, 54]. The smooth shrinkage to a point is what
makes attractive this type of motion due to the fact that in many problem
solutions are requested to be smooth.
Motion of this kind arises both in physical problems and image processing problems. In physics, the most outstanding example is the geometric
heat equation. The heat equation can be seen as the front moving under mean curvature. In the image processing field, motion by curvature
is the underlying principle that allows a deformable contour to smoothly
attach to various object shapes and motions. This kind of deformable
models is widely known as snakes and was initially proposed in [64]. The
snakes principle is to evolve a contour under the action of inertial, damping, stretching and bending forces in a energy minimization framework.
Later on, Caselles et al. [22] and Malladi et al. [95] rewrote the problem
in an elegant level set formulation using the results independently developed by Evans et al. [35] and Chen et al. [175]. The main contribution of
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Evans and Chen is to prove that the mean curvature flow solution only depends on the initial contour and not on the initial level set function Ψ(x, 0),
in our case the distance transform.
Motion by mean curvature is characterized by the curve evolution equation
∂C
= κN̂
(4.35)
∂t
where the front propagation force is F = κ and κ is the mean curvature
of the front C(t). This evolution problem can be solved by means of level
set methods deriving in the evolution equation


∇Ψ
∂Ψ
= div
k∇Ψk
∂t
k∇Ψk
= κk∇Ψk.
(4.36)

4.6 Riemannian mean curvature flow
A general solution for the mean curvature flow evolution is to solve this
kind of evolution in a Riemannian manifold. By doing so, we warp the
Euclidean space into a new space, the Riemannian manifold, and we
solve the evolution for that space. The benefit of this approach is that we
can decide the configuration of the space where the flow will take place.
In image processing, this is crucial since the space configuration may be
derived from the image and the evolution may be seamlessly adapted to
the image characteristics.
Extension of Evans et al. [35] and Chen et al. [175] to manifolds was
presented by Ilmanen in [60]. Sarti et al. [135] have presented a Riemannian mean curvature flow of graphs, however the authors limit their
final analysis to an extension of the conformal case. In this section, we
elaborate on the work pioneered by Ilmanen and we will provide explicit
expressions for mean curvature flow on a full metric Riemannian manifold. Motion by mean curvature in a Riemannian manifold with metric G
is given by the PDE


∇G Ψ
Ψt = divG
k∇G ΨkG
k∇G ΨkG
= κG k∇G ΨkG .
(4.37)
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It is possible to show that the PDE (4.37) corresponds to the PDE
(4.36) in the warp space given by the metric G. However, we do not
provide any proof about the energy minimization problem corresponding
to eq. (4.37) and we refer the interested reader to Ilmanen’s work [60].

4.6.1

Explicit equation

A explicit derivation of eq. (4.37) in terms of the Euclidean gradient is
presented. The explicit formulation makes possible an interpretation of
the forces that act in a Riemannian mean curvature flow. To that end, we
are going to use the definitions introduced in Section 4.2.1. Rewriting the
G-divergence in terms of the extrinsic one


1
1
∇G Ψ
k∇G ΨkG
Ψt = |G|− 2 div |G| 2
k∇G ΨkG
 

1
1
∇G Ψ
= |G|− 2 Tr D |G| 2
k∇G ΨkG
(4.38)
k∇G ΨkG
The derivative term can be expanded to





T
1
1
1
∇G Ψ
∇G Ψ
∇G Ψ
D |G| 2
D |G| 2
+ |G| 2 D
=
k∇G ΨkG
k∇G ΨkG
k∇G ΨkG

(4.39)

The second derivative operators can be written as

D

∇G Ψ
k∇G ΨkG

T


=

D (∇G Ψ) k∇G ΨkG − ∇G ΨD (k∇G ΨkG )
k∇G Ψk2G

(4.40)

The derivative terms of this equation can be written as:
• Term D (∇G Ψ):
D (∇G Ψ)

=

= D G−1 ∇Ψ

= D G−1 : ∇Ψ + G−1 D (∇Ψ)
= A + G−1 H

where

A = D G−1 : ∇Ψ
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is a matrix with elements
aik =

∂g ij ∂Ψ
,
∂xk ∂xj

and H is the Hessian matrix of the level set Ψ.

• Term D (k∇G ΨkG ):

1 
D (k∇G ΨkG ) = D ∇ΨT G−1 ∇Ψ 2

D ∇ΨT G−1 ∇Ψ
=
2k∇G ΨkG


T
T
D (∇Ψ) G−1 ∇Ψ + D G−1 ∇Ψ ∇Ψ
=
2k∇G ΨkG



T
T
D (∇Ψ) G−1 ∇Ψ + hD G−1 : ∇ΨiT ∇Ψ + D (∇Ψ) (G−1 )T ∇Ψ
=
2k∇G ΨkG

−1
T
−1
HG ∇Ψ + A ∇Ψ + HG ∇Ψ
=
2k∇G ΨkG

−1
2HG + AT ∇Ψ
(4.43)
=
2k∇G ΨkG

From these results, eq. (4.40) yields

D

∇G Ψ
k∇G ΨkG


A + G−1 H k∇G ΨkG − G−1 ∇Ψ


=

=



∇ΨT (2G−1 H+A)
2k∇G ΨkG

k∇G Ψk2G


T
1
−1 ∇Ψ∇Ψ
I−G
A+
k∇G ΨkG
2k∇G Ψk2G



T
−1 ∇Ψ∇Ψ
−1
I−G
G H
k∇G Ψk2G
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By replacing eq.(4.44) in eq. (4.39), eq. (4.39) yields

1
|G|− 2
∇G Ψ
T
=
G−1 ∇ΨD (|G|) +
k∇G ΨkG
2k∇G ΨkG





1
T
T
|G| 2
−1 ∇Ψ∇Ψ
−1 ∇Ψ∇Ψ
−1
I−G
A+ I−G
G H
k∇G ΨkG
2k∇G Ψk2G
k∇G Ψk2G

1
D |G| 2

(4.45)

Finally, by replacing eq. (4.45) in eq. (4.38), the Riemannian mean
curvature flow is given by the PDE




 
T
∇Ψ∇ΨT
−1
−1 ∇Ψ∇Ψ
G
H
+
Tr
I
−
G
A +
Ψt =Tr I − G−1
k∇G Ψk2G
2k∇G Ψk2G
|G|−1  −1
Tr G ∇Ψ∇|G|T
2

(4.46)

Let us define the G-projection operator PG as
PG = I − G−1

∇Ψ∇ΨT
.
k∇G Ψk2G

(4.47)

Using this operator in eq. (4.46) and noting that the trace of the last
term can be expressed in terms of the inner product, we obtain the final
expression for the Riemannian mean curvature flow

 
T

|G|−1 −1
−1
−1 ∇Ψ∇Ψ
Ψt = Tr PG G H +Tr I − G
A
+
hG ∇Ψ, ∇|G|i
2k∇G Ψk2G
2

(4.48)

Projection operator PG
The projection operator defined in eq.(4.47) is the projection operator in
the tangent plane to the manifold M with metric G. Let us assume that
the projection operator is given by
PG = I − N̂G N̂TG G,
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where N̂G is the normal to the manifold. In order to prove this, we define
a tangent vector w to our manifold. By definition w fulfills
hN̂G , wiG = 0

(4.50)

Eq. (4.49) is an projection operator if, an only if, w is an eigenvector of
PG and N̂G belongs to the null space of PG . First, it is straightforward to
prove that w is an eigenvector of PG
= w − N̂G N̂TG Gw
= w − N̂G hN̂G , wiG = w.

PG w

(4.51)

Second, it also equally easy to prove that N̂G belongs to the null space
of PG .
PG N̂G

= N̂G − N̂G N̂TG GN̂G
= N̂G − N̂G hN̂G , N̂G iG
= N̂G − N̂G = 0.

(4.52)

Therefore, eq.(4.49) is a projection operator. In our case, the normal to
the manifold is given by the G-gradient of the level set function
N̂G =

∇G Ψ
.
k∇G ΨkG

(4.53)

substituting in eq.(4.49) yields
PG = I − G−1

∇Ψ∇ΨT
.
k∇G Ψk2G

(4.54)

Therefore, we have proven that eq. (4.47) is indeed a projection operator.
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4.6.2

Interpretation

Equation (4.48) reveals that the motion under curvature in a Riemannian
manifold with metric G is the result of three action forces:

Ψt
= Tr PG G−1 H +
{z
}
|
smoothing term

 
T
−1 ∇Ψ∇Ψ
Tr I − G
A +
2k∇G Ψk2G
{z
}
|
Advection term type 1
|G|−1 −1
hG ∇Ψ, ∇|G|i .
| 2
{z
}

(4.55)

Advection term type 2

• Smoothing term (Fs ): This term is the result of projecting the Hessian of the level set curve into the tangent plane to the manifold.
The projected Hessian is weighted by the metric inverse. Therefore, smoothing along sheets tangent to the manifold will be allowed
while smoothing in other directions will be punished.

• Advection term type 1 (Fa1 ): This advection term is due to a
change in the rotationally dependent part of the metric as well as
the rotationally invariant part. In other words, this term attracts the
evolving contour to areas where the metric changes in orientation
as well as where the metric changes in magnitude.

• Advection term type 2 (Fa2 ): This advection term is only due to a
change in the rotational invariant part of the metric. Basically, this
term attracts the evolving front to areas where the metric changes
in magnitude. ∇|G| is a doublet that forces the G-gradient of the
propagating front to get attracted toward the extrema of ∇|G|.

In the numerical result section, we will provide a visual and intuitive explanation for the type of evolution associated to each term.
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4.6.3

Conformal case

In this section, we analyze the particular case where our metric G is
conformal. A conformal metric space is characterized by a metric

(4.56)

G(x) = φ(x)I

where φ(x) : Rn → R. φ defines the cost for a front to travel in an isotropic
medium. For this metric, the following relations hold:
|G| = φn
1

= φ− 2 k∇Ψk

k∇G ΨkG

∇|G| = nφn−1 ∇φ.

Using these relations, eq.(4.48) can be particularized for the conformal
case as follows:
• Smoothing term:


1
Fs = Tr
φ



∇Ψ∇ΨT
I−
k∇Ψk2




H .

(4.57)

It is easy to prove7 that the following relation holds

D

∇Ψ
k∇Ψk

T


=

D (∇Ψ) k∇Ψk − ∇ΨD (k∇Ψk)
k∇Ψk2
∇Ψ∇ΨT D(∇Ψ)
k∇Ψk
k∇Ψk2

D (∇Ψ) k∇Ψk −
=

=

∇Ψ∇ΨT
I−
k∇Ψk2


H

1
.
k∇Ψk

(4.58)

Then, taking into account that the trace of the derivative operator
D (·) is the divergence, we can write


1
∇Ψ
Fs = div
k∇Ψk.
(4.59)
φ
k∇Ψk
7 by using the relations introduced in the fundamentals section
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• Advection term type 1:

 
T
−1 ∇Ψ∇Ψ
Fa1 = Tr I − G
A .
2k∇G Ψk2G

(4.60)

The matrix A = [aik ] in the conformal case, g ij = φ−1 δij , is given
by
aik

=

∂g ij ∂Ψ
∂xk ∂xj

∂Ψ
∂φ−1
δij
∂xk
∂xj
1 ∂φ
∂Ψ
= − 2
δij
φ ∂xk ∂xj
1 ∂φ ∂Ψ
.
= − 2
φ ∂xk ∂xi
=

(4.61)

aik can be expressed in matrix notation taking into account that
the partial derivatives can be written as the outer product of the
corresponding gradients.
A=−

1
∇φ∇ΨT .
φ2

(4.62)

From this result, the advection term for the conformal case yields




T
1
−1 ∇Ψ∇Ψ
T
Fa1 = Tr − 2 I − G
∇Ψ∇φ
φ
2k∇G Ψk2G


 
h∇φ,∇Ψi


z
}|
{



 ∇Ψ ∇ΨT ∇φ ∇ΨT 



1 


Tr
− Tr ∇φ∇ΨT 
=

2
2

φ  
2k∇Ψk









1 h∇φ, ∇Ψi
−
h∇φ,
∇Ψi
φ2
2
h∇φ, ∇Ψi
= −
2φ2
=
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• Advection term type 2:
Fa2 =

|G|−1
G−1 ∇Ψ, ∇|G| .
2

(4.64)

By making use of the relations introduce at the beginning of this
section, the advection term can be written as
Fa2

=
=

φ−n −1
φ ∇Ψ, nφn−1 ∇φ
2
n
h∇Ψ, ∇φi
2φ2

(4.65)

Finally, the mean curvature flow for the conformal case is given by the
level set equation


1
∇Ψ
n−1
Ψt = div
k∇Ψk +
h∇Ψ, ∇φi.
(4.66)
φ
k∇Ψk
2φ2
For the 2D case, i.e. planar curve evolution n = 2, we can write


1
∇Ψ
1
Ψt = div
k∇Ψk + 2 h∇Ψ, ∇φi.
(4.67)
φ
k∇Ψk
2φ
It is worth noting that the advection term type 1 under a conformal
metric becomes a term similar to the advection term type 2, i.e. it only
depends on the gradient of the metric magnitude. For a general metric, advection term type 1 depends on both the change of orientation of
the metric and the change of the metric magnitude. In this section, it is
revealed that the change of the metric magnitude is given by eq. (4.63).

4.6.4

Conformal case discrepancy

Evolution of curves using mean curvature flows has been also studied by
other authors [23, 68]. Both works conclude that the evolution equation in
2D is


1
∇Ψ
1
2
Ψt = φ div
k∇Ψk +
(4.68)
1 h∇Ψ, ∇φi.
k∇Ψk
2φ 2
3

Our result in eq. (4.67) and the result in eq. (4.68) differ by a factor φ 2 .
This discrepancy can be accounted for by revisiting the derivation of the
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evolution equation. In appendix B of [23], the authors show the derivation of their evolution equation. They minimize a length functional L by
computing the first order variation. At a given point they derive
L

Z
Lt =

D

E
1
1
h∇φ 2 , N iN − φ 2 κN , Ct ds.

(4.69)

0

From this equation the steepest-descent method, connecting a initial curve
C0 with a local minimum of L(C), is used to yield the evolution equation
given by eq. (4.68). It is our understanding that eq. (4.69), although being the right integral, should be expressed in terms of the intrinsic inner
product and length, i.e. h, iφ and dsφ respectively, i.e.
Z
Lt =

L

D


E
3
1
1
h∇φ 2 , N iN − φ 2 κN φ− 2 , Ct dsφ .
φ

0

(4.70)

In this case, the way to achieve the minimum of the function L is by solving
the evolution given by eq. (4.67) with n = 2.
Although the flow in eq. (4.68) implies that the functional L is decreasing, it is not the mean curvature flow in the image space with the
conformal metric, and in general the use of the two flows eq. (4.68) and
eq. (4.67) will not produce the same result.

4.7 Metric space for image processing
In image processing, Riemannian spaces naturally appear as the image
manifold. The representation of images as a Riemannian manifold that
is embedded in a higher dimension space, known as the space-feature
manifold, is the main idea of what it has been called the Beltrami framework [69, 144, 145]. The Beltrami framework is rooted in ideas of highenergy physics that have been applied to image processing. To our purposes, the embedding space will be the Euclidean space. This idea is
easy to understand. Let us consider a 2D image, this image can be seen
as a variations of intensity. However this say nothing about the geometry
where this image is defined. The same image can be seen as a surface
in R3 . This surface is the image manifold and is given by a metric that
defines the image manifold in the embedded space.
Suppose we have a nD manifold M, the image manifold, with local
coordinates (τ1 , τ2 , · · · τn ) embedded in a (n + 1)D manifold Rn+1 , the Eu-
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Figure 4.1: Image manifold: a 2D image, f (x, y) is embedded as a surface in
the 3D Euclidean space (x, y, f (x, y)).

clidean space, with coordinates (x1 , x2 , · · · , xn+1 ). Formally, the Beltrami
framework defines an embedding map X : M → Rn+1 explicitly given by
(n + 1) functions of n variables
X = (x1 (τ1 · · · τn ), x2 (τ1 · · · τn ), · · · , xn+1 (τ1 , · · · , τn )) .

(4.71)

This map is an embedding if the map is an injection and the rank of the
Jacobian is n. For a nD image, f (τ ), the embedding map of the image in
the Euclidean space is
X = (x1 = τ1 , x2 = τ2 , · · · , xn+1 = f (τ1 , · · · , τn )) .

(4.72)

For example, a 2D image is, from the Beltrami framework point of view,
the embedding of a surface described as a graph in R3 as
X = (x, y, z = f (x, y))

(4.73)

where (x, y, z) are Cartesian coordinates; see figure 4.1.
We want to perform the segmentation of the image by defining a curve
on the image manifold and evolving this curve. The way of solving the
evolution problem is by means of embedding the curve —defined on the
manifold— as the zero level set of a higher dimensional function. Given
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that the evolution of the curve takes place on the image manifold, the
metric associated with the evolution problem is the metric induced by the
image manifold.
The remaining question is how to define the metric for the image manifold. The metric at a given point on the manifold describes the way we
measure distances without being dependent on the coordinates. Then
the differential arc-length on the image manifold is
ds2 = gµν dτµ dτν

µ, ν ∈ {1, . . . , n}

(4.74)

where gµν is the metric and Einstein summation convention has been
used. The differential arc-length on the embedding space is
ds2 = δij dxi dxj
Applying the chain rule dxi =
metric is given by

i, j ∈ {1, . . . , n + 1}.

∂xi
∂τµ dτµ

gµν = δij

(4.75)

in the above equation, the induced

∂xi ∂xj
∂τµ ∂τν

(4.76)

To clarify the implication of this metric, we can particularize the result for
the case of 2D images obtaining the following metric


 2
∂f
∂f ∂f
∂x ∂y
 1 + ∂x

 2 
G(x) = 
(4.77)
∂f ∂f
∂f
1
+
.
∂x ∂y
∂y
From this result, it is trivial to realize that the image induced metric given
by eq. (4.76) can be rewritten in matrix form as
G(x) = I + ∇f ∇T f = I + T(x).

(4.78)

It is remarkable to note that the induced metric derives from the LST. The
outer product of the gradients is merely the explicit expression for the
gradient based method to compute the LST up to a Gaussian smoothing
—see eq. (3.23). Instead of using the outer product of the gradients,
other more sophisticated methods could be applied to estimate the LST
and therefore the image induced metric. It is possible to account for the
difference in scale between the geometry where the image is defined and
the range of intensities by changing the identity matrix of eq. (4.78) to .
 is a diagonal matrix with diagonal elements i . i relates the ration in
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(a)

(b)

Figure 4.2: Induced metric for the image manifold given in gure 4.1. (a)

Graph of the image manifold. (b) Full metric tensor eld represented as superquadric glyphs [34, 70] 8

scale between the intensity range and the coordinate xi . Then, the final
expression for induced metric is given by
G(x) =  + T(x).

(4.79)

If the matrix  is not only a diagonal matrix, the effect can be seen as an
affine transformation of the image space. Figure 4.2 shows the induced
metric of the 2D image manifold depicted in figure 4.1.
A last remark is to stress the connotations carried by eq. (4.78). This
equation established the link between a low level vision system model
as the LST and the understanding of the model as the metric of a Riemannian manifold. This perspective of the problem opens an entire world
where twentieth century mathematics can be applied.

4.8 The pullback map
We have tested the connection between the Euclidean mean curvature
flow and its Riemannian counterpart in the warped space by means of
pullback maps. Let B be a n-dimensional Euclidean space, so GB = I,
and let w : A → B be a smooth injective mapping from A = Rn into B.
The mapping w defines a warping of the Euclidean space B into A. Let
GA = JTw Jw where Jw is the Jacobian matrix of w given by
[Jw ]ij =
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Figure 4.3: Level set evolution in warped space by means of pullback maps.
(a) Evolution under mean curvature ow of a circular contour in
an Euclidean space. (b) Level set evolution of the same circular
contour in a Riemannian metric space with a metric given through
the Jacobian eq. (4.82). (c) Evolution in a Riemannian metric
space with a non-trivial metric given through the pull back map
eq. (4.83)

and w = (w1 , w2 , . . . , wn ). Then GA is the pullback of GB to A via w.
This results in two Riemannian spaces (A, GA ) and (B, GB ) that are isometric. This means that if we have a curve C in (B, GB ) of some length,
then C ◦ w in (A, GA ) is a curve of the same length. Let Ψ be a level set
function on B undergoing mean curvature flow given by the partial differential equation (4.36). We define a new level set function Ψ∗ = Ψ ◦ w that
is the pullback of Ψ via w. Since the two spaces (A, GA ) and (B, GB )
are isometric, the mean curvature with respect to GB of the level set Ψ
at a point w(x) is the same that the mean curvature with respect to GA ,
i.e. in the warped space, of the level set Ψ∗ at x. Therefore, through the
pullback map we can test the correctness of our formulation.
To that end, we have considered the following situation. We have
embedded an initial circular contour as the zero level set of a function
Ψ : [−1, 1]×[−1, 1] → R. This level set function has undergone mean curvature flow in the Euclidean space as given by eq. (4.36). Contours corresponding to the zero level set during the evolution process are shown in
Figure 4.3a. We have tested two different mappings w, namely, an affine
map and a less trivial map.

4.8.1

Affine map

The affine map used to pull back is given by
w(x, y) = (x + y, 2y − x).
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The metric of the space described by this map is


2 −1
Gaf f =
.
−1 5

(4.82)

An initial level set, Ψ∗ (x, 0), in the space A has been obtained by applying
the map to the initial circular contour Ψ∗ (x, 0) = Ψ(w(x), 0). The initial
zero level set is shown in Figure 4.3b in thick line. This new level set
function Ψ∗ has been evolved under eq. (4.48) using the metric Gaf f .
The resulting evolving zero level sets are shown in Figure 4.3b. In this
figure the metric is represented by means of local coordinate systems
in the orientation given by the main eigenvector of the metric Gaf f , with
axes shown with length proportional to the corresponding eigenvalue. As
we can see the evolution shrinks the contour to an ellipse.

4.8.2

Non-trivial map

The map used to pull back in this case is given by
w(x, y) = (x +

y2
cos(πy) (x + 0.5)2
sin(πx)
+
,−
+ 2y +
).
3
3.5
4
3.5

(4.83)

In this case the metric tensor is a function of x and y. As in the previous
case, the initial level set is defined as Ψ∗ (x, 0) = Ψ(w(x), 0). This initial contour in A is shown in Figure 4.3c as the outermost thick contour.
The Riemannian mean curvature flow equation has been solved in the
domain. The zero level sets for the evolution process are shown in Figure
4.3c. The corresponding metric tensor that defines the space where the
evolution takes place is also displayed. It is possible to go from one of the
zero level sets at t = t0 in Figure 4.3c to the corresponding one in Figure
4.3a via w, i.e. Ψ∗ (x, tk ) = Ψ(w(x), tk ).

4.9 Numerical analysis
In this section, an understanding of the front evolution equation given by
eq. (4.48) is carried out by means of three numerical experiments. We
have studied the evolution of a 2D front, i.e. a curve, under each of the
different force components of eq. (4.48) for synthetic metric spaces.
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4.9.1

Smoothing term

The smoothing term action has been studied defining a constant metric
space on a 64 × 64 grid given by
 


1 0
0.01
0
+
(4.84)
G=
0 0
0
0.01
The metric field is shown in figure 4.4a. This metric could be seen as
stemming from a image that is a sharp transition between low values
and high values oriented along the horizontal axis. This is shown as the
underlying image in figure 4.4a.
An initial circular contour has been placed in the space defined by
the metric (figure 4.4b, blue contour). The initial contour has been represented as the zero level set. The initial level set function is shown in figure
4.4c. This function has been built by computing the distance transform of
the image to the initial contour. Points that lie inside the contour have negative values while points that lie outside the contour have positive values.
Then, the evolution of the initial level set has been computed by solving
the evolution equation only using the smoothing term. The evolution result is shown in figure 4.4b as a green contour. The final contour after
400 iteration is shown in red and the corresponding level set function of
the final contour is plotted in figure 4.4d.
From this example, it is possible to see that the curve, instead of shrinking to a point like in the case of evolution by mean curvature in a Euclidean
space G = I, shrinks to an ellipsoid. Basically the motion that a curve
undergoes under the smoothing term tries to minimize the length of the
curve in the space defined by the metric. In the direction given by the
tensor metric, in our numerical example the horizontal direction, the cost
of moving is higher than in the vertical, therefore the evolution methods
tries to push the contour such as the length is minimal. The asymptotic
result for this example is such that the initial circular contour compress to
a straight vertical line.
The smoothing force term, Fs , during the evolution process is shown
in figure 4.5. The corresponding zero level set contour is also displayed
for each instant. The highest force at the contour in absolute value corresponds to the locations where the contour normal is parallel to the main
eigenvector of the metric. A negative force value means that the contour
shrinks.
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Figure 4.4: Evolution under Riemannian smoothing term. (a) shows the met-

ric used to evolve a circular curve. (b) shows the zero level set of
the evolution under the metric eld: in blue is the initial curve,
in green is the evolution in time and in red is the nal result after
400 iterations. (c) shows the initial level set function. (d) shows
the nal level set function after 400 iterations.
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iter=1
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iter= 300

iter= 400

Figure 4.5: Smoothing force term during the evolution process

4.9.2

Advection term type 1

The advection term type 1, Fa1 , action has been analyzed by considering
the metric depicted in figure 4.6a. This metric has been defined on a
64 × 64 grid. One third of the space has a metric given by eq. (4.84). The
rest of the space has a constant metric given by
 


0 0
0.01
0
+
.
(4.85)
G=
0 1
0
0.01
A discontinuity is created in the locations of the space where there is
a transition between metric with different orientations. The underlying
image that might stem from this metric is also depicted in figure 4.6a for
illustrative purposes.
The goal of this experiment was to confirm how the advection term type
1 attracts evolving contours to locations where there is a change in the
metric, mainly when this change corresponds to a change in orientation.
To that end a initial circular contour was placed such that the boundary
touches the transition, blue contour in figure 4.6b. The level set function
corresponding to this contour is shown in figure 4.6c. Beside the force
term Fa1 , we have added a constant force term acting like an expansion
term. The evolution result is shown in figure 4.6b. In red is the final
contour. We can see how the contour is attached to the boundary defined
by the transition in the metric. Given that the contour has a constant
expansion term, the only way for the contour to grow is by expanding
along the boundary. The final level set function is shown in figure 4.6d.
The force term Fa1 at different instants of the evolution is shown in figure 4.7. Only the term is present in those locations of the space where
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Figure 4.6: Evolution under Riemannian advection term type 1. (a) shows the

metric uses to evolve a circular curve. (b) shows the zero level set
of the evolution under the metric eld: in blue is the initial curve,
in green is the evolution in time and in red is the nal result after
30 iterations. (c) shows the initial level set function. (d) shows
the nal level set function after 30 iterations.
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Figure 4.7: Advection force term type 1 during the evolution process.
there is a change of the metric. The force term acts like a doublet such
that the force changes sign (red and green force term) to attach the contour to the transition. This term increases the attraction of the evolving
contour toward image boundaries given by a change of orientation regardless of a presence of intensity gradient or not.

4.9.3

Advection term type 2

The advection term type 1, Fa1 , action has been analyzed by considering
the metric depicted in figure 4.8a. In this case the metric corresponds to
an isotropic tensor with a sudden change in magnitude in the middle axis
of the image. The metric in low and high magnitude areas is given by
G = 0.01I and G = I respectively. This metric might stem from an image
corresponding to a sharp edge as shown in figure 4.6a.
This experiment shows how a change in magnitude of the metric induces a force to attract an evolving contour to that change. Two circular
contours were placed nearby the metric change, blue contours in figure
4.8b. The level set function representing both contours is shown in figure
4.8c. Here we can see how the level set embedding makes easy to represent several contours with the same level set function. Beside the force
term Fa2 , an addition constant expansion force has been added to let the
contours to evolve outwards. The evolution result is shown in figure 4.8b
with the final result in red after 30 iterations. The final level set function is
shown figure 4.8d. We can see how the advection term type 2 stops the
evolution in the area corresponding to the metric change.
The force term Fa2 at different instants of the evolution is shown in figure 4.9. In this case we can clearly see the doublet character of this force.
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Figure 4.8: Evolution under Riemannian advection term type 2. (a) shows the

metric uses to evolve a circular curve. (b) shows the zero level set
of the evolution under the metric eld: in blue is the initial curve,
in green is the evolution in time and in red is the nal result after
30 iterations. (c) shows the initial level set function. (d) shows
the nal level set function after 30 iterations.
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Figure 4.9: Advection force term type 2 during the evolution process.
This term eventually forces the contour to stay in the areas where there
is a net change of local energy arising a change of metric magnitude.

4.10 Summary
In this chapter we have proposed a Riemannian mean curvature flow
evolution using level set theory. The mean curvature flow takes place
in a space endowed with a Riemannian metric. This case can be seen
as a generalization of what it has been called geodesic active contours.
We provide a explicit formulation for the flow, showing it comprises three
forces. For image processing, the image, seen as a graph f : Rn → Rn+1 ,
is used to warp the space where the curve evolution will take place by assigning low cost metric in places with relevant feature and high cost metric
in places without any relevant feature for our problem. Therefore, the evolution of the level set instead of taking place on the Euclidean space as
we are used to, takes place on a manifold defined by a metric that at the
same time is defined from the image.
The Riemannian framework has notable implications for tasks like image segmentation. Suppose we want to perform the segmentation of an
image by defining a curve on the image manifold and evolving this curve.
The level set method of solving the evolution problem is to embed the
curve —defined on the manifold— as the zero level set of a function and
then evolving the function appropriately. Given that the evolution of the
curve takes place on the image manifold, it is natural to associate with
the evolution the metric induced by the image manifold.
The relationship between the LST and the image, interpreted as a
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manifold, is explicitly revealed by eq. (4.78) and it is another fundamental
idea behind this chapter. The metric induced by the image in eq. (4.78)
constitutes an important link between the LST described in the first part of
this dissertation and the Riemannian framework described in this chapter.
On one hand, the LST is a feature that models the physiological mechanisms in a low level vision system and the way BVS process information.
On the other hand, the LST can be seen as the main representation that
characterized the image space by defining a metric on it. These two concepts allow us to consider the possible connection between the way the
information is represented in a BVS and the understanding of the images
as Riemannian manifolds as it was also pointed out by Sochen et al. [145].
Some interesting questions that we are going to leave open are: does
the BVS work such that the responses of the cortical cells are used to create a map of the image, i.e. the image manifold?. Do mammals when processing an image from the external world define a metric that allows them
to extract knowledge depending on how the space gets altered based on
that metric?. Based on these questions, a possible hypothesis is that
when we see an image we might think that what we are actually processing is the representation of a metric that warps the Euclidean space
based on variations of intensity. Answering these questions are beyond
the scope of this dissertation, however an understanding of the images
as Riemannian manifolds leads to a new stage where the mathematical
tools devised during the twenty century may be applied to solve artificial
vision problems.
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5
Freehand Ultrasound
Reconstruction
5.1

Introduction

Three dimensional (3D) ultrasonic imaging is becoming a widespread
practice in clinical environments due to the potential of applications based
on 3D representation. The major drawback that physicians have to cope
with when traditional single two-dimensional (2D) B-scans are used —the
need of mentally reconstructing the 3D anatomy— can be naturally overcome using 3D ultrasound (US) imaging and appropriate further processing. We may also enumerate other interesting benefits of 3D echography:
the spatial relationships among 2D slices are preserved in the 3D volume,
allowing an off-line examination of scans previously recorded even by another clinician; slices that cannot be acquired because of the geometrical
constraints imposed by other structures of the patient can now be readily
rendered by the so-called any-plane slicing; and volume visualization and
accurate volume estimation may greatly enhance the diagnosis task.
3D US techniques can be coarsely classified as:
• 2D phased array probe: this technique employs a bidimensional
array of piezoelectric elements and the volume is scanned by electronically steering the array elements. The main drawback of this
promising technique is the limited field of view of the existing probes.
• Freehand 3D Ultrasound: this technique makes use of conventional
2D US systems and a positioning system.
Freehand has received increasing attention, especially since the second
half of the 90’s [84, 108], probably due to its inherent flexibility and low
cost compared to the 3D ultrasound probes and it can be now considered
a well-trusted technique. This chapter will focus on the reconstruction of
freehand ultrasound images. From single B-scan planes positions in the
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3D space, we are going to create a regular grid where intensity values will
be interpolated from the original slices. This process will imply two steps:
the creation of the reconstruction grid and the determination of values in
the regular grid by means of interpolation of scattered available samples.

5.2 Freehand system
In freehand imaging, a 3D positioning sensor provides a measure of the
position and orientation of the coordinate system of a receiver (typically
attached to the probe) with respect to a fixed coordinate system located at
the transmitter. Figure 5.1 sketches the elements involved in a freehand
system. Each B-scan pixel, which is initially measured in the coordinate
system of the probe, can be spatially located with respect to the fixed
coordinate system. This occurs by means of a vector of position and a
vector of orientation that jointly comprise the six degrees of freedom between two 3D coordinates systems. A simple affine transformation allows
us to convert each position in the image plane to a position in 3D space.
A critical step is the calibration of the freehand system. Calibration deals
with the problem of finding the transformation between the image plane
and the receiver coordinate system. The accuracy of the overall system
critically depends on this calibration stage, which, if successfully carried
out, provides an accurate registration of US images to 3D space. Interesting papers have addressed this issue in detail [84, 119].
The coordinate systems involved in the freehand US reconstruction
process are sketched in figure 5.2, namely:
• Probe coordinate system P: this system is defined with an origin in
the top left corner of the cropped ultrasound image. The qi -axis is
in the beam direction, and the si -axis is the lateral direction.
• Receiver coordinate system R: this is the coordinate system of the
position sensor receiver. It is usually attached to the US probe.
• Transmitter coordinate system T : this is the coordinate system of
the transmitter of the tracking system. The tracking system provides
information about the relative position between the coordinate system R and T .
• Reconstruction coordinate system C: this is the coordinate system
of the reconstruction volume. It is where the pixel values for each
B-scan will be interpolated.
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Probe
Receiver
B−scan

Position device
parameters
(x,y,z)
(α,β,γ)

Transmitter

Figure 5.1: Schematic description of a freehand system. The position parameters dene the transformation between the receiver coordinate
system and the transmitter coordinate system.

During reconstruction, every pixel in every B-scan has to be located with
respect to the reconstruction coordinate system C. Let us say that J TI
is the homogeneous transformation from the coordinate system I to the
coordinate system J. A point in the B-scan plane can be transformed to
a point in the reconstruction coordinate system by means of
C

x = C TT T TR R TP P x

(5.1)

where
P

x = [sx u, sy v, 0, 1]T

is a point in the B-scan plane and C x is the pixel location in the coordinate
system C. u and v are the column and row indices of the pixel in the
US image, and sx and sy are the pixel size in lateral and axial direction
respectively.
A transformation between two coordinate systems has six degrees of
freedom: three rotation angles around the axes (α, β, γ) and three translation values from the origin (x, y, z). The rotation between two coordinate systems is computed by first rotating through γ around the x-axis,
then through β around the y-axis, and finally through α around the zaxis. The homogeneous matrix that describes the transformation takes
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Figure 5.2: Reconstruction coordinate systems.
the form [118]:
J



cos α cos β
 sin α cos β

 − sin β
0

cos α sin β sin γ − sin α cos γ
sin α sin β sin γ + cos α cos γ
cos β sin γ
0

TI (x, y, z, α, β, γ) =

cos α sin β cos γ + sin α sin γ x
sin α sin β cos γ − cos α sin γ y 
.
cos β cos γ
z 
0
1

(5.2)
In our freehand US system, the transformation T TR is derived directly
from the tracking system. This matrix changes as long as the probe
moves. The transformation R TP is determined by the calibration process
and it is constant unless the relative position between the receiver and
the probe changes. The transformation C TT can be set up as a matter of
convenience. Section 5.3 will be entirely devoted to describe a method to
compute this transformation.
The acquired data can be seen as a scattered distribution of planes in
3D space due to the total freedom of the physician to perform the scanning procedure. Reconstruction of a volume out of a number of planes
with arbitrary orientations (hereafter referred to as irregularly-sampled
data) to end up with data in a regular grid is not an obvious processing
task. Although a real time visualization based on raw B-scans (without
any prior reconstruction) is possible and allows on-line diagnosis [118],
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and despite the existence of efforts of authors [154–156] to do signal processing directly on the raw data, a regular grid is still needed to apply
further processing with off-the-shelf algorithms.
Consequently, the problem of volume reconstruction of US has been
tackled by several authors [11, 101, 122, 124, 133] in the past. All these
studies focus on incremental interpolation of the gaps between the slices
as well as on the determination of the final intensity of a voxel when several B-scans overlap on this voxel (this latter procedure is known as compounding).
All the above mentioned studies, despite their unobjectionable quality,
share the same pitfall: no attention is paid to the details of the construction of the regular grid (cuberille). However, we have found that this problem is of paramount importance for further data processing and storage. It
is obvious that before applying any interpolation/compounding technique,
the volume where the data is going to be resampled must be defined. The
definition of the volume grid implies the selection of an orientation and extent for the volume and the selection of a voxel size. With respect to the
former, clinicians often prefer that the reconstruction volume resembles
as much as possible either the original sweep or some anatomical predefined plane. On the other side, it is needless to say that one of the most
outstanding difficulties of US imaging is that a standard scanning policy
does not exist; clinicians look for the best viewing direction at will (also
called insonation angles) for each patient, attempting to avoid annoying
effects like shadowing. Therefore, the overall scan may consist of several
subscans from which a single scanning direction (say, principal direction
in the examination) may not be clearly defined.

5.3 Reconstruction grid
The selection of the coordinate system of the reconstructed volume is
one of the most critical steps in the overall process of volume reconstruction. Under this denomination we include the following design issues: the
volume axes, the volume axes origin, the volume extent and the size of
each voxel. The elements involved in this stage are depicted in Fig. 5.2.
The optimum coordinate system often depends on the application domain
of the reconstructed volume; however, two general requirements can be
highlighted:
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• the volume grid should enclose as large an information density as
possible.
• the volume grid should have as homogeneous an information density as possible throughout the whole volume.
The first requirement accounts for the need to have a small volume which
depicts all the tissue information presented in the original B-scans. The
second requirement attempts to reduce the number of interpolated voxels; it would be risky to try to reconstruct areas of a volume where there
is a great lack of information from the original B-scans because such a
reconstruction may lead a clinician to confusion if a diagnosis was made
on a large area of interpolated data. Therefore, having a formal method
that deals with these concepts would help to choose the main features of
a volume reconstruction method that best fits the ROI while retaining only
the relevant data from the original B-scans.
In this section, we will look at a method to calculate an optimal coordinate system based on PCA that we have previously presented in
[130,131]. To the best of our knowledge, before our work the computation
of the coordinate system for the reconstruction grid had not been explicitly
treated in the literature. Barry et al. [11] proposed the use of a key-frame
to define the axes of the reconstruction volume. This key-frame is chosen
by a user and, typically, it turns out to be one that is centrally located and
depicts a complete cross-section of the tissue of interest. The volume
axes are parallel to those of the key-frame and the origin of the volume
is at the center of the key-frame. Clearly this approach works correctly
when the B-scans are quasi-parallel; however under other circumstances,
for example, when the volume consists of several sweeps in different directions, the selection of a representative key-frame may be difficult to
do, or such a representative frame may even not exist. As far as the grid
spacing is concerned, several authors pose the problem as a trade-off
between resolution and size of the reconstructed volume [11,86,123] and
the specific value is chosen a priori.

5.3.1 Coordinate system
Principal component analysis (PCA) is a statistical tool that is used to
find the linear combination with the largest variance of a data population.
Typically this tool has been used to reduce the number of variables to be
treated by discarding the linear combinations with smaller variances and
retaining only those with larger variances. In our case the data population
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is the 3D position of every B-scan pixel. As it is well-known, if the purpose
is to find the best way to get a compressed volume, the Karhunen-Loéve
transform, or, in its discrete equivalent formulation, the Hotelling transform
or PCA, is the optimum solution [62].

Formally speaking, let us suppose that the 3D position of each pixel
in the transmitter coordinate system, T x, is a random vector T X of three
components with covariance matrix Σ. The actual distribution of T X is
irrelevant except for the covariance matrix; however, if T X is supposed
to be normally distributed, more meaning can be given to the principal
components. The key idea of PCA is to determine the orthogonal linear transformation, Φ, that transforms the original 3D position into a new
space
C
XPCA = ΦT X
(5.3)
such that the covariance matrix of C XP CA is a diagonal matrix, the components of which are the eigenvalues of the data covariance matrix Σ.
The columns of the transformation Φ turn out to be the eigenvectors of
Σ. The straight meaning of the aforementioned transformation is that
the components of the transformed position, C XPCA , are the ones which
have maximum variance being mutually uncorrelated. The fact of being
uncorrelated will allow us to trim the volume in one dimension with minimum impact on the others. A complete formulation of the mathematical
background can be found in [4].

The covariance matrix Σ of our position data has been estimated from
the sample positions, T xp , for each pixel in the transmitter coordinate
system
Np
X
1
(T xp − T x̄)(T xp − T x̄)T ,
(5.4)
Σ̂ =
Np − 1 p=1
where T x̄ is the sample mean vector
T

x̄ =

Np
1 XT
xp .
Np p=1

p indexes the set of pixels that contribute to the PCA analysis.
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PCA with region of interest
The coordinate axes of the reconstruction grid can take into account the
region of interest (ROI) by using a weighted PCA scheme. A ROI prior
defines the probability for a given point in the B-scan plane to belong to
the ROI. We have proposed [131] an ad hoc design of the ROI prior probability density function that follows a Gaussian distribution in the lateral
direction and a Rayleigh distribution in the axial direction
p(s, q; θs1 , θs2 , θq1 ) = plat (s)pax (q) =

1
√

θs2 2π

−

e

(s−θs1 )2
2
2θs2

2

q − 2θqq1
2
. (5.6)
2 e
θq1

The further in the axial direction the more unlikely to find a point that, a
priori, belongs to the ROI due the fact that the ultrasound signal undergoes an in-depth attenuation that makes it preferable to localize the object
of interest near the focus. In that sense, a Rayleigh distribution accounts
quite well for that behavior. Figure 5.3a shows the profile of the prior pdf
given by eq. (5.6).
The prior probability density function is used to weight the position of
each pixel in the covariance matrix estimation. The estimation of the
covariance matrix in this case is given by
Σ̂ =

Np
X

p(T xp )(T xp − T x̄)(T xp − T x̄)T .

(5.7)

p=1

The prior distribution is parameterized by three parameters. In order
to estimate these parameters we have used a maximum likelihood approach. Let us assume that we are able to know the points that belong to
the ROI along some slices in our study1 , S = {si } and Q = {qi } where
i = 1 . . . Nr . The log-likelihood function is given by
L(θ|(S, Q)) = log

Nr
Y

plat (si |(θs1 , θs2 ))pax (qi |θq1 ).

(5.8)

i=1

The parameters that maximize this function can be easily worked out [67],
1 A semiautomatic approach can be followed. Before the reconstruction of the acquired volume, a physician is requested to delineate the ROI of a few representative
slices. This operation does not require more than a minute.
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Figure 5.3: (a) ROI prior probability density function.(b) Prior distribution
contour plot on a kidney examination

yielding
θs1

Nr
1 X
=
si
Nr i=1

θs2

Nr
1 X
=
(si − θs1 )2
Nr i=1

s
θq1 =

PNr

2
i=1 qi

2Nr

(5.9)

Figure 5.3b shows the prior distribution contour plot overlaid with the
corresponding B-scan of a kidney examination. The ROI has been delineated (dashed contour) and eq. (5.9) have been used to compute the
prior parameters.

5.3.2

Volume axes origin

The transformation Φ only defines a rotation to the transmitter coordinate
system. As a matter of fact, the columns of matrix Φ are the normalized
axes of the reconstructed volume. In order to completely define the transformation C TT a center for the volume axes is needed. Although several
approaches can be undertaken, in this dissertation the origin has been
chosen to ensure that the coordinates of all the pixels are nonnegative.
The position of the origin T xo , is determined component-wise as follows:
T

xio ≤ T xip ,
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where i = 1, 2, 3 indexes the vector components and p = 1 . . . N indexes
every pixel.
Finally, the affine transformation C TT sought at this stage is


T
Φ
xo
C
TT =
0 0 0
1

5.3.3

(5.11)

Volume Extent

The extent of the reconstructed volume turns out to be an important issue
that has not been previously addressed in the literature. Some authors
propose a volume size that encloses all the B-scans [101, 122]; however
this approach is clearly inefficient since outermost zones of the volume
typically have a low information density and any interpolation attempt increases the computation time and generates poor results. Hereafter, we
will refer to this approach as the bounding box approach.
PCA provides a powerful tool to optimally trim the volume size without losing important information. Two facts are essential: the position
components are uncorrelated and the pixel position variance for each dimension is known (the eigenvalues of the covariance matrix Σ). A simple
approach (hereafter referred to as the eigenvalue driven approach) is to
look for the volume size that fits into the bounding box and that retains
the aspect ratio given by the eigenvalues in each direction. As we said
before, the eigenvalues give an idea of how scattered the pixel positions
are with respect to the mean value of the population; therefore volume
dimensions should preserve this ratio.
Assuming that the pixel position is normally distributed, T X = N (0, Σ),
an expression for the volume size can be worked out. For a normal distribution, surfaces of constant probability density are ellipsoids
x’Σ−1 x = C.

(5.12)

The principal axes of this ellipsoid correspond to the PCA of T X [4]. It can
be found that the length of the i−th (i=1,2,3) principal axis of the ellipsoid
with density C is
p
li = 2 λi C,
(5.13)
where λi is the i-th eigenvalue of the covariance matrix Σ. The value of
C can be calculated by integrating the density function within a prism that
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Therefore the length of the trimmed volume along coordinate i that confines a given information density, say r, is


p
li = 2 2λi · erf inv r1/3 ,
(5.15)
where erf inv is the inverse error function. Figure 5.4 shows the variation
of the volume length related to r and λ. It is clear that for each coordinate,
the greater the density of information (r) and the data dispersion (λ) the
larger the reconstructed volume length along this coordinate.

5.3.4

Voxel size

Voxel size computation aims at determining the grid spacing. On one side
it is obvious that the greater the grid spacing the lower the interpolation
requirements. On the other, the greater the grid spacing, the greater the
loss of resolution in the reconstructed volume. Therefore, a satisfactory
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Figure 5.5: Voxel size calculation. A volume is represented by a plane grid.
A body is scanned by means of slices represented by lines and
intensity pixels by dots. The spacing between dots is ∆.

trade-off between the two tendencies must be achieved.
The original B-scans have a resolution given by the probe parameters; consequently, a reasonable criterion would be to choose the greatest
voxel size such that once the B-scans are resampled into the volume, the
planes of the B-scans do not suffer from any loss of resolution (aliasing).
For the sake of clarity in the exposition, let us reduce the dimension
of our problem. Instead of a volume think of a plane grid and instead of
the B-scans think of lines sampled with some sampling interval. Each
sample would be a pixel intensity value. Figure 5.5 depicts the situation
that is being posed; a 2D object is sampled by means of lines. Suppose
that we have a single line parallel to the x-axis; in this case, the maximum
x-axis spacing would be the same as the line spacing (∆). With only
this line, no information would exist to find the spacing in the y-axis. As
the line rotates around the x-axis counterclockwise, the optimum spacing
would be reduced by a cos θ factor, where θ is the angle between the
line and the x-axis. If we continued decreasing the spacing in the xaxis we would eventually reach a null spacing, i.e. an infinite sampling
frequency. This is obviously nonsense, so we take as a threshold for
finding the spacing in the x-axis the value θ = π/4. Similar considerations
can be made about the y-axis. In this case, the spacing increases with
sin θ, with π/4 < θ < π/2. An actual situation encompasses several lines
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(indexed by i = 1, . . . , m) with orientations θi . The above procedure can
be continued to each line so the spacing, ∆x and ∆y, is finally given by

∆x = min (∆| cos θi |) if θi ≤ π/4
∀i = 1, . . . , m
i

∆y = min (∆| sin θi |)

if θi > π/4

i

∀i = 1, . . . , m.

(5.16)

The θ = π/4 threshold has not been chosen at random. Assuming that
the scanned body space variability is full captured by the line resolution
and that we have a high enough line density, the worst case as far as
spacing is concerned arises when the lines lie parallel to the grid diagonal.
The three dimensional case has a similar expression from the former
discussion. However, it is more convenient to use a vectorial notation.
The i-th B-scan (out of, say, M scans) is represented by si and qi , i.e.,
unitary vectors which define the B-scan coordinate system. The volume
axes are given by x, y and z (see Fig. 5.2). ∆si = ∆s and ∆qi =
∆q are the B-scan resolutions for directions si and qi respectively ∀i =
{1, . . . , M }. The grid spacing in each direction can be written as

(5.17)
∆l = min ∆ki | < ki , l > |
i

with
ki =



si
qi

if | < si , l > |
if | < qi , l > |

≥ cos π/4
> cos π/4


∀i = 1, . . . , M

where l denotes x, y or z direction and <, > denotes the inner product.

5.4 Interpolation methods
Most 3-D freehand systems use similar algorithms to construct a regular
volume once a volume grid has been established. Basically all these
methods transform each pixel position to a voxel position using equation
(5.1). Two situations can arise:
• Several pixels fall onto the same voxel.
• Several voxels are not intersected by any B-scan and are empty.
In order to face these two situations the reconstruction process is divided
into two subprocedures, namely, data fusion (bin filling) and hole filling.
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5.4.1

Data fusion

A single voxel may contain several pixels due to different reasons. One
of them is the fact that the voxel size may be larger than the B-scan pixel
size. Another possibility is that each voxel may be intersected by several
B-scans. Both situations generate redundant information that we have
to manage somehow. As it is stated by Rohling et al. [122], every freehand system has to deal with compounding in some manner, because it
is almost unavoidable that the scan planes intersect. A great activity has
been carried out regarding spatial US compounding [21, 159], and more
specifically in 3D freehand ultrasound [84, 86, 123].
Averaging has been traditionally the compounding operation because
the speckle signal may be partially filtered out; theoretically the improvement in the signal to noise ratio (SNR) may reach proportionality with the
number of samples that are averaged. However, when the number of
overlapping samples is small the maximum sample compounding technique seems preferable [21]. Specifically, compounding pursues three
objectives: speckle reduction, tissue boundary enhancement and shadowing reduction. It has been proven that averaging is an optimal way
for speckle reduction; nonetheless, its optimality is not so clear as far as
boundary enhancement is concerned. A tissue boundary exhibits different brightnesses depending on the insonation angle, so the averaging operation may dramatically blur the results. Burckhardt [21] has shown that
the maximum sample provides a similar improvement in SNR for a small
number of pixels falling into the same voxel, and allows a clear boundary
enhancement and shadowing reduction.

5.4.2

Hole filling

The hole filling step aims at finding a value for those voxels that have not
been filled in the data fusion step. This present stage is an interpolation
step and many of the attempts have focused on low order interpolation.
Given the great amount of data available, nearest neighborhood (NN) approaches have been highly used. In general, the approaches that have
been reported in the literature can be classified into the following categories:
• voxel nearest neighborhood,
• kernel methods and
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• normalized convolution.

Voxel nearest neighborhood
In voxel nearest neighborhood interpolation (VNN), each voxel is assigned
the value of the nearest pixel. This is a parameter-free method, being
therefore straightforward to implement and use. A naive implementation
would transverse the reconstruction grid one voxel at a time and calculate for each voxel the value of the nearest pixel. However this is a computationally inefficient approach. Using the fact that the nearest pixel
lies along a line normal to the nearest B-scan, a great speed up can be
achieved. In this algorithm, there is not a data fusion stage per se. The
whole process is done at once and for each voxel there is only one nearest pixel. Then, no gaps are left in the final output.
The main limitation of this method is the reconstruction artifacts that
can be observed in some slices along the reconstruction volume. When a
slice of the reconstruction grid intersects several of the original B-scans,
the slice is formed as a collage of projections from the intersected Bscans. Any error in the positions acquired for the tracker contributes to
visible misalignments.

Kernel methods
Kernel methods are also one of the most popular approaches. The algorithms basically consist of two stages: the first stage is the data fusion as
we have commented. The second stage tries to fill the remaining gaps
due to voxels without any B-scan pixel contribution. The way of filling
the gaps has been by using a kernel that weights the values of a local
neighborhood to interpolate the value.
Several kernels have been used:
• Average kernel: an average of the filled neighbor voxels is done
to compute the interpolated value [100]. The fact that the kernel is
spherical and isotropic constitutes the main limitation. The asymmetric shape of the point spread function of the ultrasound beam
suggests that isotropic approaches may introduce excessive blurring in the result. We have considered this issue to design an effective kernel that we will present in the next section and it has been
previously presented in [130].
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• Distance-Weighted kernel (DW): the voxels in the neighborhood
are weighted by the inverse distance to the voxel and then averaged. The isotropy is also one of the main drawbacks of this approach.
• Gaussian kernel: a Gaussian kernel is used to weight the filled
voxels. The main advantage it is to be able to deal with asymmetric
shapes of the kernel to preserve details. For example, Meairs et al.
[101] proposed an ellipsoidal kernel using the transformation given
by eq. (5.1) as metric. Therefore, the main axis of the kernel is
oriented normal to the B-scan plane that belongs to the voxel. With
this, smoothing along the B-scan is reduced. The main drawback is
that nothing is said about how to compute the variance of the kernel.
We have recently proposed a way to compute the variance based
on the statistics of the underlying speckle [131].
The main limitations of these methods is the inter-resolution cell blurring due to large extent kernels. This is sometimes an avoidable effect if
we want to recover highly sparse areas.

Normalized convolution
Normalized convolution is a method introduced by Westin and Knutsson
[78] that efficiently deals with data uncertainty. Normalized convolution is
a general framework to filter uncertain and sparsely sampled data. This
framework can be seen as a local weighted least square solution where
the weights are given by two terms: an certainty function, c, and an applicability function, a. The former encompasses the knowledge about the
data of being either real or missing. The applicability function tries to enforce locality to the solution by given less importance to samples far from
the location of the output sample.
Let f denote the neighborhood for a given point x of a signal f arranged
as a n-component vector. A local model of the signal can then be found
using a weighted sum of m basis functions bk . The basis functions are
arranged column-wise in a n × m matrix B


|
|
|
B =  b1 b2 · · · bm  .
(5.18)
|
|
|
The basis functions are typically a linearly independent set that spans the
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neighborhood subspace of the signal. In most cases, m is much smaller
than n. On the other hand, two functions are defined:
• Applicability function: the analysis is spatially localized by a positive scalar function a. This function weights the basis functions in
order to give spatial locality to the solution. This function is indeed a
kernel of the same size that the neighborhood we are dealing with,
so it can be arranged as a n-component vector a.
• Certainty function: the signal samples are weighted by a positive
scalar signal c in [0, 1]. This signal c has the same support as the
signal f . Setting c to zero means that the signal value at that point
is unknown. c is also arranged vector-wise for a neighborhood as c.
Normalized convolution solves the minimization problem
r̃ = arg min kW(Br − f )k,
r

(5.19)

where W2 = Wa Wc and Wa = diag(a) and Wc = diag(c). The solution
is given by
r̃ = (B∗ Wa Wc B)−1 B∗ Wa Wc f ,
(5.20)
where B∗ is the conjugate transpose of B. The interpolated function in
the local basis is f̃ = Br̃. These results give the optimal value of the
signal at location x using the neighborhood values.
The power of normalized convolution stems from the knowledge that
the certainty function gives about the places where data exist and places
where they do not. The normalized convolution framework also allows a
projection of the signal space in the subspace given by the signal basis
bi .
In the case of using constant basis functions, i.e. B = I, normalized
convolution reduces to a very simple form known as normalized averaging. Normalized averaging result can be written in term of ratio between
two convolutions as
a(x) ∗ c(x)f (x)
.
(5.21)
f˜(x) =
a(x) ∗ c(x)
Using constant basis functions implies an assumption of a constant local
model for the signal. Despite the simplicity of this approach, normalized averaging gives striking results to the incomplete data interpolation
problem [37, 78, 117]. We have recently proposed the use of normalized
convolution for the ultrasound reconstruction problem in [130].
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5.5 Adaptive structural interpolation
In this section, a new method for the interpolation of freehand ultrasound
data is introduced based on LST and normalized convolution.
The requirements when devising an interpolation method for freehand
ultrasound are:
• Avoiding inter-resolution cell blurring: the point spread function of
the ultrasound beam defines the resolution cell of the ultrasound
image. Preserving the resolution cell in the output reconstructed
volume has to be a priority to lessen the loss of features due to
interpolation artifacts.
• Preserve structures: while blurring beyond the resolution cell can
be affordable in non-structural areas, blurring across structures may
damage the diagnostic quality of the images.
• Computational cost: the result has to be achieved within a computational burden that makes the system feasible in a clinical environment. Then, global solutions that try to fit a function to the data,
for example radial basis functions [124], are out of scope. A local
approach is preferred to keep the computation time below a given
threshold.
So far, the methods that have been applied to the reconstruction of freehand US data do not totally fulfill these requirements. NN, despite being
a very fast method, still introduces a great amount of artifacts. Isotropic
methods like DW introduces a great amount of inter-resolution and structural blurring. On the other hand, some kernel methods have tried to preserve structures and avoid inter-resolution cell blurring by ad hoc kernel
functions [101, 131]; however details can still get lost.
Our approach tries to overcome the limitation of the existing methods
using a normalized convolution framework. The success of normalized
convolution relies on the design of the certainty and applicability functions. While the certainty function models the knowledge about the reliability of the data for each position, the applicability function can model
the knowledge about the resolution and structure of the data at a given
location.
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5.5.1

Certainty function

The local certainty consists of two parts to account for the bin filling and
hole filling process:
1. A bin measure, cb (x): this measure decides what to do when several pixels lie into the same voxel. It has been reported that the maximum value is the best way to compound data when a small number
of pixels fall onto a voxel in order to minimize shadowing effects and
with suboptimal properties in terms of SNR [131]. Other techniques,
as simple averaging and median, could be implemented by properly
setting cb while keeping the maximum value as the signal value.
2. A hole measure, ch (x): this function indicates the locations where
no data exist.
The final certainty function is combined as c(x) = cb (x)ch (x),where x is
a voxel of the output reconstruction grid.

5.5.2

Applicability function

The applicability function has two terms:
• the point spread function term, apsf (x): this term models the local
behavior of the system resolution. This term can be considered an
internal term that only depends on the ultrasound system regardless of the acquired signal.
• the LST term, alst (x): this term models the local structure of the
signal. This in an external term that only depends on the data.
The final applicability function is obtained as the product of both terms
a(x) = apsf (x)alst (x).

Point spread function term
This terms accounts for the asymmetric shape of the point spread function of the ultrasound beam. The point spread function determines the
resolution cell of our system. Our applicability function should take this
into account to avoid blurring beyond the system resolution; therefore, the
output structural blurring is minimized making the interpolation process
as local as possible to the information that lies into the resolution cell.

189

Chapter 5. Freehand Ultrasound Reconstruction

In addition, the applicability function can be oriented along the B-scan
normals. Including the metric from the B-scan orientations in the applicability function allows for a better control, thus minimizing the blurring
in the direction that lies parallel to the B-scan. Essentially, the resolution
is much higher within the B-scan than between B-scans, so orienting the
applicability function along the normals is not trivial for the final outcome.
The point spread function term is given by three components:
apsf (s, q, t) = Rax (q)Rla (s)Rel (t)

(5.22)

where R stems from the correlation functions of the probe aperture. For
the case of a rectangular aperture, analytical expression can be worked
out for each correlation component [160]:


1
sin(2πfs s)
Rla (s) =
1−
)
πs2
2πfs s
2

Rax (q)
Rel (t)

q
− 4σ
2

= e

q

2
− t2
2σt

= e

.

(5.23)

In a far field approximation every aperture can be seen as rectangular,
making eqs. (5.23) feasible. The parameters fq , σs and σt have a physical
meaning associated to probe parameters
fs

=

σq2

=

σs2

=

D
λ0 s0
λ20
16 ln 2
λ20
4

(5.24)

where λ0 is the transducer wavelength, D is the aperture width and s0 is
the focal depth.
Note that apsf is defined in the B-scan coordinate system (s, q, t)T ,i.e.
lateral, axial and elevation respectively. The interpolation is performed
using normalized convolution over the output grid, therefore the applicability function has to be sampled on this grid. There is a transformation
field, C TP , that relates every point of the B-scan coordinate system P to
the output coordinate system C -see eq. (5.1). Let R be the 3 × 3 rotation
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term of the transformation C TP


|
R =  r1
|

|
r2
|


|
r3  .
|

(5.25)

The B-scan coordinates can be written in terms of the reconstruction grid
coordinate system as the scalar product of ri and x, with x the coordinates in the output reconstruction grid
s = rT1 x,

q = rT2 x,

t = rT3 x.

Then, the point spread function term in the reconstruction grid coordinate
system can be written as

 (rT2 x)2 (rT3 x)2
−
−
sin(2πfs rT1 x)
2
2
1−
) e 4σq e 2σt .
apsf (x) =
T
T
2
π(r1 x)
2πfs r1 x
1

(5.26)

We should note that the applicability function given by eq. (5.26) is variant
with the position in the reconstruction grid. For each voxel, a different
rotation matrix, R, may be applied.
The rotation matrix R has to be computed for each voxel from the
tracker. Needless to say that the rotation field is ill-posed in the sense
that for those voxels on which no pixel have fallen, the value is unknown.
An interpolation technique is required to extrapolate the value of the rotation matrix on those voxels. The problem that arises in this case is that
rotations are elements that belong to the lie-group of rotations, SO(3).
Then a linear averaging of the rotation matrix of the surrounding voxels
does not necessarily give a new rotation matrix. Brun et al. [18] have
recently described a new technique that allows the interpolation of rotation matrices by embedding the rotation transformation in a R16 Euclidean
space using a one-to-one mapping based on quaternions. In the embedded space, standard linear interpolation techniques can be applied. For
our purposes, we have embedded the rotation matrices in the R16 . In
this space a standard normalized averaging has been applied to each element. Once the interpolated value has been worked out for the given
voxel, the value has been projected onto the initial space of rotations.
Further details about the technique can be obtained in [18].
Two sections of the apsf term are shown in figure 5.6 for a transducer
with the following parameters: fs = 7 M Hz, s0 = 40 mm and D = 128λ0 .
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Figure 5.6: 2-D sections of the point spread function term a. Left: in the
B-scan plane t = 0. Right: in the perpendicular plane q = 0.

The transducer wavelength, λ0 , has been computed assuming an average sound speed cs = 1540 m/s. apsf has been sampled on a 0.087
mm/pixel grid. It can be seen that the support of the kernel is smaller
in the B-scan plane, figure 5.6a, than in the elevation plane, figure 5.6b.
Therefore, the interpolation using this applicability function will preserve
the cell resolution in the B-scan plane avoiding inter resolution cell blurring that would degrade the quality of the reconstructed volume.

Local structure tensor term
This terms tries to preserve the spatial variation of the data in the reconstructed volume. The interpolation of data in locations where the data
show a dominant spatial variation, i.e. structure, should involve a spatial
averaging along the structure instead of across the structure. This idea
motivates the introduction of a applicability function term that accounts for
structure on the data.
The LST provides a representation of the structure of the data in terms
of the local dominant orientation and the uncertainty with respect to this
dominant orientation. Moreover, the main eigenvalue is a measure of the
local variance of the data. The information that the LST bears can be
used to build an applicability function that tries to preserve the spatial
variation of the original data.
Let us assume that the LST on the reconstruction grid at a given location x ∈ R3 is given by T(x). This tensor can be written in terms of
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eigenvalues and eigenvector as
T(x) = λ1 ê1 êT1 + λ2 ê2 êT2 + λ3 ê3 êT3 .
The local structure term is defined by the trivariate Gaussian model
alst (y; x) = e
where
T̂ =

yT T̂(x)y
2h(λ1 )

(5.27)

T
λ1

and h(·) is a function that depends on the local variance of the data.
Therefore, alst for a given location x can be seen as a Gaussian kernel
whose principal directions are given by the eigenvectors of the LST and
the variance for each eigen-direction, ê1 , ê2 and ê3 are
σ12 = h(λ1 )

σ22 =

λ1 h(λ1 )
λ2

σ32 =

λ1 h(λ1 )
λ3

respectively. It is clear that σ32 ≥ σ22 ≥ σ12 . Then, the local structure term,
alst , tries to be as local as possible along the main variation of the data.
The function h deserves a few comments. This function maps the
main eigenvalue of the local structure tensor into the lowest variance of
the Gaussian kernel. This function defines the extent of the applicability
function along the principal eigenvector. A desired requirement for this
function is to be monotonically decreasing with λ1 , so the higher the local energy of the signal, the smaller the kernel extent. In [131] we have
proposed a mapping of the signal variance based on the speckle extent.
Basically, the variance of the original data carries information about the
extent of speckle formation [32]. A speckle formation-driven interpolation
allows us to detect likely structures out of the completely resolved speckle
zones, reducing the smoothing effect of the Gaussian interpolation kernel
by means of sharpening the kernel shape. Dutt et al. [32] came up with
a normalized variance-dependent parameter,f , that tracks the statistic of
the speckle image
π2 C 2
f=
,
(5.28)
24 σI2
where C is a compression constant and σI2 is the image variance. The
image variance, σI2 , is directly estimated from the main eigenvalue of the
structure tensor σI2 = λ1 . The statistical analysis carried out by the au193
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Figure 5.7: Variation of Gaussian kernel variance versus image variance. In

order to preserve the structures in the reconstructed volume, the
kernel variance decreases as the image variance increases. The
intensity gray scale value has been normalized between [0, 1] and a
compression constant D = 0.22 was assumed. The desired kernel
2
= 0.796 and
variances were set to lie within the interval σmin
2
σmax = 10.

thors in [32] states that f parameterizes scatterer densities; low densities
result in fully resolved scatterers (f = 0) and large densities result in fully
formed speckle (f = 1). The compression constant C stems from the logarithmic compression that the ultrasonic signal envelope must undergo to
fit into the display’s dynamic range. The authors propose a deterministic
approach to resolve this parameter, although a blind inverse method for
gamma correction can be also applied [36]. In summary, f is a mapping
parameter between the image variance and the kernel variance. Assum2
2
ing that an interval of acceptable variances (σmin
, σmax
) can be defined,
the function h is defined as
2
2
2
h(λ1 ) = σmin
+ (σmax
− σmin
)f.

(5.29)

Figure 5.7 shows the variation of h as the image variance increases.
Finally, we bring our attention into the dependency of alst , as well as
apsf , with the location. For each location in the output reconstruction grid
x0 , the applicability function is defined as
a(y, x0 ) = alst (y; x0 )apsf (y; x0 ).
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Then, the normalized convolution is defined in a variant sense
a(y, x) ∗ c(x)f (x)
.
f˜(x) =
a(y; x) ∗ c(x)

(5.31)

The applicability function defined in eq. (5.30) can be interpreted as follows. In the regions where a clear structure exists, the dominant term will
be alst , therefore the applicability, in the direction of the structure, will be
given by alst and in the other directions there will be a trade off between
apsf and alst . On the other hand, in the regions where clear structure is
not present, the dominant term will be apsf while the term alst tends to
be constant. This will prevent us from interpolating with samples beyond
the system resolution cell.

A few words have to be said about the computation of the local structure tensor. The local structure tensor can be computed using the generalized quadrature filter with phase consistency method (see Section
3.6.4). In order to estimate the tensor, the signal has to be convolved with
a fixed set of 6 partial generalized quadrature filters. These filter were
defined in the Fourier domain in Section 2.8.2. A spatial version of the
filters can be designed by solving the optimization problem that finds the
trade-off between spatial locality of the filter and desired frequency response. The interested reader can find further information in [53] about
filter optimization. This optimization process can be done off-line given
that the same set of filters are used for all the cases. Once we have kernels for the quadrature filters in the spatial domain, a convolution process
can be applied to estimate the quadrature outputs. Given that we are
dealing with sparsely sampled data, the quadrature output will have to be
computed, once again, using normalized convolution. For the certainty
function, we can use the term ch . For the applicability function we can
use an isotropic Gaussian kernel, gσ (x), with a given variance. Finally,
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the LST at location x is computed as
qf k (x) = qk (x) ∗
T

=

6
X

gσ (x) ∗ ch (x)f (x)
gσ (x) ∗ ch (x)

kqf k (x)kMk

k=1

PK
k k=1 qf k (x)k2
pc(x) = γ PK
2
k=1 kqf k (x)k
Tpc (x) = Λ(pc(x))T(x) + (1 − Λ(pc(x))) kT(x)kI,

(5.32)

where qk are the partial generalized quadrature filters with directions n̂k
in the spatial domain and the remaining magnitudes were defined in Section 3.6.4. Instead of using normalized convolution, a simpler approach
may be to interpolate the original signal using NN and estimate the structure tensor using the NN interpolated signal.

5.5.3

Putting all together

The freehand US reconstruction process introduced in this chapter has
the following steps:
1. Definition of the output reconstruction grid (see Section 5.3).
2. Bin filling process (see Section 5.4.1): assign each pixel in the input
B-scan to one voxel in the output reconstruction grid. If several
pixels lie onto the same voxel, take the maximum value.
3. Hole filling process: for each voxel location x in the output reconstruction grid we have to do
(a) Definition of the certainty function (see Section 5.5.1): for each
voxel assigned in the bin filling process the certainty will be 1
and for the non-assigned voxels the certainty will be zero.
(b) Estimation of the rotation field R: for each voxel assigned in the
bin billing process the rotation matrix will be given by the rotation part of the tracker transformation. For each non-assigned
voxel, the rotation matrix is computed using normalized averaging in the embedded space using the method described
in [18].
(c) Definition of the applicability function (see Section 5.5.2):
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• Point spread function term: compute apsf for the given
voxel using eq. (5.26) and the matrix R estimated previously.
• Local structure term:

 Compute the LST T for the voxel using eq. (5.32).
 Extract the main eigenvalue of T using the method described in [143] or [38].

 Compute the local variance mapping h(λ1 ) using eq. (5.29)
and eq. (5.28).

 Compute alst using eq. (5.27).
4. Perform normalized averaging using eq. (5.31) to estimate the interpolated value at location x.
5. Continue to step 3 until all voxels have been visited.

5.6 Experiments
For probe tracking, an electromagnetic sensor (miniBird, Ascension Technologies, Burlington VT) was used. This position sensor provides position
(x, y, z) and orientation (α, β, γ) information between the receiver and the
transmitter. The US slices and position sensor measures were matched
using Stradx freehand 3-D US system (Cambridge University 3D Ultrasound Research Group, Cambridge, UK). The calibration of the system
was performed using a single-wall phantom as described in [119]. Once
the images and position were recorded, the volume reconstruction was
performed with custom software on a Sparc and Pentium platforms. The
custom software was implemented as a VTK (Visualization Toolkit [136])
class. VTK libraries were also used for data visualization.

5.6.1

Reconstruction Grid Evaluation

Two freehand US datasets have been used to test the reconstruction grid:
• a thyroid volume available from the Cambridge University 3D Ultrasound Research group and
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• a kidney volume scanned under our supervision at the Hospital Río
Carrión2 , Palencia, Spain. US imaging was performed with a Hitachi EUB-515.
Evaluating the PCA process capability to define a coordinate system is
a difficult task due to the lack of a ground truth orientation; it is our opinion
that there could be as many optimum orientations as ultrasonographers
were asked, so, the orientation given by other methods like the key-frame
approach could be equally valid. However, more objective differences
between methods may arise when a trimming of the output volume is
carried out in order to process only the relevant areas of the scanning. In
this case, as we will show, the effectiveness of the trimming process is
highly dependent on the chosen coordinate system.

Evaluation Methodology
We will analyze four different coordinate systems and two different trimming procedures. The coordinate systems are: the PCA approach with
ROI prior(PCA-ROI) proposed in [130], the PCA approach without ROI
prior (PCA) proposed in [131], the key-frame approach proposed by Barry
et al. [11] and the transmitter coordinate system given by the positioning
system (T ). The key-frame chosen to be the reference of the coordinate
system in the key-frame approach was the B-scan that lays in the middle
of the recorded sequence.
For the PCA approaches, two trimming methods have been used: the
proposed eigenvalues approach and a deterministic approach based on
the deviation from the center of gravity and an external percentage p
[131]. Key-frame and T methods have been solely trimmed with the deterministic method due the lack of eigenvalues in those cases.
An expert3 was requested to scroll along the volumes and delineate
the ROI in a set of representative slices. This procedure did not take
more than a few minutes. This initial delineation was used to estimate the
prior pdf parameters using eq. (5.9). Later on, the same expert was requested to carefully delineate the ROI along the whole examination, so a
quantitative study could be conducted. The delineation process was done
using the 3D Slicer [50]. The resulting ROIs will be taken as our ground
truth, i.e., as the target to be preserved in the reconstructed volume. The
2 we would like to thank Dr. Julio Díaz for helping us out in the scanning process.
3 We would like to thank Dr. James Ellsmere for his inestimable help in delineating

the ROI
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best procedure (both in terms of coordinate system and of trimming procedure) will be the one that most compactly comprises the whole ROI,
i.e., the method that, as soon as the whole ROI is captured within the
reconstructed grid, the physical volume4 of such grid is the least. For
illustration purposes, figure 5.10 shows a 3D model of the ROI with the
original B-scans superimposed for the two datasets that were used in this
evaluation.
In order to monitor the trimming procedure we have obtained Receiver
Operating Characteristic (ROC) curves in which the magnitude in the horizontal axis is the physical volume of the reconstructed grid (Vgrid ), and
the magnitude in the vertical axis is the portion of the ROI captured by
the reconstructed grid. Such a magnitude will be hereafter referred to
c
. Both axes will be normalized by
as captured ROI and denoted by VROI
the physical volume of the ROI (VROI ) in order for the curves of the two
datasets to be comparable regardless of the actual size of the ROI. Such
curves will be referred to as ROC curves for simplicity. The physical volc
= VROI will be hereafter referred to as optimal
ume Vgrid for which VROI
grid physical volume and denoted by VOGP V .
In order to apply a trimming algorithm to those coordinate systems that
are not based on an eigenvalue computation, a deterministic approach
has been applied. This deterministic trimming approach has been introduced to compare the PCA with the key-frame. The chosen deterministic
method follows an ad-hoc scheme where the length of each axis is reduced based on the deviation of the center of the volume bounding box
from the center of mass of the data. Departing from the bounding box limits, each dimension of the bounding box is trimmed according to a term,
dj , which controls the extent of the trimming process in this direction as a
function of the deviation of the center of mass with respect to the bounding box limits for the axis. Everything is weighed by a term p that which
is used to control the whole process. In our particular implementation
the length of the trimmed volume along the i-th coordinate (i = x, y, z) is
given by:
li = [(BBi − mci )(di + 0.5) − (bbi − mci )(1 − di )] ∗ p

(5.33)

where BBi and bbi are the respective i-th coordinates of the lower and
upper bounding box extremes, and mci is the i-th coordinate of the center
4 We will use interchangeably the terms reconstructed grid and reconstructed volume.
When we need to refer to the size (in cubic unities) of the reconstructed volume we will
use the term physical volume.
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of mass. p is a coefficient that is used to control the trimming strength.
dj is a parameter that accounts for the deviation from the center of mass
following an arctangent shape. Specifically
i
h 
mci −bbi
1
−
π + 2 arctan 5 BB
2
i −bbi
.
(5.34)
di =
4π
di is bounded over the interval [0, 0.5] as mci tends to bbi or BBi .

Coordinate system performance
Figure 5.8 shows the ROC curves that result from the different approaches
for the two datasets. These plots depict how fast the reconstructed volume comprises the ROI as a function of the growing physical volume of
the reconstructed grid as we increase either r or p as convenient for the
corresponding trimming method. Needless to say that the best procedure will grow faster in the vertical axis than the others as they all move
rightwards along the horizontal axis.
The RPCA method significantly improves the results, specially when
the eigenvalues are used to trim the volume. We have observed that
the ROI prior greatly enhances the information carried by the eigenvalues
of the covariance matrix. We have also seen that the trimming method is
less sensitive to the variation of r when the ROI prior is taken into account.
A deterministic trimming turns out to be a fairly poor solution, given that
although we are able to reduce the volume, there is no knowledge about
how to perform this reduction depending on the axes and pixel distribution
in the 3D space, i.e. how to trim the volume preserving the ROI as much
as possible for a given trimming ratio.
Another issue that we have addressed in our study is the relation between the least physical volume of the reconstructed grid Vgrid that comprises the bounding box (say, Vgrid = VBB ) and VOGP V . Figure 5.9 shows
this relation for each case and each coordinate system considered. The
bargraphs reflect how worthy it is to use a trimming method in terms of
the amount of data needed to enclose the ROI. It is also worth noting
that PCA is not the method that achieves the least physical volume when
the whole bounding box is required. That makes sense if we take into
account that PCA tries to choose the best orientation to be as insensitive
as possible to portions of B-scans not within the ROI; consequently, any
attempt to enclose those B-scans will result in a greater volume than with
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Figure 5.8: Study of the evolution of the

c
with Vgrid , both normalized
VROI

by VROI (see main text for denitions). Two cases have been
analyzed: (a) thyroid gland and (b) kidney. For each case, six
methods have been evaluated, namely, PCA using ROI prior with
eigenvalue trimming method and deterministic trimming method,
plain PCA with eigenvalues and deterministic trimming method,
key-frame with deterministic trimming method and T coordinate
system with deterministic trimming method. Vertical lines show
the point at which each method starts to enclose the ROI.

other orientations that implicitly use the knowledge of the scanning policy (if it exists) as, for instance, the key-frame approach. As we stated in
the introduction to this chapter, as far as a human observer is concerned,
PCA is not the preferable option if the intention is to preserve all the data
and the observer is willing to scroll through irrelevant B-slices. Our PCA
approach becomes relevant when the trimming is carried out; in that case,
as we have shown, our method outperforms the key-frame approach in
terms of physical size of the volume.
Figure 5.10 shows the output grids when the PCA with ROI prior is
applied. r has been set to 0.8. A ROI model has been rendered to let
the reader assess the goodness of the result. The outermost box is the
bounding box that covers the whole data for the PCA coordinate system.

5.6.2

Interpolation Evaluation

The interpolation has been assessed using two datasets:
• an examination of a thyroid gland performed with a 7 MHz linear
array probe and a depth setting of 40 mm available from the Cam-
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Figure 5.9: Comparison between the VBB and VOGP V (see main text for def-

initions) for the thyroid (a), the liver (b), the kidney (c) and the
fetus (d).

bridge University 3D ultrasound Research group. This dataset has
been already used in the previous section.
• an examination of a pig hepatic vein with a 6.5 MHz laparoscopic
convex curvilinear array probe and a depth setting of 35 mm acquired at Brigham and Women’s Hospital
We have focused on these two datasets as being extreme cases. While
the thyroid can be considered a perfect case for the point spread function term given by eq. (5.26), the hepatic vein case constitutes the worst
case scenario given that both the linear array aperture and the far field
condition are violated. At the same time, both datasets are formed by a
fairly parallel sequence of slices. As we will see the parallel condition is a
desired characteristic for our evaluation methodology.

Evaluation methodology
Different approaches can be used to evaluate the quality of the reconstruction process (bin-filling and hole-filling). For instance, Meairs et
al. [101] state that one of the best ways to judge the quality of 3-D US volume acquisition and reconstruction is through volume visualization using
rendering techniques. However, we believe that this approach remains
subjective and the visual cues associated to each particular rendering
technique can potentially disguise pitfalls of the reconstruction method.
One can even change the spatial position of the triangles in a mesh ac-
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(a)

(b)

Figure 5.10: Performance of the ROI prior method with the eigenvalue trimming approach. The original B-scans planes, the bounding box
(outer box) and box for r = 0.8 are shown for the cases (a) thyroid gland and (b) kidney. The dierence between the bounding
box volume and the trimmed volume are fairly clear.

cording to different criteria to get a better visualization [127], even though
the original volume remains unaffected.
Another possibility could be to build a phantom in which the material
had known acoustic properties so that values of the B-scan could be anticipated by analytical calculations and compared with the actual B-scans.
This possibility, however, requires an effort that can be circumvented by
other methods.
In this study we have followed the testing approach introduced by Rohling
et al. [124]. The main idea is to evaluate the ability of the reconstruction
method to predict the intensity values at the locations where the original
data have been removed. The examinations must show a regular enough
sweep to allow an easy interpretation without any lack of generality. A
B-scan near the middle of the sweep is selected. A key-frame approach
is used to align the volume coordinate system using the chosen B-scan.
The voxel size is set such as x and y axes have a resolution equal to the
B-scans. Therefore the selected B-scan falls perfectly into voxels in the
output reconstruction grid. In order to preserve this property a voxel size
in z should be properly chosen. The distance between the centers of the
adjacent B-scans from the key B-scan is used as the voxel size in the z
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direction.
A percentage of pixels have been randomly removed from the chosen
B-scan by sampling a uniform distribution. The removed pixels create
holes of various sizes that should be interpolated. The whole process can
be seen as an artificial irregular sampled slab where the original values
are known. The interpolated value is compared with the removed pixel
value to assess the reconstruction accuracy. The root mean square error
(RMSE) between the interpolated and the original values over all missing
values has been used as a measure of goodness
v
u
L
u1 X
RM SE = t
(pi − ci )2
(5.35)
L i=1
where pi is the original pixel intensity value and ci is the voxel interpolated
intensity value aligned with pi . L is the number of removed pixels.
A Monte Carlo approach has been followed to estimate the RM SE.
Experiments have been carried out along 6 different B-scans for both volumes. For each B-scan, ten different percentages of data have been
removed: 5% and from 10% to 90% in 10% increments. For each percentage, the test has been repeated ten times such that new random
locations are drawn each time.
The performance of the adaptive local structure interpolation (NC) has
been compared with four other interpolation methods. A simple nearest neighbor approach (NN), a inverse distance-weighted approach (DW)
and a triangle-based interpolation (TgLinear) [161] and a kriging-based
interpolation (Kriging). The last method deserves a few comments before
proceeding with the results.

Kriging interpolation
In the field of geostatistic the problem of sparsely sampled data interpolation is commonly addressed. Kriging is the estimation procedure used in
geostatistics that uses the known values and the variogram to determine
unknown values. Kriging has interesting statistical properties that make it
the best linear minimum mean square error (LMMSE) estimator, i.e. the
estimator that being a linear function of the data and unbiased achieves
the minimum square error. In this sense, the Kriging filter can be related
to the well-known Wiener filter. The main difference between the Kriging
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approach and the Wiener approach is the way the local mean is treated.
In the Kriging theory the mean is not assumed to be constant, but varying according to a model. Given that the estimation of the covariance
from the data requires the knowledge of the mean, Kriging uses instead
the variogram. Based on the variogram, optimal weights are assigned to
known values to calculate the unknown ones. Given that the variogram
changes with the distance between the unknown value and the known
ones, the weights depend on the known sample distribution.
The variogram is a measure of the degree of spatial dependence between samples. The magnitude of the variogram between points depends
on the distance between the points. The smaller the distance between
points the lower the variogram. The variogram has to be precalculated
for the specific data. Usually a model for the variogram is fitted from the
available samples of data. Later on, the kriging estimation is performed.
The variogram can be seen as an alternative measure to the covariance
widely used in the geostatistical community.
A recent survey on Kriging filtering applied to signal processing [125]
has shown the effectivity of Kriging for interpolation of sparse-sampled
data. As it is mentioned in [125], the use of Kriging for the interpolation of
medical images has very limited contributions, for example [149]. Given
the statistical properties of the Kriging filter that make it the best LMMSE
estimator, we are going to use this method as the lower limit of all linear
interpolators. The Kriging results can be used as a reference, at least in
terms of mean square error.
We have used gstat 2.3.5 to perform Universal Kriging interpolation
[116] using the approach proposed in [125]. In Universal Kriging, the
mean of the data is unknown and it is assumed to be nonstationary
throughout the image. The main steps involved on applying Kriging are:
• Estimation of the variogram from the data: the variogram is not
known a prior and it has to be estimated from the data using structural analysis. We have used gstat capabilities to fit an exponential
model. It has been shown that for a great range of natural images
the exponential model is a good model for the variogram [125].
• Estimation of the weights: using the variogram and the data a linear
equation system has to be solved in order to obtained the interpolated value.
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Figure 5.11: Evaluation of the interpolation method. Comparative study be-

tween the proposed normalized convolution method (NC), nearest neighbor (NN), inverse distance weighted interpolation (DW)
and triangle-based linear interpolation (TgLinear). (a) Thyroid
case. (b) Pig hepatic vein case.

Results
Figure 5.11 shows the overall trend of the methods under analysis. The
plots show the root mean square (RMS) error with a line, the standard
deviation with boxes and the outliers values at the end of the whiskers.
Without a doubt, the Kriging interpolator is the best method in terms of
minimum RMS error, as well as variance of the error, outperforming the
others. This is not surprising at all and proves the LMMSE character of
Kriging. Our method performs as well as TgLinear. While for the thyroid
dataset (figure 5.11a) NC shows a better behavior than TgLinear and it
gets close to Kriging, for the aorta case (figure 5.11b) the NC slightly deteriorates. This can be explained by taking into account that the aorta
case was scanned with a curvilinear array in close field conditions. This
violates the assumptions of the point spread function term and its capability to localize the interpolation within the resolution cell. Yet the NC errors
are close to the ones achieved by TgLinear even for not optimal conditions. As we could expect, NN is the worse method in terms of accuracy
and DW follows a similar trend.
By just looking at the errors plotted in figure 5.11, we could conclude
that Kriging is the best interpolator and therefore it should be the preferred
method for freehand US reconstruction. However, as we are going to

206

5.6 Experiments

show, this is not completely true and a more careful analysis is to be
carried out. Kriging is a method designed to minimize the error measure
that we have used. On the other hand, our method has been designed
without taking into account any error minimization but other principles
as structure preservation and intra resolution cell blurring. This has a
qualitative impact on the results that we proceed to analyze by means of
a few examples.

Figure 5.12 shows the original thyroid image before sample removal,
the sparsely-sampled image for a 60% of the removed data and the interpolated results. Two detailed views have been chosen marked by two
rectangles in figure 5.12. The first one in the top right corner, figure 5.13,
and the second one in the central right side, figure 5.14. The results
are very reaviling, particularly the one corresponding to the first detail.
By looking at these images, interesting conclusions can be drawn. First,
both NN and TgLinear give a result that clearly resemble the original. This
similarity comes from the fact that the first order speckled characteristic
of the signal is preserved, but this is not so for the correlation properties
of the signal. However, these methods introduce artifacts in structural areas as it can be seen in the detailed view figure 5.13. It is remarkable
that the oversmoothing that DW introduces is due to the isotropic character of the kernel. In the same detailed view we can appreciate that
Kriging has trouble preserving the thin black structure between the two
bright layers while our method yields a crisp image with clear structures
resembling the original image. Figure 5.13, reveals the Kriging character
better than figure 5.14. While Kriging is the optimal estimator in terms of
mean square error, it has problems preserving structures, i.e. oriented
spatial variation, due to its stochastic nature. In Kriging, the local variation is modeled by the variogram in a global way instead of locally as
our method does by means of the local structure tensor. On the other
hand, the strongest point of Kriging is in recovering textured areas where
a knowledge of global statistics plays an important role.

Figure 5.15 shows the results for the hepatic vein case and figure 5.16
shows a central detail. Although less apparent results are seen, similar
conclusions can be drawn.
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5.7 Summary
In this chapter a theoretical framework for the reconstruction of a regular
US volume out of irregularly-sampled volume data has been proposed.
We have focused on two main problems, namely, how to create a regular
volume grid, and how to find the value of each of the voxels in the grid.
With respect to the former, the optimum coordinate system is found by
using a PCA analysis with a ROI prior to model the distribution of the input data. In our experiments we have shown that the method presented
in this chapter encloses the ROI with a smaller overall physical volume
than other methods previously proposed. With respect to the second
problem, a novel adaptive interpolation algorithm based on local structure
and normalized convolution has been introduced. We have proposed a
new applicability function that takes into account both the physical characteristic of the probe, in order to localize the interpolation problem to
the system resolution, and the structure of the data, in order to orient the
interpolation along the structures. In this way, the blurring between structures that lie beyond the system resolution cell is minimized. Our method
is quantitatively comparable to the best linear estimator and qualitatively
outperforms existing methods.
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Figure 5.12: Interpolation results for the thyroid dataset. From top to bottom,
left to right: original, missing data, NN, DW, TgLinear, Kriging
and NC.
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Figure 5.13: Detail for the thyroid dataset corresponding to the right superior

patch. From top to bottom, left to right: original, missing data,
NN, DW, TgLinear, Kriging and NC.
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Figure 5.14: Detail for the thyroid dataset corresponding to the right-middle

superior patch. From top to bottom, left to right: original, missing data, NN, DW, TgLinear, Kriging and NC.
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Figure 5.15: Interpolation results for the hepatic vein dataset. From top to
bottom, left to right: original, missing data, NN, DW, TgLinear,
Kriging and NC.
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Figure 5.16: Detail for the hepatic vein dataset corresponding to the center

patch. From top to bottom, left to right: original, missing data,
NN, DW, TgLinear, Kriging and NC.
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6
Medical image segmentation
using Riemannian level set
6.1

Introduction

Image segmentation is a field that has attracted a lot of attention in the
computer vision community. One of the most relevant applications of
the segmentation methods has been to the medical image analysis field.
Medical image segmentation is the automatic delineation of anatomical
structures that can be used to create computer generated models. A
vast tree of medical applications have benefited from image segmentation including: surgical navigation systems [55], diagnosis and evolution
of diseases, computer aided diagnosis [151], medical training and simulation, and quantification of tissue volumes [83]. Image segmentation,
however, remains a difficult task due to both the tremendous variability
of object shapes and the variation in image quality and resolution. In
particular, medical images are often corrupted with noise and sampling
artifacts which causes considerable difficulties when applying classical
segmentation techniques such as edge detection and thresholding.
Segmentation techniques can be coarsely classified as region based
segmentation and contour based segmentation. Techniques in the first
class try to classify an image into a number of regions or classes; therefore, for each pixel in the image, we need to somehow decide which class
it belongs to. Contour based segmentation techniques try to extract the
boundaries between the regions that form the image. In this chapter we
are going to present one of the most popular contour based segmentation techniques: deformable models. We will provide a quick review of
the deformable models principles and state-of-the-art. A classification of
the different methods will allow us to review the main approaches in the
literature. From this, we will introduce our method to perform image segmentation based on the framework presented in Chapter 4.
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6.2 Deformable models: Taxonomy
Deformable models are a general denomination that refers to the methods that evolve a curve, a surface, or in general a hypersurface, defined
within the image domain, under the influence of two type of forces:
1. internal forces: they are defined from the curve or surface. They
serve as a regularizer keeping the model smooth during deformation.
2. external forces: they are computed from the image data and try to
move the model, curve or surface, toward the object boundaries or
other desired features in the image.
Deformable models perform the segmentation of an object by keeping
certain smoothing conditions and incorporating other prior information.
Although the idea of deforming a template dates back to the works of
Fischler [43] and Widrow [170], deformable models owe their popularity
to the seminal work of Kass, Witkin and Terzopoulos [64]. Deformable
models have been referred to in the literature under various names, such
as snakes, active contours, active surfaces, deformable contours and deformable surfaces.
Deformable models can be classified in:
• Parametric deformable models: the representation of the curve is
explicitly done in parametric form. From this explicit representation, an evolution problem is posed in terms of energy minimization.
Although a fast real-time implementation can be done in this way,
changes of topology are difficult to achieve.
• Geometric deformable models: this type of deformable models are
based on curve evolution [134] and level set methods [111]. The
evolution is done by representing the evolving curve or surface implicitly as a level set of a higher dimensional function. Therefore,
they can naturally handle topology changes unlike parametric deformable models. Because of this, geometric deformable models
have surpassed parametric deformable models particularly in medical applications.
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6.2.1

Parametric deformable models

Parametric deformable models have been described from two different
types of formulation: energy minimization formulation and dynamic force
formulation. Both formulations leads to similar results, however the first
one guarantees that the solution satisfies a minimum principle whereas
the second type has the flexibility of allowing the use of more general
types of external forces.
Parametric deformable models were introduced by Terzopoulos [153].
This general theory was particularized by Kass in 2D for deformable contourset; or snakes [65]. We are going to present the principles of snakes
in both formulations. For a generalization to higher dimensions, surfaces
or in general hypersurface, the reader may consult [153].

Energy minimization formulation
Geometrically, a deformable contour or snake is a planar curve C(s) :
[0, 1] → R2 with C(s) = (Cx (s), Cy (s)) defined on the image domain, for
simplicity R2 . The contour moves through the spatial image domain to
minimize the energy functional:
E(C) = S(C) + P(C)

(6.1)

The first term is the internal energy functional and is defined by
1
S(C) =
2

Z

1

ω1 (s)|
0

∂C 2
∂2C
| + ω2 (s)| 2 |2 ds.
∂s
∂s

(6.2)

The first-order derivative discourages stretching and makes the model
behave like a elastic string. The second-order derivative discourages
bending and makes the model behave like a rigid rod. The weighting parameters ω1 (s) and ω2 (s) are used to control the strength of the model’s
tension and rigidity, respectively.
The second term is the potential energy functional and is computed by
integrating a potential energy function P (x, y) along the contour C(s)
Z
P(C) =

1

P (C(s))ds

(6.3)

0

The potential energy function P is derived from the image data f and it
acts as a metric such that it bears small values near object boundaries as
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well as other interesting features. Typically, it is a function of the gradient
of the image if edges are the desired feature.
Regardless of selection of the potential energy function, the problem is
posed as finding the curve C that minimizes the energy functional E. This
is a variational problem and the solution that minimizes E must satisfy the
Euler-Lagrange equation [65]




∂2C
∂C
∂2
∂
(6.4)
ω1 (s)
− 2 ω2 2 − ∇P (C) = 0.
∂s
∂s
∂s
∂s
The first two terms can be seen as internal force terms and the last term
as an external force term such that
Fint (C) + Fext (C) = 0,

(6.5)

with Fint : R2 → R2 and Fext : R2 → R2 . The internal force acts as a
regularization term while the external force pulls the contour toward the
desired object features.
To find a solution to eq. (6.4), the deformable contour is made dynamic
by considering C a function of time, as well as the parameter s. This is
equivalent to applying a gradient descent algorithm to find the local minimum of eq. (6.1). Then the solution must satisfy the evolution equation




∂C
∂
∂C
∂2
∂2C
γ
=
ω1 (s)
− 2 ω2 2 − ∇P (C)
(6.6)
∂t
∂s
∂s
∂s
∂s
where γ is a constant introduced to make the units consistent on both
sides.

Dynamic forces formulation
In the previous section, the deformable model was modeled as a static
problem and an artificial time variable was introduced to minimize the
energy. In this new formulation, the contour is seen as a dynamic object
that, according to Newtons’ second law, must satisfy
µ

∂2C
= Fdamp (C) + Fint (C) + Fext (C),
∂t2

(6.7)

where µ is a coefficient that has a mass unit and Fdamp is the damping
force. In image segmentation, the mass coefficient is often set to zero
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and the damping force is defined as −γ ∂C
∂t . Therefore the dynamic formulation becomes identical to energy minimization formulation. The main
difference in this case is that the external forces can be either potential
forces or non-potential forces. The potential force is defined as the gradient of a potential function and this force is the one that can be justified
by a variational energy formulation. The non-potential forces cannot be
derived from the variational approach but account for other situations that
can better suit the segmentation task.
In general the external force term is expressed as a superposition of
several different forces
Fext = F1 + F2 + · · · + FN
The snake methods that have populated the literature make a difference
in defining their own forces. Table 6.1 presents a summary of the main
snake methods an the principal external/internal forces underneath the
method.

6.2.2

Geometric deformable models

Geometric deformable models were independently proposed by Caselles
et al. [22] and Malladi et al. [95] based on curve evolution theory and
level set methods. Curves and surfaces are evolved using only geometric
measures resulting in an evolution that is independent of the parameterization. As in parametric deformable models, the evolution is coupled with
the image data to recover object boundaries. However, unlike parametric
models, topology changes are intrinsically handled given that the representation of the evolving front (curve or surface) is implicit as a level set
of a higher-dimensional function.
The goal of curve evolution theory is to study the deformation of curves
using only geometric measures such as the unit normal and curvature as
opposed to quantities that depend on parameters such as the derivatives of an arbitrary parameterized curve. Let us consider a moving curve
C(s, t) = (Cx (s, t), Cy (s, t)), where s is any parameterization and t is the
time. Its inward unit normal is denoted as N and its curvature as κ. The
evolution of the curve along its normal direction can be characterized by
the PDE
∂C
= F (κ)N
(6.8)
∂t
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Description

The potential force is dened as the norm of the image intensity gradient.
The gradient is smoothed with a Gaussian kernel with a given variance
that xed the scale. A drawback is that only contour near the boundary
are properly attracted. To reduce the impact of lack of attraction, a
multiscale approach is proposed. The idea is to use large variance values
at the beginning to attract the contour toward the boundaries and then
use small values to locate the boundary in the contour.
A balloon force is included in the scheme to allow greater attraction range.
The balloon force is dened as a force proportional to the inward unit
normal of the contour. Depending on the sign of the proportional factor
the contour can inate or deate.
The potential energy is dened as a exponential function of the distance
transform. The value of the distance map at each pixel is obtained by
calculating the distance between the pixel and the closest boundary point.
The potential force is dened as the negative gradient of the potential
energy. By using the distance transform for dening the potential eld
one can achieve large attraction ranges.
This force is designed to let the contour evolve into concavities to a given
extent. The other external forces fail to do so. The idea in gradient vector
ow is to diuse the image gradient eld such that the new eld covers
regions distance from the boundary without compromising the locality
of the boundary. The amount of diusion is adjusted to the point that
boundary distortions are avoided. The GVF is computed by solving a
diusion equation on the image gradient eld.
This type of force allows an operator to interact with the deformable
model. Spring forces are dened to be proportional to the distance between the contour points and a user-specied set of points. The spring
forces pull the contour toward the points while keeping smooth contour.
Volcano forces are the antithesis of spring forces. They act by pushing
the model away from a local around a user-specied point.

Table 6.1: Type of forces in parametric deformable models.
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where F (κ) is a given speed function that depends on the curvature and
determines the speed of the evolution. Any tangent force does not affect
the curve evolution (shape and geometry) but only its parameterization,
therefore the evolution only depends on the normal of the curve. The
most extensively studied curve evolution problems have been: curvature
evolution where F (κ) = κ —also knowns as geometric heat equation—
and constant deformation where F (κ) = conts.
The level set method has been used to implement curve evolution
problems by embedding the evolving front as a zero level set of a higherdimensional function. The evolution problem can be written as a PDE on
the level set function. The level set method for evolving curves is due
to Osher and Sethian in their famous work [111, 137]. At this point, the
reader is referred to Chapter 4 for exact details about the level set formulation. Using the level set formulation it is possible to rewrite the evolution
eq. (6.8) as
∂Ψ
= F (κ)k∇Ψk,
(6.9)
∂t
where Ψ is the level set function and whose zero level set is given by
Ψ(C(s, t), t) = 0. It is straightforward to show that both the curve normal,
N, and the curvature, κ can be written in terms of the level set function
N
κ

∇Ψ
k∇Ψk
∇Ψ
= ∇·
.
k∇Ψk
= −

(6.10)

Three issues need to be considered when implementing geometric deformable models using level sets:
1. An initial evolving contour Ψ(x, t = 0) must be constructed. A common choice is to use Ψ(x, 0) = D(x), where D(x) is the signed
distance function to the zero level set. The computation of this function can be done by using the fast marching method proposed by
Sethian [138].
2. Since the evolution is derived only for the zero level set, the force
function F (κ), in general is not defined on other level sets. We need
to extend the values to other level sets. Many approaches for such
extensions have been developed —see [138] for a detailed discussion on this topic. However, the level set function that evolves with
extended force functions may lose its property of being a signed dis-
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tance function. This leads to inaccuracies in curvature and normal
calculations that have to be solved by a periodic reinitialization of
the level set function to the signed distance function of the current
evolved curve.
3. In order to account for large-scale deformations, constant deformation is often used to allow an expansion of the zero level set.
Constant deformation, however, can cause the formation of sharp
corners from an initial smooth zero level set. Once the corner is
developed, it is not clear how to continue the deformation since the
definition of the normal direction becomes ambiguous. A natural
way of dealing with this situation is to impose the so-called entropy
condition originally proposed in the area of interface propagation by
Sethian [137]. A numerical scheme that satisfies this principle has
to be chosen when implementing the evolution equation. A detailed
description is provided in [138]
From an image analysis point of view, the success in using geometric deformable models relies on the definition of the evolution forces. A
general formulation is given by
∂Ψ
= (αFs + βFa + γFe + τ Fr ) k∇Ψk,
∂t

(6.11)

where the evolution is driven by four forces, namely: smoothing force Fe ,
advection force Fa , expansion force Fe and region-based force Fr . The
first force is intended to evolve a curve with some smoothing properties
and acts as a regularizer. The second force is intended to be a pulling
force toward the boundaries of the object that we want to segment. The
third force tries to push the contour far from the initial point so the initialization is less critical. Finally, the fourth force adds a region-based
knowledge to the evolution process as well as a prior knowledge about
the shape that we want to segment. By means of this force, regional
statistic can be incorporated in the level set framework. Depending on
the existence of the region force or not, the level set methods have been
respectively classified as level sets with regularizers and level sets without regularizers [150]. The weights α, β, γ and τ are used to increase the
effect of one of the forces over the others and to normalize the units of
each force so they are compatible.
The understanding and design of these forces have populated the literature with different flavors of level set methods. Table 6.2 gives an
overview of the main level set methods with a description of the type of
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forces that define the method.
Some examples of use of level set methods for medical imaging segmentation can be found in [87, 93, 94, 96, 109, 141, 169, 174, 176]. We
are not going to provide a thorough description of the methods. However,
at heart, they can be classified into one of the main categories given in
table 6.2. The interested reader is encouraged to review the provided
references.

6.3 Method
The vast majority of the level set approaches summarized in table 6.2 use
a boundary term driven by a stopping function g(x) that tries to model the
geometry of the image manifold to segment. The stopping term weighs
the Euclidean space where the image is defined such that the locations
close to a salient feature to be segmented have a high cost (low g-function
value) and those close to irrelevant features have low cost (high g-function
value).
Our aim is to segment surfaces in a volumetric image dataset1 f (x) :
R → R. To that end, a level set approach has been chosen for the benefits compared to parametric deformable models. The method that we
propose in this thesis is directly based on the Riemannian theory introduced in Chapter 4. Our theory tries to exploit the full metric instead of a
conformal metric as proposed by Caselles et al. [23] and Kichenassamy
et al. [68]. Our approach can be classified as a level set method without
regularizers. The benefits of a geodesic formulation is the presence of
and advection term that prevents the level set from crossing over structures. From the Riemannian mean curvature flow introduced in section
4.6, the level set equation can be rewritten as
3

∂Ψ
= (αFs + β1 Fa1 + β2 Fa2 + γFe ) k∇G ΨkG ,
∂t

(6.12)

where α, β1 , β2 and γ are weighting parameters. The three first forces
1 Although we are going to focus in this chapter on 3D datasets, the method is
intrinsically dened for nD signals.
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Method

Without Regularizer
Caselles et al. [22],
Malladi et al. [95]
Fs
g(x)κ

Fe

∇g · ∇Ψ
g(x)

Fa

g(x)κ
g(x)

g(x)

g(x)κ

Geodesic Active Contour

Caselles et al. [23],
Kichenassamy et al. [68]
Siddiqi et al. [141]

Fr

Comments

Very sensitive to leaking

Fr

Structure with weak gradient leads to
leaking
Advection force (x · ∇g) corresponds
to an area minimizing term. Imposing area minimization makes dicult to
segment convoluted shapes.
Fe

∇g
·
∇Ψ
+
β2 x · ∇g
Fa

1

ν1 (f (x) − µ1 (Ψ))2 − Performs a smooth partition of the imν2 (f (x − µ2 (Ψ))2
age in two homogeneous regions.
“
”

A priori level set function

Likelihood of a given pixel to belong to the region outside the zero level set.
Likelihood of a given pixel to belong to the region inside the zero level set.

(f (x))
g(x)κ
∇g · ∇Ψ
log ppout
The region energy term aims at maxiin (f (x))
mizing the a posteriori partition probability given the image.
g(x)κ
∇g · ∇Ψ
g(x)
Ψ∗ (x) − Ψ(x)
Prior knowledge is added as a prior
shape u∗ computed as the maximum a
posteriori of a set of training shapes.
Level set function.
Curvature of the level set function Ψ.
Stopping term. It is a decreasing function of the image gradient ∇f .
Image average outsize the zero level set.
Image average inside the zero level set.

With Regularizer
Fs
Active Contour Without κEdges
Chan et al. [25]

Geodesic active regions
Paragios et al. [115]

R

=

fR(x)Π(Ψ(x))dx
Π(Ψ(x))dx

Leventon et al. [87]
Ψ(x)
κ
g(x)
µ1 (Ψ) =
µ (Ψ)
R2
fR(x)(1−Π(Ψ(x)))dx
(1−Π(Ψ(x)))dx

pout (f (x))
pin (f (x))
Ψ∗ (x)

Table 6.2: Summary of force terms for geometric deformable models.
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terms are directly derived from the Riemannian formulation
Fs

=

Fa1

=

Fa2

=


1
Tr PG G−1 H
k∇G ΨkG

 
1
G−1 ∇Ψ∇Ψt
Tr I −
A
k∇G ΨkG
2k∇G Ψk2G
|G|−1 −1
1
hG ∇Ψ, ∇|G|i.
k∇G ΨkG 2

(6.13)

The Riemannian mean curvature flow does not provide an expansion
term by construction. However in order to be able to segment objects far
away from the initial level set an ad hoc expansion term has been added.
Before proceeding to the description of the expansion term, we are going
to describe how the metric G is defined.

6.3.1

Metric definition

The metric is defined from the LST of the input image. Recalling section 4.7, the LST defines the metric of the image manifold as stated by
Sochen et al. [145]. The LST, T(x), is obtained from one of the methods
described in chapter 3. The LST has the following spectral decomposition
T(x) = λ1 ê1 êT1 + λ2 ê2 êT2 + λ3 ê3 êT3 .
The third eigenvalue is a measure of the uncertainty with respect to the
main orientation of the structure due to noise and complex neighborhoods. In order to compensate for the noise, a new tensor is defined
such that part of the isotropic energy given by λ3 is removed. This can be
seen as a non-linear filtering of the image data but in the metric domain.
Thus, the compensated LST is given by
0

T (x) = T(x) − rλ λ3 I,
where rλ ∈ [0, 1] is a parameter that maps the amount of λ3 that is due to
noise.
From the compensated LST, the metric tensor is defined according to
eq. (4.78) as
G(x) = (T(x) − rλ λ3 I) + I
(6.14)
where  is a constant that accounts for the difference in scale between the
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support where the image is defined and the range of image values f (x).
Given that we are going to work with digital images, the ratio between
intensity values and voxel size will define .

6.3.2

Expansion force

In the Riemannian mean curvature flow framework, if a expansion term is
not added, the segmentation of surfaces far from the initialization is very
difficult due to the lack of acting forces but the smoothing term. Moreover, an expansion term can help to avoid the level set to get trapped by
insignificant structures, tube-like structures or noisy structures.
The expansion term has been typically given by the stopping function
g(x) as it can be seen in table 6.2. This function depends somehow on
the magnitude of the smoothed image gradient where common choices
have been
1
1 + k∇(Gσ (x) ∗ f (x))k

g(x)

=

g(x)

= e−τe k∇(Gσ (x)∗f (x))k

(6.15)

where Gσ is a Gaussian kernel with standard deviation σ.
A natural choice for the expansion term in the Riemannian framework
could be

Fe = Tr G−1 ,
(6.16)
with G as defined in eq. (6.14). This expansion term is given by the own
metric in terms of a rotational invariant operator of the metric. Although
this is a logical choice, it is possible to design other expansion terms
better suited to the surface segmentation problem by taking advantage of
the geometric information of the metric.
In this section, we propose an expansion term that instead of using the
gradient of the image uses the geometric measures of the neighborhood
given by the local structure tensor. The local structure tensor can be
written in a new tensor basis corresponding to the shape of the tensor
—see section 3.4.2 for details—
T = (λ1 − λ2 )Tp + (λ2 − λ3 )Tl + λ3 Ts
where Tp , Tl and Ts correspond to planar-like, tube-like and isotropic
structures respectively. The coordinates of the tensor in this new basis
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can be used for the classification of the local structure tensor according
to its geometry. Since the coordinates are based on the eigenvalues of
the tensor, they are rotationally invariant. By using the largest eigenvalue
as a normalization factor, three neighborhood shape measures can be
defined in [165]
cp =

λ1 − λ2
,
λ1

cl =

λ2 − λ3
,
λ1

cs =

λ3
.
λ1

These measures are bounded between zero and one and their sum equals
one.
In our case, we want to perform the segmentation of surfaces, therefore
cp seems to be a suitable measure to define the expansion force. Locations with high cp have high likelihood to belong to the structure that we
want to segment and therefore the expansion force should be decreased
and let the other forces act. For the expansion term we have chosen a
exponential function of cp
Fe = e−τe cp ,
(6.17)
where τe is a damping parameter that controls how fast Fe decreases to
zero. The higher τe the less planar the structure has to be to start to stop
the expansion. Figure 6.1a shows how Fe changes for different values of
τe between 2 and 10.
The measure cp does not depend on the local energy of the structure.
However, in low signal regions this measure makes little sense. In practice, it is good to regularize the measure by adding a small constant in the
denominator of size similar to that of the noise level. The normalized cp
is expressed as
λ1 − λ2
,
cp =
λ1 + σλ
where σλ is the expected value for λ1 in low energy regions. This definition of cp is the one we are going to use. Figure 6.1b shows the evolution
cp for different values of σλ . Given that the metric has been obtained by
0
using the compensated tensor T instead of the original tensor T, the
final cp that we have used in eq. (6.17) is the one corresponding to the
compensated tensor that is given by
cp =

λ1 − λ2
.
λ1 + σλ1 − rλ3 λ3
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Figure 6.1: Expansion term evaluation. (a) Expansion term as a function of
τe . The rst curve from the right corresponds to τe = 2 and the
last curve to τe = 10. (b) Planar term cp as a function of σλ . λ2
has been xed to 0.25. σλ ranges from 0 (top curve) to 1 (inferior

curve).

Two relevant features of the new expansion term compared to those
defined in eq. (6.15) are:
• it is invariant to the local energy of the structure,
• it carries geometric discriminant information.
As a final remark, it is worth noting that the expansion term solely
depends on the image. The smoothing and advection terms depend on
both the image, through the LST, and the level set function. Therefore the
expansion term will be a force term that does not change in the evolution
process.

6.3.3

Implementation

The LST estimation that defines the metric has been computed by using
the method proposed in Section 3.6.4 —eq. (3.121). The input image
f (x) has been convolved with a fixed set of partial generalized quadrature filters. These filters were defined in the Fourier domain in section
2.8.2. The radial behavior of the filters has been given by a lognormal
function — see eq. (2.87). The two parameters that the filter design de-
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pends on are the center frequency ρs (in radians) and the bandwidth B
(in octaves). A spatial version of the filters has been obtained by solving
the optimization problem that finds the trade-off between spatial locality
of the filter and desired frequency response. The interested reader can
find further information in [53] about filter optimization. The optimization
process has be done off-line for the two different filter configurations: one
set with ρs = 0.78 and B = 2, and another set with ρs = 1.1 and B = 2.
These two filter sets were sufficient to obtain the results that will be presented in the next section. The directions of the filters were those given
by table 3.1. The spatial filter optimization process and LST computation
have been implemented in MATLAB.
The metric tensor field is derived according to eq. (6.14). A fast way
to compute eigenvalues of a 3 × 3 tensor can be achieved by either
Cardano’s formula [157] or the improved approaches proposed in [143]
and [38]. This way, the metric tensor can be efficiently derived from the
structure tensor with a low computational cost. If the eigenvectors are
needed, a closed form formula for both the eigenvectors and eigenvalues
can be found in [15].
The level set implementation follows the numerical scheme introduced
by Sethian and Osher [138]. This scheme can handle the formation of
sharp corners during the evolution process by preserving the entropy
condition originally introduced in the area of interface propagation by
Sethian [137]. Appendix E explains in detail the numerical scheme to
solve the proposed level set equation. In order to achieve a fast implementation, a narrow band technique has been used. The narrow band
method consists in solving the equation only on those points that lie on
a narrow band around the zero level set. The use of a narrow band and
numerical considerations require computing the distance to the evolving
front every few iterations. This process is known as reinitialization. Recently, a fast reinitialization method has been proposed by Krissian [82].
The implementation of our numerical scheme using the fast reinitialization
method has been done by modifying the version of the level set method
freely available in the 3D slicer [48, 49] and developed by Karl Krissian2 .
The level set method has been implemented as a VTK class [136] and
can be used in other visualization environments.
A summary of the parameters that the segmentation algorithm depends on is shown in table 6.3. The most critical parameters are those
2 The author wants to thank to Karl Krissian all the discussions about level sets as
well as the possibility of using his code
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Level set equation

Method Parameters

α
β1
β2
γ

Smoothing term weight.
Rotational part of the advection term weight.
Irrotational part of the advection term weight.
Expansion term weight.

ρs
B

Quadrature lter center frequency
Quadrature lter bandwidth

rλ


Percentage of λ3 to be removed from the local structure tensor.
Scale relation between the image intensity range and the image domain.

τe
σλ

Expansion force damping coecient.
Expected λ1 for noisy regions.

Local structure estimation
Metric estimation
Expansion term

Table 6.3: Summary of level set segmentation method parameters
that weight the different terms of the level set equation. The local structure tensor parameters are more or less fixed depending on the scale of
the structures that we want to segment. The metric extraction parameters
can be set depending on the modality and the amount of noise present in
the images. Finally, the expansion term parameters can be adjusted offline by inspecting the force term and assuring that Fe shows a minimum
in the areas where structure is present.

6.4

Results

The Riemannian level set segmentation method has been tested with
different image modalities:
• Freehand ultrasound liver study3
• 3D ultrasound of fetuses 4 .
• Magnetic resonance imaging of a human head 5
3 This dataset has been provided by the Medical Imaging Group, Cambridge University.
4 These datasets have been provided by Dr. Anastasio Velasco Dujo, Clínica Ponferrada, León, Spain.
5 This dataset has been acquired by Dr. Marek Kubicki at Brigham and Women's
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• Computer Tomography of a pig abdomen 6 .
Different modalities have been used to show the applicability of the method
to different scenarios. Although each particular application would require
a special setting, the Riemannian level set framework will show its suitability to the segmentation problem.
Level set techniques require a initialization process given by an initial
surface from which the level set will evolve. The initialization has been
done manually by
• either placing a set of seeds that will define starting points for the
evolution
• or applying a connected components thresholding. An initial threshold is chosen and the result is pruned by choosing one of the connected components of the threshold process.
Both approaches require a minimal user intervention. The 3D Slicer has
been used as visualization platform to guide the user in the initialization
process. There have not been any stopping criterion for the evolution process. A supervised approach has been followed such that the evolution
has been stopped when the target structure was segmented. The interactive use of the 3D Slicer for visualizing the final results at different stages
of the evolution process highly reduces the workload due to a supervised
stopping process.
Table 6.4 shows the set of parameters that have been used to implement the level set method presented in Section 6.3 for each study case.

6.4.1

Freehand ultrasound

The characteristics of freehand ultrasound have already been reviewed
in Chapter 5. In this section, we show how the segmentation method can
be used to detect the hepatic vein of a liver study. Vessels are important landmarks in guiding procedures. Having a model of the vasculature
can be useful to help interventional procedures by providing a reference
frame.
Before proceeding to the segmentation process, the volume has been
resampled in a regular grid using the method presented in Chapter 5. We
Hospital.
6 This dataset has been acquired by Dr. Nicholas Stylopoulus and Dr. Kirby Vosburgh at Massachusett General Hospital
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Cases

Tensor

Metric

ρs

rλ

B

US
0.78 2
0.5
Liver
0.78 2
0.5
Fetus 1
0.78 2
0.5
Fetus 2
MRI
1.11 2
0.1
White matter
CT
1.11 2
0.1
Aorta
1.11 2
0.1
Hepatic Vein
1.11 2
0.1
Spine
MR: Multiresolution approach.
TH: Threshold.

Level Set



α

β1

β2

γ

σλ

τe ∆t Init

0.7
1
1

0.4 0.8 0.8 0.4 6 10 0.4 Seeds
0.4 0.8 0.8 0.1 10 10 0.3 MR
0.4 0.8 0.8 0.1 10 10 0.3 MR

1

0.2 0.9 0.9 0.3 10 2 0.4 TH

2
2
2

0.25 0.8 0.8 0.65 10 2 0.4 Seeds
0.25 0.8 0.8 0.65 10 2 0.4 Seeds
0.5 0 0.1 0 10 2 0.5 TH

Table 6.4: Summary of parameters used in the experiments for the proposed
Riemannian level set method.

can see here how resampling in a regular grid is almost mandatory when
further processing has to be carried out on the data. While sonographers
still prefer the conventional freehand slices, general clinicians and image
processing tools may require a resampling in a regular grid that can be
used later on with standard visualization applications. The resampling
grid has been constructed using the method presented in Section 5.3 with
a trimming factor of r = 0.9. In this case the ROI prior has been created
with a Gaussian profile in the lateral direction and a uniform profile in the
axial direction. The output volume has dimensions 434 × 351 × 153 voxels
and a voxel size of 0.27mm × 0.28mm × 0.27mm. Figure 6.2 shows a set
of slices after the reconstruction process. The main branch of the hepatic
vein can easily be seen in the bottom row of the image sequence, in the
lower right corner of each slice.
The segmentation of vascular structures is a typical example where geometric deformable models are superior to parametric deformable models. The changes of topology often occur due to branching into different
vessels that form T-like structures. Having an evolution method like level
sets that implicitly handle the topology changes is crucial in the reduction
of the complexity of the segmentation method. Moreover, the evolution
scheme makes it possible to extract the vascular branches departing from
well-identified single points.
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Figure 6.2: Segmentation result for a freehand ultrasound liver study. From

left to right, top to bottom a sequence of slices is shown. The
target structure has been the hepatic vein and the ramications.
In blue the initial contour is displayed and in red the nal result.
The initial contour has been obtained by manually placing seeds.
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Our method is specially suited to segment surfaces, i.e. locally planarlike structures. This is known as codimension-1 objects. The codimension is the difference between the dimension of embedding space and
the dimension of the manifold. In the case of surfaces, the codimension
is 1, in the case of line-like structures, like vessels, the codimension is 2.
Lorigo et al. [92] has proposed a method for the segmentation of vascular structure using a codimension-2 level set. Vessels can be considered
codimension-2 objects or codimension-1 objection depending on the resolution. In CT and MRI thin vessels are clearly lines in the 3D volume,
therefore codimension-2 objects. Whereas for ultrasound images, the
resolution makes the vascular structure appear as tubular surfaces, i.e.
codimension-1 objects, making our approach a feasible solution for this
problem. This condition is violated only for vessels with radii close to the
ultrasound resolution.
The resulting segmentation is shown in figure 6.2. The zero level set of
the final level set function is shown overlaid on the original images. The
initialization has been done by placing five seeds (blue points).
The expansion term for the same slices is shown in figure 6.3. The
expansion force inside the vessel lumen is close to one (arrow B) while
as soon as we reach the vessel wall it drops to low values (arrow A). Regardless of the magnitude of the intensity change in the vessel wall, the
expansion term shows similar low values. Inhomogeneities like shadowing effects and different backscatter energy, that are typical problems to
overcome when dealing with ultrasound images, are seamlessly handled
by the proposed expansion term due to local energy invariance.
Figure 6.4a shows a 3D model of the resulting zero level set. The
model has been created using Marching Cubes algorithms [91]. The 3D
model shows how the level set approach can extract the complex topology
just starting from single seeds. Figure 6.4b shows a volume rendering
view of the original data after being filtered with an adaptive filter [167]
driven by the LST. The volume rendering view validates the extracted
model. In both results, we can identify the hepatic vein and one of the
branches off the main trunk. At the same time, this branch splits into
several sub-branches. In the volume rendering view we see another vessel structure that is not connected to the hepatic vein on the right side.
Obviously our 3D model does not show this structure given that is not
connected to any of the starting seeds.
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A

B

Figure 6.3: Expansion force term used in the evolution process corresponding

to the US images shown in gure 6.2. The expansion force follows eq. (6.17). Dark and bright correspond to locations where
expansion force equals to zero and one respectively.
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(a)

(b)

Figure 6.4: (a) 3D model of the hepatic vein. (b) Volume rendering of the
hepatic vein.

6.4.2

3D ultrasound

3D ultrasound systems are becoming a more common modality given that
they expand the alternatives of current 2D ultrasound systems with a reasonable cost. The 3D ultrasound systems are able to scan a 3D volume in
a few seconds by using a 2D phase array probe. One of the fields where
3D ultrasound has received more attention is in obstetrics and gynecology. Another emerging field is cardiology due to the appearance of new
3D+t ultrasound systems.
This section will show results on segmenting the outermost surface of
fetuses acquired with the 3D ultrasound equipment Voluson 530, Kretztechnik7 . By segmenting the outermost surface of a fetus, an accurate
measure of growing parameters to monitor the fetal growth can be obtained. Recently, minimal invasive ultrasound-guided fetal interventions
are possible thanks to the support offered by 3D ultrasound systems.
Having at hand 3D fetus’ models eliminates a barrier for the possibility
of using surgical navigation systems in fetal interventions.
We have applied our method to two cases, see Figure 6.10 and Figure
6.6. One of the difficulties in dealing with this kind of images, besides the
noise level due to the modality, is the adhesion of parts of the fetus body
to the uterus wall. This problem is clearly reflected in the middle row of
figure 6.10. In this case, we can see how the top of the fetus’ head is in
7 In 2001 Kretztechnik became a wholly owned subsidiary of GE Medical Systems.
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Riemannian
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Figure 6.5: Scheme with the multiresolution approach for 3D ultrasound segmentation using Riemannian level sets.

close contact with the uterus wall. The lack of a clear boundary means
that any boundary driven level set approach, like ours, might fail leading
to leaks in that area.
In order to deal with this kind of images a multiresolution approach has
been followed. A number of subsampled versions of the initial volume are
computed. A level set is initialized at the lowest resolution level by placing
seeds and evolving from those points. The resulting zero level set is used
to initialize a new level set in the next resolution level. The initialization is
done by upsampling the level set of the previous level to the next level of
the pyramid and recomputing the distance transform to the zero level set.
A multiresolution approach allow us to initialize the level set evolution at
the next level of the pyramid with a closer estimation to the final surface.
Therefore, the expansion term weight can be decreased when we move
up to the highest resolution level. By doing so, the chances of leaking
are reduced and we allow the smoothing and advection term to take the
leading role in the last stages of the pyramid. Figure 6.5 shows a scheme
of the described approach. A Laplacian pyramid of three levels has been
used. The lowest level corresponds to a volume of 64 × 64 × 64. In this
volume we have placed seeds that have been used to initialize the level
set. These seeds have been located far enough from places where the
fetus’ body touches the uterus wall.

Fetus 1
This dataset has a dimension of 255 × 256 × 256 voxels with voxel size
of 0.32mm × 0.32mm × 0.32mm. This case exhibits a higher complexity
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than the previous one. In this case, the back of the fetus, the top of the
head and one of the legs are attached to the uterus wall, being a source
of leaking. The parameters that have been used to run the level set at
each level of the pyramid are: α = 0.2, β1 = 0.6, β2 = 0.6 and γ = 0.4 for
level 2, and α = 0.3, β1 = 0.7, β2 = 0.7 and γ = 0.2 for level 1. For the
last level we have used the parameters shown in table 6.4.
Figure 6.6 shows a sequence of slices with the resulting zero level set.
Although the results are good, we can see several faults:
• the level set has started to leak in the back (arrow A) and in one foot
(arrow C).
• One of the arms cannot be totally detected. This is partly because
it is a detail that falls outside the scale that we have used to extract
the tensor and also for the high smoothing term that we impose to
impede the leaking areas (arrow B).
These problems reveal that a pure boundary-based level set like our
approach may not be sufficient. Schemes based on several level set and
region-based terms are definitely the solution to these problems [115]. In
the case of these images, three regions can be identified: fetus, amniotic
liquid and uterus. Evolving three level sets corresponding to each region
class with constraints about the degree of overlapping between level sets
is a promising alternative while keeping the rest of the force terms as in
our method.
The metric tensor that the image manifold is endowed with for the last
level of the pyramid is shown in figure 6.7. We can see how the metric
induced by the manifold is used to attract the level set to the fetus outermost boundary where changes in energy and orientation occur. Figure
6.8 shows the expansion term that have been used for the last level of the
pyramid corresponding to the slices shown in figure 6.6.
A 3D model view of the segmentation result is shown in figure 6.9a.
It is possible to see that extracting one of the arms of the fetus is very
complex given that the arm is totally resting on the body. The volume
rendering view is shown in figure 6.9b. Here we can see how the volume
rendering can offer poor views if there is not a properly located window
to look through and if other structures occlude the object of interest. 3D
ultrasound equipments integrate fast volume rendering to let the physician
inspect the data in real time. However, volume rendering can be totally
useless if, like this case, the positioning of the probe does not let a good
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A

B

C

Figure 6.6: Segmentation result for a fetus study using a 3D ultrasound system. The resulting contour of the level set evolution has been
overlaid with the ultrasound images.
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(a)

(b)

(c)

Figure 6.7: Metric tensor slice that conforms the Riemannian mean curvature

ow. (a) Perspective view of the metric tensor corresponding to the
image slice (c). The metric tensor is only shown for tensors with
cp > 0.4. (b) Color-encoded orientation map of the metric tensor
[112] (red, green and blue represent right-left, up-down and outof-plane orientations, respectively). (c) Image slice corresponding
to the metric tensor and zero level set after Riemannian mean
curvature evolution.
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Figure 6.8: Expansion force term used in the evolution process. The expansion
force follows equation 6.17
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Figure 6.9: (a) 3D model for a fetus. (b) Volume rendering of the fetus
view. This problem is alleviated somehow by doing volume rendering of
a region of interest.

Fetus 2
This dataset has a dimension of 255 × 256 × 256 voxels with voxel size of
0.24mm × 0.24mm × 0.24mm. 10 seeds have been manually placed near
the back of the fetus —see figure 6.10 arrow A. The level set evolution
for the first level of the pyramid has been carried out with parameters:
α = 0.2, β1 = 0.6, β2 = 0.6 and γ = 0.4. For the next level of the pyramid,
the level set has used: α = 0.3, β1 = 0.7, β2 = 0.7 and γ = 0.2. The last
level has used the values shown in table 6.4. A continuous decrease in
the expansion force weight across the pyramid tries to avoid leaks. The
smoothing term provides a way of looking for a smooth solution in those
locations where the metric does not offer information about boundaries.
The level set result is shown in figure 6.10. We can see that the final
shape does not present obvious leaks. It is fair to say that the evolution
has been supervised and it has been stopped before leaking through the
top of the head (arrow B).
Figure 6.11 shows the expansion term that has been used for the last
level of the pyramid.
Finally, an impressive 3D model of the level set result can be seen
in figure 6.12a. We can clearly see the body of the fetus, the extremities and even the umbilical cord. The quality of the result can be contrasted against a volume rendering result, figure 6.12b. The volume ren-
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A

B

Figure 6.10: Segmentation result for a fetus study using a 3D ultrasound system. The resulting contour of the level set evolution has been
overlaid with the ultrasound images.
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Figure 6.11: Expansion force term used in the evolution process corresponding to the US images shown in gure 6.10. The expansion force
follows eq. (6.17).
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Figure 6.12: (a) 3D model for a fetus. (b) Volume rendering of the fetus.
dering view, as in the liver case, was obtained after adaptively filtering the
dataset to reduce the amount of noise. Both views show a good agreement.

6.4.3

MRI

The role of PDE solutions and implicit surface evolution in brain imaging
has been recently reviewed by Memoli et al. [102]. Examples of the applications are to measure cortical thickness, to find special curves on the
cerebral cortex like sulcal beds and to compute warping fields between
surfaces such as the brain cortex. Before proceeding to the computation
of one of these measures a classification of white matter, gray matter and
cerebrospinal fluid (CSF) is necessary.
In this experiment, we show how our technique can be applied for the
segmentation of the interface white matter/gray matter. A volunteer was
scanned with a spoiled gradient recalled (SPGR) sequence implemented
on a 3 Teslas GE scanner with sagittal reformating, see figure 6.13. The
dataset has dimensions of 256 × 256 × 124 voxels with a voxels spacing
of 0.93mm × 0.93mm × 1.3mm.
The segmentation result is shown in figure 6.13. The initialization of
the level set has been done by taking a threshold (blue contour) and using
connected components. A detailed view of segmentation for an slice of
this dataset and the associated image graph, corresponding to the image
induced metric showed in Figure 4.2, are showed in figure 6.14. Figure
6.15 shows the corresponding expansion force term for the slices shown
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in figure 6.13.
Figure 6.16 shows a 3D model of the segmentation result. In figure
6.16b we can see a detailed view of the sulci overlaid with a image slice.
The image shows the fidelity in recovering the folding structure . From
these results, we can say that our method is able to work with convoluted
images. The Riemannian smoothing term plays an important role in this
case. The metric induced by the image prevents a smoothing in a tangent
plane to the white matter surface (review Section 4.9.1), therefore details
are not lost although smoothing is performed.

6.4.4

CT

Laparoscopic ultrasound, supported by freehand ultrasound, has emerged
as a way to widen the span of laparoscopic procedures. A navigation
system that uses preoperative CT scans and intraoperative laparoscopic
ultrasound has been proposed in the literature [33]. Models generated
from the preoperative CT scan serve as landmarks in the operating room
reducing the work load and increasing the spatial orientation of the operator.
These kind of applications require segmentation of CT. Here, we show
how our method can be applied to this problem by defining the model
from CT scans. These models have been used in specimen experiments
to test the accuracy of image-guided laparoscopic ultrasound compared
to standard laparoscopic ultrasound procedure.
We have performed the segmentation of a pig specimen that has been
used in one of the image-guided laparoscopic ultrasound experiments,
a joint effort between Massachusett General Hospital and Brigham and
Women’s Hospital. This specimen was scanned with a Siemens Sensation 16 multi-row CT scanner. The dataset has dimensions of 512 × 512 ×
250 with voxel spacing of 0.57mm × 0.57mm × 1.5mm.
Three different structures have been targeted: the aorta, the hepatic
vein and the spine. The results are shown in figure 6.17 in red, green
and white respectively. While for the aorta and the hepatic vein seeds
manually placed have been used to initialize the level set, the spine result
has been obtained by thresholding. In this case a threshold has been applied followed by a connected components operation to extract only the
parts topologically connected to the spine. A spine model can be obtained by just thresholding in CT images. In this case the level set has
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Figure 6.13: Segmentation result for a head study using a spoiled gradient
recalled (SPGR) sequence. In blue the initial contour is displayed
and in red the nal result. The initial contour has been obtained
by applying a threshold and connected components.
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Figure 6.14: Detailed view of the segmentation result for an image slice (a)
and resulting contour overlay on the image graph.

been used just to provide a smooth solution by letting only the smooth
term to act. This is another interesting way of using level set, i.e. to provide a geometrically smooth solution of previously applied classification
or segmentation methods.
The expansion force term corresponding to the slices shown in figure
6.17 is shown in figure 6.18.
Finally, a 3D model of the segmentation result is shown in figure 6.19.

6.5 Summary
This chapter has presented a method for medical image segmentation
based on level set theory and Riemannian mean curvature flow. The
method uses the results exposed in Chapter 4 to perform the segmentation of 3D surfaces by evolving a initial surface under forces derived from
the metric of the image manifold. We have started by reviewing the main
methods in the literature of deformable models. From there, our method
has been thoroughly explained.
The main characteristics of our method are:
• The forces derived from the Riemannian mean curvature flow framework are given by the metric induced by the image. This metric is
no more than the local structure tensor of the image that we want
to analyze. The forces try to attach the contour to locations where
there is a change of the metric while keeping a smoothing result.
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Figure 6.15: Expansion force term used in the evolution process corresponding
to the MRI sequence shown in gure 6.13. The expansion force
follows eq. (6.17).
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(a)

(b)

Figure 6.16: 3D model of the white matter surface. (a) General view. (b)
Close up view of the cerebral cortex

• The addition of a new advection term due to the Riemannian formulation makes the level set less sensitive to leaks compared to the
traditional geodesic active contours. The proposed method cannot
perform worse than geodesic active contours given that our case is
a generalization of that.
• An ad hoc expansion force term has been added to the Riemannian
mean curvature flow framework so features far away from the initialization point can be capture. This expansion term, unlike traditional
expansion terms based on image gradient, makes use of the geometric properties of the LST. The expansion force decreases when
the level set gets closer to regions that are locally planar , i.e. a surface. Given that it is based on geometric properties of the tensor,
the expansion term is invariant to the local gradient of the image,
i.e. the local energy.
• The method does not perform any filtering of the data before proceeding to the evolution. However, instead of a filtering in the image
domain, a filtering is done in the metric domain by removing part of
the isotropic component of the local structure tensor when building the metric field. This is a linear operation that has non-linear
and adaptive connotations in the image domain. This is one of the
advantages of using the metric to represent the image.
Our method has been tested for different modalities, namely, US, MRI
and CT, showing a great flexibility. Special attention has been paid to

250

6.5 Summary

Figure 6.17: Segmentation result for a abdominal CT from a pig specimen.

The structures that has been segmented are: aorta (red), hepatic
vein (green) and spine and ribs (gray).
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Figure 6.18: Expansion force term used in the evolution process corresponding

to the CT sequence shown in gure 6.17. The expansion force
follows eq. (6.17).
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Figure 6.19: 3D model of the aorta (red), liver vasculature (green) and the
spine and ribs (gray).

the results based on US where several cases have been studied. These
results have allowed us to identify the main limitations of the proposed
method:
• This is a boundary-based approach. A more complete approach
will have to include a region-based term that, besides attracting the
level set to regions where there is a change of the metric, tries to
look for homogeneous regions [115].
• There is a scale dependence throughout the LST. The metric is defined from the LST that is computed for a given scale. Segmentation
of objects with different scales can be a challenge due to structure
scales that lie beyond the quadrature filters bandpass range.
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7
Conclusions

This dissertation has dealt with the problem of local structure tensor (LST)
estimation and the knowledge about the image space that this measure
provides. Two medical image analysis applications, namely freehand
ultrasound reconstruction and medical image segmentation, have been
presented as examples of the utility of the LST as an image descriptor.
The local structure concept is deeply rooted in the biological mechanism involved in the low level vision system of mammals. Without dealing
with the daunting task of studying and modeling biological visual system
(BVS), we have departed from the fact that local phase, local energy and
local orientation play a crucial role in the identification of image features.
These three features lead to the local structure as a compact way of describing oriented local features.
Before dealing with the LST estimation, an understanding about the
local phase and local energy has been provided. While these two concepts have a clear mathematical representation for 1D signals by means
of the Hilbert transform and the analytic signal, the extension to 2D signals has been recently pointed out by Felsberg and Sommer [41]. This
work formally defines the local phase and local energy by means of the
Riesz transform and the monogenic signal —counterparts of the Hilbert
transform and analytic signal respectively. We have explicitly extended
the derivation of the Riesz transform to the nD case. Moreover, a careful derivation of the Riesz transform has allowed us to conclude that any
oriented bandpass version of the Riesz transform is still a strictly proper
Riesz transform. This concept is the key for the design of generalized
quadrature filters that estimate the monogenic signal in a localized fashion. Quadrature filters of this kind have been recently introduced in [79]
without any formal derivation.
A formal approach to the local phase and local energy builds the ba-
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sis for the analysis of the LST estimation methods based on local energy.
The LST is formally defined for signals that locally vary along one orientation, so called i1D signals. In Chapter 3, we have carried out an analytical
study of the performance of the LST estimation based on quadrature filters when an i2D signal model is assumed, i.e. the signal locally varies
in two orientations. This analysis is motivated by the importance of the
tensor as a full rank matrix whose eigenvalues define the local energy
of the signal along the main orientation and the uncertainty with respect
to this main orientation. From this analysis, two constructive methods
for the estimation of the LST have been proposed, namely, LST based
on maximum likelihood (ML) estimation and LST based on generalized
quadrature filters and phase consistency. Eigenvalue distortions occur
depending on the relative energy between the i1D signals that form the
i2D neighborhood and the relative orientation between the quadrature filters and the i1D signals orientation. A study of the analytical responses of
partial quadrature filters has provided a great insight into the main pitfall of
LST estimation methods based on partial quadrature filters, namely, the
lack of positive semidefiniteness when the signal cannot be locally modeled as an i1D signal. Ways of partially compensating the eigenvalue distortions have been studied, namely, tensor averaging, multiple oriented
quadrature filters and ML quadrature filter estimators. The study has revealed that the LST estimation based on ML estimators of the quadrature
filters poses better properties than the others in terms of distortion recovery and computational complexity.
By using the results about generalized quadrature filters presented in
Chapter 2, a LST estimation method based on generalized quadrature filters introduced by Knutsson and Andersson [79] has been analyzed both
for i1D signals and i2D signals. Although this method shows a better performance than the approaches based on partial quadrature filters, negative eigenvalues may still occur. A measure of the local phase consistency
derived from the monogenic signal has been used to define a new LST
estimation method that adaptively adds isotropic energy depending on
the lack of consistency in phase due to signal interference in i2D neighborhoods. The LST method based on generalized quadrature filters and
phase consistency is shown to yield positive semidefinite (PSD) tensors.
A numerical analysis has further corroborated our analytical study.
The interpretation of the LST as the induced metric of the image manifold has been another of the main cornerstones of this dissertation. This
interpretation is the linking point between the conception of the LST as

256

an image feature representation and the use of the LST in a geometrical sense upon Riemannian geometry. Based on the work of Sochen
et.al [145], an nD image can be interpreted as a manifold embedded in
a (n + 1)D space. Therefore, a 2D image can be visualized as a 3D
surface. This mathematical interpretation, although trivial, has important
consequences in defining further mathematical methods that work in the
image domain or use the image domain to perform a given visual task.
A manifold, particularly a Riemannian manifold, is fully described by a
tensor metric field. The image, when understood as a manifold, has an
induced metric that has been identified to be the LST. Therefore, the LST
is the basis that defines the image induced metric. Given that the image
can be described from a tensor field, we have studied the redefinition of
PDE approaches in the Riemannian sense. Specifically, in Chapter 4 we
have studied the extension of the standard Euclidean level set evolution
theory to the Riemannian counterpart. Based on this study, a Riemannian mean curvature flow using level set theory has been proposed. An
explicit formulation for the Riemannian mean curvature flow has been devised allowing an identification of the forces that drive the Riemannian
level set evolution.
The third part of this dissertation has been devoted to two medical image applications that make use of the theoretical content introduced in
the first two parts. The first application has been the development of a
freehand ultrasound reconstruction technique. The freehand ultrasound
reconstruction problem can be conceived as an irregularly-sampled data
interpolation problem. The LST has played an important role in the definition of an anisotropic interpolation method based on normalized convolution that preserves object boundaries without reducing the output ultrasound image resolution. Both numerical and visual results have shown
that our technique outperforms other classical techniques use for this kind
of problems.
The second application has been a medical image segmentation technique using Riemannian mean curvature flow. The segmentation of medical images has been done by evolving a surface in the Riemannian space
defined by the image manifold. A surface is deformed using the forces derived from the Riemannian mean curvature flow and using an expansion
force that has been defined from the local geometry information that the
LST carries. The expansion term, that does not formally appear in the
mean curvature flow formulation, is intended to allow the segmentation
of structures far away from the initialization point. The feasibility of the
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proposed technique to medical image segmentation has been shown by
providing segmentation examples for the main medical image modalities,
namely US, MRI and CT. Although a validation study of the segmentation
results has not been carried out, these preliminary results are promising.

7.1 Contributions
The main contributions of this dissertation are:
• Chapter 2

 A generalization based on vector field theory of the Hilbert
transform, known as the Riesz transform, to nD signals [129].
Our contribution has extended the results developed by Felsberg and Sommer [41] to the nD case. Moreover our results
have explicitly revealed a bandpass component in the Riesz
transfer function that is the key for the design of quadrature
filters.

 A formal derivation of the generalized quadrature filter with orientation sensitivity.
• Chapter 3

 Analytical study of the response of partial quadrature filters to
i2D signals. Based on this result, the behavior of the eigenvalues of the LST tensor based on partial quadrature filters has
been analytically studied.

 Analytical study of the performance of LST averaging and the
increase of filter directions as a way to deal with i2D signals

 Derivation of the ML estimator of partial quadrature filters for
an stochastic i1D signal model. A new method for LST estimation based on the ML estimator has been proposed and its
performance has been analytically studied.

 Analytical study of the performance of the LST based on generalized quadrature filters.

 New method for the estimation of the LST based on generalized quadrature filters and phase consistency.
• Chapter 4

258

7.1 Contributions

 Riemannian framework for the level set evolution theory.
 Generalization of the mean curvature flow to Riemannian manifolds. An explicit formulation of the level set evolution equation
has been devised.

 Identification of the image induced metric as the LST of the
image.
• Chapter 5

 A new method for the definition of the reconstruction grid based
on PCA [131].

 A new method for the interpolation of irregularly-sampled data
based on normalized convolution and the LST [130].
• Chapter 6

 A new method for the segmentation of medical image data
based on Riemannian mean curvature flow and level set theory using as metric the LST.

 Definition of a new expansion force term based on the geometric properties of LST.
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A
Proof of Mapping
Requirements
This appendix proves that the mapping given by eq. (3.4) fulfills the requirement to represent orientation: uniqueness, polar separability and
uniform stretch - invariance.

Uniqueness: M(x) = M(−x)
Proof: Given the quadratic character of M, it is straightforward to prove
the uniqueness.
Polar separability: kM(x)kF = f (kxk)
Proof: Taking the norm of M we obtain
kMkF =

kxxT kF
= kxk.
kxk

(A.1)

Uniform stretch: k∂M(x)kF = ck∂xk
Proof: Let us apply an incremental rotation in x by adding a small orthogonal change δx = v̂ to x. Let us define B to be
B = lim

→0

M(x + v̂) − M(x)
.


(A.2)

Then

(A.3)

k∂Mk = kBkk∂xk.
Solving the limit for the mapping (3.4) we can write
xxT
xxT
v̂xT + xv̂T
v̂v̂T
B = lim
−
+ lim
+ lim
,
→0 kx + v̂k
→0 kx + v̂k
kxk →0 kx + v̂k
{z
}
{z
}
|
|
−→0

−→0
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then
B=

v̂xT + xv̂T
= v̂x̂T + x̂v̂T .
kxk

(A.5)

The eigenvector and eigenvalues of B can be found as follow. Let us
assume that vi is an eigenvector of B and is orthogonal to v̂ and x̂, then
viT v̂ = 0 and viT x̂ = 0. It is clear that
Bvi = 0,

(A.6)

so the eigenvalue is equal to zero. Therefore, all the eigenvectors orthogonal to x̂ and v̂ have zero eigenvalues. If we look for eigenvector solution
in the subspace spanned by x̂ and v̂, we can easily find that
B

(x̂ + v̂)

=

(x̂ + v̂)

B

(x̂ − v̂)

= −(x̂ − v̂).

(A.7)

Therefore, (x̂ + v̂) and (x̂ − v̂) are eigenvector of B with eigenvalues 1
and −1 respectively. Then, the norm of B is given by
q
√
kBkF = λ21 + λ22 = 2.
(A.8)
Given that kBkF is constant, then the uniform stretch requirement is met.
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B
Calculation of Dual Tensor
Basis
This appendix will derive the dual tensor basis corresponding to the given
set of directions {n̂k } with k = 1 · · · K [166]. The outer product of these
directions is defined as Nk = n̂T n̂. A convenient way to find the dual
basis of Nk , Mk , is by flattening the coordinates of each tensor basis
element as column vectors in a matrix, and calculating the pseudo inverse
of this matrix. Let us define


|
|
···
|
N =  N1 N2 · · · NK  .
(B.1)
|
|
···
|

The dual basis matrix is obtained as

|
|
M = N† =  M1 M2
|
|

···
···
···


|
MK  ,
|

(B.2)

where (·)† is the pseudoinverse. It can be shown that the result verifies
the bi-orthonormality requirement
MT N = I.

(B.3)

An example can illustrate the way of computing the dual basis. A typical set of quadrature filter orientations in 2D is






1
1
1
−1
1
√
√
,
n̂3 =
.
(B.4)
n̂1 =
,
n̂2 =
0
3
3
2
2
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Figure B.1: 2D tensor basis and their duals.
The corresponding outer products are:
√ 



1
3
1 0
1
√
, N2 =
,
N1 =
0 0
3 3
4

1
N3 =
4



1
√
− 3

√ 
− 3
.
3

(B.5)

The matrix N is constructed by ordering in columns the basis tensors


4 √1
1
√

1 0
√3 −√3  .
(B.6)
N= 

0
3 − 3 
4
0 3
3
The pseudoinverse is

3
1
M = N† =  0
3
0

√0
√3
− 3

√0
√3
− 3


−1
2 .
2

(B.7)

The rows of M contains the dual basis elements. Reshaping them into
2 × 2 tensors yields
√ 
√ 




1
1
1
3 0
3
0
− 3
√0
√
M1 =
, M2 =
, M3 =
.
0 −1
3 2
− 3
2
3
3
3

(B.8)

Note that the basis and their duals are both symmetric tensor, however
the dual basis are indefinite tensors having both positive and negative
eigenvalues. When the vector basis are orthogonal, the basis and their
duals are identical. Figure B shows the tensor basis and their duals for
the example. The tensor are represented as ellipsoids.
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C
Filter Directions

The computation of the local structure tensor is based on the outputs of
quadrature filters being distributed in a fully symmetrical fashion over half
plane of the space. The minimum number of filters in 2D is 3, in 3D 6 and
4D 12 [53]. Sometimes, more directions are desired (see Section 3.5.3).
In this appendix we will elaborate on how to obtain the orientations for the
filters for the 2D case and the 3D case.
The conditions to fulfill in order to construct a set of valid directions,
regardless of the dimensionality, is to be rotationally invariant. A set of
unit-length directions {n̂k } is called rotationally invariant if
PK
T
2

Pk=1 (nˆk n̂) = cte1.

 K (nˆ T n̂)4 = cte2.
k
k=1



PK
T
T
2
2
k=1 (nˆk n̂) (nˆk n̂⊥ ) = cte3.,

∀n̂T

(C.1)

where K is the number of directions, and n̂, n̂⊥ are any orthonormal directions. These conditions are necessary to guarantee that the summation of magnitude of the quadrature filter outputs are rotationally invariant
and they follow from the results obtained in section 3.6.2.
Fulfilling the rotational invariance condition is a desirable property for
a set of filter directions. Moreover, the set should represent a good sampling of the sphere. Much research has been done to optimally distribute
points on a sphere [126]. One way to accomplish a good distribution
is to regard the points as electrical charges and minimize the induced
Coulomb energy. This is known as Thomson’s problem and has received
much attention in the physics community.
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C.1 2D case
This is the simplest case. The minimum number of filters required when
n = 2 is 3. The orientation of the filters is given by vectors pointing at
the three adjacent vertices of a regular hexagon. Extending the number
of directions to K ≥ 3 is as simple as evenly distributing vectors between
[0, π). Then, the orientations of the filters can be obtained as

 
 T
kπ
kπ
n̂k = cos
, sin
,
K
K

C.2

k ∈ [0, K − 1].

(C.2)

3D case

The 3D case is much more elaborated. As it was pointed out by Knutsson
[74], vectors pointing to half of the vertices of a symmetric regular polyhedron it is the only way to obtain an even distribution of directions. Despite
the 2D case where the only restriction is K ≥ 3, in this case only a set of
K will be allowed.
A regular polyhedra are polyhedra1 with identical polyhedron vertices.
Badoureau discovered 37 nonconvex regular polyhedra in the late nineteenth century, many previously unknown. Coxeter [28] probed that there
are 75 such polyhedra in which only two faces are allowed to meet at a
polyhedron edge. The polyhedron vertices of a regular polyhedron all lie
on a sphere whose center is the geometric centroid.
Babenko and Zalgaller shown in [8] that the regular polyhedra vertex
set, among other configurations, fulfill the rotational invariant conditions
given by eq. (C.1). The minimum number of directions in 3D is 6. Then,
a polyhedron with 12 vertices is needed. This is the icosahedron. Table
C.1 shows the different polyhedra, the number of vertices and the vectors pointing to half of the vertices. The position of the vertices around
√
the sphere is tabulated by means of the golden ratio 2 τ = 21 (1 + 5).
1 A polyhedron is simply a three dimensional solid which consists of a collection of
polygons joined at their edges
2 The golden ratio, also knows as the divine proportion, golden mean or golden
section, is a number often encountered when taking the ratios of distances in simple
geometric gures. Given a rectangle with sides in the ratio 1 : τ , τ is dened such
that partitioning the original rectangle into a square, a new rectangle results inside the
rectangle with a ratio 1 : τ . Such rectangle is the golden
√ rectangle. Solving a simple
problem for τ , it is possible to conclude that τ = 12 (1 + 5) = 2 ∗ cos( π5 )
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polyhedra

icosahedron

dodecahedron

icosidodecahedron

num.
vertices

num. lter directions
directions

12

n1,2 = [0, τ, ±1]T n3,4 = [±1, 0, τ ]T
n5,6 = [τ, ±1, 0]T

20

n1,2 = [0, τ1 , ±τ ]T
n5,6 = [ τ1 , ±τ, 0]T
n9 = [1, −1, 1]T

30

6

n1,2 = [±τ, τ1 , 1]T
n4 = [τ, − τ1 , −1]T
n7 = [1, τ, − τ1 ]T
n9,10 = [ τ1 , ±τ, 1]T
n12 = [ τ1 , −1, τ ]T
n14 = [0, 2, 0]T

10

n3,4 = [±τ, 0, τ1 , ]T
n7,8 = [±1, 1, 1]T
n10 = [1, 1, −1]T

15

n3 = [τ, − τ1 , 1]T
n5,6 = [1, ±τ, τ1 ]T
n8 = [−1, ±τ, τ1 ]T
n11 = [− τ1 , 1, τ ]T
n13 = [2, 0, 0]T
n15 = [0, 0, 2]T

Table C.1: Quadrature lter directions in 3D.
As we can see, in 3D K can only be 6, 10 or 15. However, as postulated in [8], other configurations might exits with the icosahedral symmetry group. One example is the icosadeltahedra family. From all the family,
the valid configurations in our context are the ones with full icosahedral
symmetry group and are symmetric with respect to their center [24]. For
less than a hundred filter directions (each antipodal point pair counts as
one direction) the icosadeltahedra configurations can yield 6, 16, 21, 46,
and 81 associated filter directions, respectively. This solutions can be
computed numerically from Thomson’s problem. When Thomson’s problem is restricted to look at antipodal charge pairs, it turns out that for a
moderate number of charges the optimal configurations are icosadeltahedra [2].
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D
Local Structure Tensor:
Analytical Results
D.1

LST based on PQF with frames

This section shows the remaining results for the 2D example analyzed
in section 3.5.3. Figure D.1 shows the variation of λ1 and λ2 with K for
case 1. The results show that case 1 is invariant to K, retaining the ideal
behavior. Figure D.2 shows the variation of λ1 and λ2 with K for case 2.
For K = 6 and K = 12, the results tend to the surfaces given by case 1,
i.e. the ideal case.

D.2

LST based on GQF with averaging

The averaging between local structure tensor is defined as
!
" 3
#
K
1 X X
kqf kl k Mk .
Tav =
3
k=1

(D.1)

l=1

The eigenvalues of the resulting tensor are shown in figure D.3.

D.3 LST based on GQF with ML estimation
The maximum likelihood estimation tensor is computed as the ML estimation of the magnitude of the generalized quadrature outputs using as
samples the output for each case of interference. Therefore, the ML local
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Figure D.1: Variation of λ1 and λ2 for i2D signals with respect to φ and c for

dierent number of dual tensor basis K . The variation is analyzed
for the case 1 (g1 and g2 in phase).
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Figure D.2: Variation of λ1 and λ2 for i2D signals with respect to φ and c for

dierent number of dual tensor basis K . The variation is analyzed
for the case 2 (g1 and g2 in quadrature).
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λ1 and λ2 for i2D signals with respect to φ and c
and ϕ1 for the average tensor Tav . The average tensor has been
computed as the average between the three interference cases.
For each case, the local structure tensor has been computed using
generalized quadrature lters.
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Figure D.4: Variation of

λ1 and λ2 for i2D signals with respect to φ and c
and ϕ1 for the maximum likelihood estimation tensor TM L using
generalized quadrature lters.

structure tensor is computed as
r
TM L =

K
πX
2

s

P3

kqf kl k2
Mk .
2·3

l=1

k=1

(D.2)

The results of the eigenvalues responses over the parametrized space
(φ, c, ϕ1 ) are shown in figure D.4. Note that results are invariant to ϕ1 ,
then the ML estimator achieves a result that does not depend on the
phase of the signal compared to the averaging.
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E
Riemannian Level Set
Numerical Scheme
This appendix is devoted to the description of the numerical scheme for
the implementation of the level set equation


∂Ψ
1
1
1
=
αFs +
β1 Fa1 +
β2 Fa2 + γFe k∇G ΨkG ,
∂t
k∇G ΨkG
k∇G ΨkG
k∇G ΨkG

(E.1)

with
Fs
Fa1
Fa2


= Tr PG G−1 H

 
G−1 ∇Ψ∇ΨT
= Tr I −
A
2k∇G Ψk2G
=

|G|−1 −1
hG ∇Ψ, ∇|G|i.
2

(E.2)

The derivation of this evolution equation can be found in Section 4.6 and
Section 6.3. The reader is encouraged to review those sections before
proceeding.
The numerical implementation is adapted from the work developed by
Sethian and Osher [138] regarding Hamilton-Jacobi equations. The implementation of the evolution equation (E.1) is done by sampling the solution domain in a grid given by x = [i, j, k]T where the index i corresponds
to the x-axis, the index j to the y-axis and the index k to the z-axis1 . Then,
the level set function in the numeric grid at a discrete instant n is given by
Ψ = Ψn (i, j, k).

1 Indices i, j and k are also used in thesis to index the elements of a tensor. The
distinction can be made clear from the context, however confusion may arise.
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E.1

Definitions

Let us start by defining the first-order numerical derivatives of the level
set function at a discrete instant n
D−x (i, j, k) =
D−y (i, j, k) =
D−z (i, j, k) =

Ψn (i,j,k)−Ψn (i−1,j,k)
,
∆x
Ψn (i,j,k)−Ψn (i,j−1,k)
,
∆y
Ψn (i,j,k)−Ψn (i,j,k−1)
,
∆z

D+x (i, j, k) =
D+y (i, j, k) =
D+z (i, j, k) =

Ψn (i+1,j,k)−Ψn (i,j,k)
,
∆x
Ψn (i,j+1,k)−Ψn (i,j,k)
,
∆y
Ψn (i,j,k+1)−Ψn (i,j,k)
,
∆z

(E.3)

where D−l (i, j, k) and D+l (i, j, k) are the backward and forward approximation of the differential operator of the level set function on l-axis respectively. The backward approximation of the level set function Euclidean
−
gradient, D∇Ψ (i, j, k) ,is the vector
 −x

D
(i,
j,
k)
−
D∇Ψ (i, j, k) =  D−y (i, j, k)  .
(E.4)
D−z (i, j, k)
Respectively, the forward approximation of the level set function Euclidean
+
gradient, D∇Ψ (i, j, k), is the vector
 +x

D (i, j, k)
+
D∇Ψ (i, j, k) =  D+y (i, j, k)  .
(E.5)
D+z (i, j, k)
From these two results, the central finite difference of the level set function
gradient, D∇Ψ (i, j, k), is given by
+

−

D∇Ψ (i, j, k) = D∇Ψ (i, j, k) + D∇Ψ (i, j, k).

(E.6)

Let us define the max(, ) and min(, ) operators on tensors as a new
tensor such that
max(T, 0) = [max(top , 0)],

min(T, 0) = [min(top , 0)],

i.e., the max and min operators affect to each component of the tensor
field. The result of the max and min operators are tensors of the same
order than the argument tensor and tensor algebra applies the same way.
From these definitions, the backward approximation of the G-gradient
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−1

of the level set function, DG
−1

DG

∇Ψ−

∇Ψ−

(i, j, k), is the vector
−

(E.7)

(i, j, k) = max(G−1 , 0)D∇Ψ (i, j, k).
−1

Respectively, the forward approximation of the G-gradient, DG
is the vector
−1

DG

∇Ψ+

∇Ψ+

+

(i, j, k),

(E.8)

(i, j, k) = min(G−1 , 0)D∇Ψ (i, j, k).

−1

From these results, the central finite difference of the G-gradient, DG
is
−1

DG

∇Ψ

−1

(i, j, k) = DG

∇Ψ−

−1

(i, j, k) + DG

∇Ψ+

∇Ψ

(i, j, k),

(E.9)

(i, j, k).

The backward approximation of the G-norm of the level set function,
−
Dk∇G ΨkG (i, j, k), is the scalar


T
−
−1
−
k∇G Ψk−
G
D
(i, j, k) = max D∇Ψ (i, j, k), 0 max(DG ∇Ψ (i, j, k), 0)+


min D

∇Ψ+

T

(i, j, k), 0



min D

G−1 ∇Ψ+

 12
(i, j, k), 0
.

(E.10)
+

Respectively, the forward approximation of the G-norm, Dk∇G ΨkG (i, j, k),
is the scalar


T


+
−1
+
k∇G Ψk+
G
D
(i, j, k) = max D∇Ψ (i, j, k), 0 max DG ∇Ψ (i, j, k), 0


min D

∇Ψ−

T

(i, j, k), 0



min D

G−1 ∇Ψ−

 12
.
(i, j, k), 0

(E.11)
Finally, the central difference approximation of the G-norm, Dk∇G ΨkG (i, j, k),
is given by
D

k∇G ΨkG

(i, j, k) =



D

k∇G Ψk−
G

2 
2  21
k∇G Ψk+
G
(i, j, k) + D
(i, j, k)

(E.12)
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E.2

Numerical scheme

From these results, the numerical scheme for the evolving level set is
given as follows:

Ψn+1 (i, j, k) = Ψn (i, j, k) + ∆t αFs (i, j, k) + β1 Fa1 (i, j, k) + β2 Fa2 (i, j, k)

+ γFe (i, j, k)k∇G ΨkG .

(E.13)
The smoothing term is approximated by

Fs (i, j, k) = Tr PG (i, j, k)G−1 (i, j, k)H(i, j, k)

(E.14)

where H(i, j, k) is the Hessian matrix approximated by central differences
and
T
D∇Ψ (i, j, k) D∇Ψ (i, j, k)
PG (i, j, k) = I − G−1 (i, j, k)
.
(E.15)
Dk∇G ΨkG (i, j, k)
The first advection term is approximated by
(
)
T !
D∇Ψ (i, j, k) D∇Ψ (i, j, k)
−1
Fa1 (i, j, k) = Tr
I − G (i, j, k)
A(i, j, k)
2Dk∇G ΨkG (i, j, k)

(E.16)

where A(i, j, k) is approximated as follows. The component [o, p] of G−1
is denoted as G−1 = [g op ]. The component [o, q] of A(i, j, k) is denoted
as A(i, j, k) = [aoq (i, j, k)]. The numerical approximation of A(i, j, k) is
then given by
 op
h
i
−
∂g (i, j, k)
aoq (i, j, k) = max
, 0 D∇Ψ (i, j, k) +
∂xq
p
 op
h
(E.17)
i
∂g (i, j, k)
∇Ψ+
min
,0 D
(i, j, k)
∂xq
p
where Einstein summation convention is used. The term [D]p denotes the
p component of the vector D. The partial derivatives of the inverse metric
op
(i,j,k)
components, ∂g ∂x
, are approximated using central differences. The
q
component xq denotes the xq -axis, in our case either i or j or k.
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The second advection term is approximated by
Fa2 (i, j, k) =


−
|G(i, j, k)|−1 
max G−1 (i, j, k)∇|G|(i, j, k), 0 D∇Ψ (i, j, k)+
2


+
min G−1 (i, j, k)∇|G|(i, j, k), 0 D∇Ψ (i, j, k) .

(E.18)
And finally, the expansion term is given by
+

Fe (i, j, k)k∇G ΨkG = max(Fe (i, j, k), 0)Dk∇G ΨkG (i, j, k)+
+

min(Fe (i, j, k), 0)Dk∇G ΨkG (i, j, k).

(E.19)

With this, the presentation of the numerical scheme for Riemannian level
sets ends.
A formal proof of the stability and convergence of the proposed numerical scheme has not been carried out. This task is left as a future research
line.
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